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Editor’s Introduction
ARIEL D. PROCACCIA
Carnegie Mellon University

In August I have officially taken over from Yiling Chen as the editor of SIGecom
Exchanges. My predecessors have done a wonderful job with Exchanges and I hope
that this unusual journal-newsletter hybrid will continue to be an essential source
of information for the algorithmic economics community.
Issue 11.2 of Exchanges features two small innovations. First, David Parkes—the
chair of SIGecom—has kindly contributed a short summary of the SIG’s current
activities. Going forward, the general idea is to annually complement the June EC
business meeting with another quick update in the December issue of Exchanges.
Second, in addition to six great research letters, the current issue includes a
longer position paper by Eric Budish, an economist at the University of Chicago.
Eric surveys work by himself and others on market design (specifically, school choice
and course allocation), and highlights the tension that exists between optimizing
natural objectives and designing for properties such as strategyproofness or envyfreeness. Previous work dealt with this tension by replacing objective like social
welfare with weaker efficiency criteria, but Eric argues that one should not lose
sight of the original objectives. This should speak to economists and computer scientists alike. In particular, computer scientists are used to quantifying the quality
of constrained solutions; standard notions like worst-case approximation can prove
valuable in addressing some of Eric’s challenges. I hope to include one longer contributed article—a position paper or survey—in each future issue of Exchanges, and
I am delighted that Eric established the best possible precedent with his wonderful,
compelling article.
We also have a solution to the last puzzle from issue 10.3, Contingency Exigency.
Puzzle editor Daniel Reeves offered a bounty for it, a random amount of money
based on the XKCD geohashing algorithm seeded with the date of the first solution.
That amount of money, luckily for Dan, turned out to be $61.54 which was split
between the fastest solution, from Arthur Breitman, and the best / most complete
solution, from Robin Ryder. Dr. Ryder’s write-up is included in this issue. The
heart of the solution is that one should multiply the would-be wages (r · t) by the
ratio of the actual payout to the expected payout.

Author’s address: arielpro@cs.cmu.edu.
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SIGecom News
DAVID C. PARKES
School of Engineering and Applied Sciences
Harvard University
Cambridge, MA 02138

Ariel Procaccia invited me to provide a mid-year news update on what’s going
on with the SIG.
Every ACM SIG (Special Interest Group) is reviewed for viability every four
years, and SIGecom was reviewed at the October ACM business meeting. I’m glad
to report that we were deemed viable, and encouraged to continue meeting the
needs of the SIGecom community through our various activities.
Beyond viability, some other things that I learned at October’s ACM business
meeting:
—50% of ACM membership overall is now outside of the US (compared to 40% for
SIGecom), with strong growth in Europe, India in China. Our sister conferences
such as KDD and SIGGRAPH are holding or planning to hold conferences in
China for the first time.
—As a 3-year experiment, we can choose to open up the proceedings of the current
EC conference to open access via our SIG page or the conference site, and keep
the proceedings open until the next conference. I think we should do this and
expect that it will increase the dissemination of EC papers.
—Some larger SIGs get in excess of $75,000/year from the ACM as their share of
DL revenue (overall, the DL generates approaching 1/3 of the ACM’s revenue).
We receive around $10,000/year, but by using more Author-Izer links and driving
more clicks we could drive this up. Author-Izer is here:
http://www.acm.org/publications/acm-author-izer-service (hint hint!)
We’ve had a successful year, notably with our first EC conference held outside
of North America, and with the first papers being accepted to the Transactions
on Economics and Computation. EC’12 was well attended, with 170 attendees
including more than 30 cross-registrations from AAMAS’12. The conference ran a
small surplus, and our finances remain healthy.
We were able to support student attendance at a new workshop on Computational
and Online Social Science (CAOSS) at Columbia. WINE’12, which will take place
in Liverpool in December, is an “in cooperation” event.
Planning for EC’13 is moving forward well under the stewardship of Michael
Kearns and colleagues at U. Penn. The EC’13 conference will be held in Philadelphia, June 16-20, 2013. The program chairs, Preston McAfee and Eva Tardos, have
continued the recent pattern of emphasizing three (non-exclusive) focus areas, and
having a matching structure to the SPC. I believe this is important for sustaining
Author’s address: parkes@eecs.harvard.edu
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a conference that is welcoming to a variety of styles of research at the interface of
economics and computation.
Please consider submitting a workshop or tutorial proposal to EC’13. Workshops are a good way to bring together an interdisciplinary audience around
a new set of problems.
I’m sure that both Moshe Babaioff (workshop
chair, ec13-workshops-chair@acm.org) and Ariel Procaccia (tutorial chair,
ec13-tutorial-chair@acm.org) would be glad to provide informal feedback about
ideas in advance of the February deadline for proposals.
In closing, thanks to all of the volunteers that make the activities of the SIG possible. A special shout-out this year to Ariel for taking on the Exchanges newsletter
from Yiling Chen, who has done an excellent job in cementing its role in promoting
an ongoing exchange of ideas. Thanks also to Boi Faltings, Panos Ipeirotis and
Kevin Leyton-Brown for a wonderful EC’12.
Please don’t hesitate to contact me with any questions or suggestions about the
SIG, and see you in Philadelphia!
Yours,
David Parkes
President, ACM SIGecom
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Matching “versus” Mechanism Design
ERIC BUDISH
University of Chicago Booth School of Business

In a typical mechanism design paper the goal is to find a mechanism that maximizes the designer’s
objective (e.g., social welfare) subject to technology and incentive constraints. In a typical applied matching paper, by contrast, the goal is to find a mechanism that satisfies various “good
properties” (e.g., efficiency and fairness). This essay discusses the relationship and tradeoffs between these two approaches. An introductory example, school choice, represents a simple win for
the good properties approach. The main example, course allocation, paints a more complicated
picture.
Categories and Subject Descriptors: J.4 [Social and Behavioral Sciences]: Economics
General Terms: Economics, Theory

1.

INTRODUCTION

I was recently invited to give a conference talk with the suggested title of “Matching
versus Mechanism Design.” Not being the combative sort, I both (i) was puzzled
by the proposed title, and (ii) accepted the invitation without protest. This essay
reflects my attempt at reconciliation – of a conflict that I don’t think exists in the
first place – mostly in the context of my own work on assignment problems with
multi-unit demand (e.g., course allocation).
In a typical mechanism design paper the goal is to find a mechanism that maximizes some objective function (e.g., social welfare or auctioneer revenues) subject
to various constraints (e.g., technology constraints, incentive constraints). Canonical examples of mechanisms produced according to this recipe include Vickrey’s
[1961] welfare-maximizing auction and Myerson’s [1981] revenue-maximizing auction. In a typical matching paper, by contrast, the goal is to find a mechanism that
satisfies various “good properties” (e.g., Pareto efficiency, stability, envy-freeness,
strategyproofness). Canonical examples include the Gale and Shapley [1962] deferred acceptance algorithm, which satisfies the property of stability, and Gale’s Top
Trading Cycles algorithm [Shapley and Scarf 1974], which satisfies the property of
ex-post Pareto efficiency.
These two approaches are not always as different as they first appear. Vickrey’s
auction has an axiomatic formulation as the unique mechanism that is Pareto efficient and strategyproof [Green and Laffont 1977]. Gale and Shapley’s deferred
acceptance algorithm can be obtained as the solution to a certain constrained optimization problem – maximize proposer-side welfare subject to stability, now inAuthor’s address: eric.budish@chicagobooth.edu. This essay grew out of an invited presentation
at the 2011 Northwestern conference entitled “Matching: Finding, Flaws and Future.” The ideas
in this essay have been shaped by discussions with many people, with particular thanks due to my
colleagues at the University of Chicago and to Susan Athey, Eduardo Azevedo, Estelle Cantillon,
Jason Hartline, Fuhito Kojima, Paul Milgrom, David Parkes, Parag Pathak, Ariel Procaccia, Al
Roth, Tayfun Sönmez, and Rakesh Vohra.
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terpreted as a constraint – a point that Gale and Shapley [1962] make explicitly in
their paper.
But, one often has to choose. In which case, the winner is . . . matching! Actually,
if anything, the reverse. It is almost a tautology that a market designer’s objective
is to maximize objectives subject to constraints. Nevertheless, I think there are at
least three good reasons why an applied market design researcher might choose the
good properties approach rather than the maximize objectives approach. First, it is
sometimes difficult to pin down the objective. For instance, market designers often
aim for measures of both efficiency and fairness. Second, it is sometimes difficult
to pin down the true constraints of the problem. Or, the constraints turn out to
be somewhat flexible, in that they can be violated without infinite cost. Third,
there is a lack of tools. In most matching environments we do not yet know how
to solve even the standard Myersonian problem of “maximize social welfare subject
to technology and incentive constraints”, let alone anything more nuanced. For all
of these reasons, it can be attractive for an applied researcher to find one or more
good solutions to the problem at hand, rather than pursue the optimal solution.
I will now discuss two specific examples in detail. An introductory example,
school choice, represents a simple win for the good properties approach. The main
example, combinatorial assignment (e.g., course allocation), paints a more complicated picture. I will then conclude with a few observations based on this brief
inquiry into matching “versus” mechanism design.
2.

INTRODUCTORY EXAMPLE: SCHOOL CHOICE

In a seminal paper, Abdulkadiroğlu and Sönmez [2003] initiated the market design
literature on school choice. They proposed two specific mechanisms that satisfy
attractive properties. The first is a variant on Gale-Shapley, and is stable (i.e., no
justified envy) and strategyproof (for the students). The second is a variant on
Gale’s Top Trading Cycles algorithm, and is ex-post Pareto efficient and strategyproof.
Abdulkadiroğlu and Sönmez [2003] then guide policy makers on how to choose
between these two approaches:
“In some applications, policy makers may rank complete elimination of
justified envy before full [student] efficiency, and Gale-Shapley student
optimal stable mechamism can be used in those cases ... In other applications, the top trading cycles mechanism may be more appealing ...
In other cases the choice between the two mechanisms may be less clear
and it depends on the policy priorities of the policy makers.”
This is not as definitive a conclusion as Vickrey or Myerson. But, it nevertheless is a
highly influential paper, which subsequently led to major policy successes [cf. Roth
2008]. The reason for this is that, before Abdulkadiroğlu and Sönmez [2003], the
mechanisms in practical use were not just sub-optimal, but seriously flawed. The
most common mechanism in practice was (and remains) the so-called Boston mechanism, which has important incentives problems that lead to inefficiency and unfair
outcomes [Abdulkadiroğlu et al. 2006; Pathak and Sönmez 2008; Azevedo and Budish 2012]. There are also what we might call “non mechanisms”, meaning informal
ACM SIGecom Exchanges, Vol. 11, No. 2, December 2012, Pages 4–15
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procedures with blurry rules, whose efficiency and fairness performance are therefore hard to evaluate. Thanks to Abdulkadiroğlu and Sönmez [2003] we now have
two mechanisms that satisfy attractive properties, both of which have been adopted
for use in practice [cf. Abdulkadiroğlu et al. 2006; Roth 2012]. Moreover, subsequent empirical work on New York City’s adoption of the Gale-Shapley variant
shows that the mechanism performs well on real preference data [Abdulkadiroğlu
et al. 2012], suggesting that the good properties approach was a reliable guide to
welfare. The optimal should not be the enemy of the good.
3.

MAIN EXAMPLE: COMBINATORIAL ASSIGNMENT

School choice is a win for the “good properties” approach to market design. I
now want to turn to a problem where the story is a bit more complicated, and on
which I have done a lot of work: assignment with multi-unit demand. To fix ideas,
consider course allocation at universities and professional schools. There is a set
of agents (students), with preferences defined over bundles of indivisible objects
(seats in courses), and monetary transfers are prohibited (even at the University
of Chicago!). This problem is quite similar to the school choice problem, the main
difference being that here students demand multiple courses, whereas in school
choice the students demand a single school. As we will see, this shift from singleunit demand to multi-unit demand causes the good properties approach to point
us, at first, in a very misleading direction.
Efficiency Criteria. There are two increasingly demanding notions of Pareto efficiency one might define for this setting. A feasible allocation is ex-post Pareto
efficient if there is no other feasible allocation that all students weakly prefer, with
at least one strict. A lottery over feasible allocations is ex-ante Pareto efficient
if there is no other lottery over allocations that all students weakly prefer, with
at least one strict. It is easy to see that ex-ante Pareto efficiency implies ex-post
Pareto efficiency: if a lottery over feasible allocations placed positive probability
on an allocation that is not ex-post Pareto efficient, then executing the Paretoimproving trades on that particular allocation would result in an ex-ante Pareto
improvement as well. As a simple example to show that ex-ante Pareto efficiency
is strictly stronger than ex-post, suppose that there are two students and two good
courses, and that each student’s von Neumann-Morgenstern utility is 0 if they get
no good courses, 1 if they get one good course, and 1.5 if they get two good courses.
The lottery in which with probability 0.5 the first student gets both good courses
and with probability 0.5 the second student gets both good courses is Pareto efficient ex-post but not ex-ante: this lottery gives each student expected utility of
0.5 · 0 + 0.5 · 1.5 = 0.75, which is less than the utility each student gets from the
(degenerate) lottery in which they each get one good course for sure.
If one is willing to assume that utilities are inter-personally comparable, then one
can define an efficiency criterion that is stronger still than ex-ante Pareto efficiency,
namely social-welfare maximization. A feasible allocation maximizes social welfare
if it maximizes the sum of student utilities amongst all feasible allocations. The
easiest way to think about the relationship between social-welfare maximization
and ex-ante Pareto efficiency is that welfare maximization requires the researcher
to take a stand on the appropriate “weights” to place on each student’s utility,
ACM SIGecom Exchanges, Vol. 11, No. 2, December 2012, Pages 4–15
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or, equivalently, to take a stand on the appropriate normalization of each student’s
utility. Any ex-ante Pareto efficient allocation is social-welfare maximizing for some
set of welfare weights.
Impossibility Theorems. Unfortunately, impossibility theorems quickly establish
that there is no perfect solution to this problem. Zhou [1990] shows that there is
no symmetric mechanism that is both ex-ante Pareto efficient and strategyproof
(even in a simpler version of the problem with single-unit demand), which implies
that there is no mechanism that maximizes social welfare and is strategyproof. To
see why there is a tension between welfare maximization and strategyproofness,
consider a student who reports that her utility from her favorite schedule of courses
is +∞. The social-welfare maximizing allocation certainly will allocate this student her favorite schedule; but, unlike in the combinatorial auction setting, the
mechanism cannot charge her for it!
A series of papers then studied what kinds of strategyproof mechanisms are possible if, instead of looking for ex-ante Pareto efficiency or welfare maximization,
one settles for ex-post Pareto efficiency. Papai [2001], Ehlers and Klaus [2003], and
Hatfield [2009] each show, essentially, that the only mechanisms that are ex-post
Pareto efficient and strategyproof are dictatorships. The canonical dictatorship
mechanism is called random serial dictatorship (RSD): students are randomly ordered, and then take turns choosing their entire bundle of courses, according to the
specified serial order.
What should we make of these results? In a sense, we are left in a position
that is similar to school choice after Abdulkadiroğlu and Sönmez [2003]. We have a
mechanism that is strategyproof and ex-post Pareto efficient, and do not know much
about how to achieve ex-ante Pareto efficiency or maximize social welfare. Papai
[2001], Ehlers and Klaus [2003], and Hatfield [2009] thus each reach the conclusion
that the random serial dictatorship is perhaps the best we can do for this problem.
For instance, Hatfield [2009] writes (p. 514): “Although unfortunate, it seems that
in many of these applications, the best procedure ... may well be a random serial
dictatorship.”
There is cause, however, to worry about this conclusion. Strategyproofness and
ex-post Pareto efficiency are certainly attractive properties. But does the dictatorship stray too far from the underlying problem of maximizing social welfare subject
to constraints, or the problem of finding a mechanism that is attractive with respect to both ex-ante efficiency and fairness? That is, does it stray too far from
the problems that we would like to solve, but do not yet know how to solve?
A Mechanism from Practice: The Draft [Budish and Cantillon 2012]. In practice
we rarely (never?) observe the random serial dictatorship, in which agents take
turns choosing their entire bundle of objects. But we frequently observe draft
mechanisms, in which agents take turns choosing one object at a time, over a series
of rounds. Budish and Cantillon [2012] study the draft mechanism used at Harvard
Business School (HBS) to allocate elective courses to MBA students. In the HBS
course draft, students submit a rank-ordered list of their preferences over individual
courses (an implicit assumption is that preferences are additive separable but for
scheduling constraints). The students are then randomly ordered by a computer,
ACM SIGecom Exchanges, Vol. 11, No. 2, December 2012, Pages 4–15
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and are allocated courses one at a time in order, based on their reported preferences
and remaining availability. In odd rounds (1, 3, 5, . . . ) the allocation proceeds in
ascending order of random priority, and in even rounds (2, 4, 6, . . . ) in descending
order.
It is easy to show that the draft is not strategyproof (cf. Example 1 of Budish
and Cantillon [2012]). Students should overreport how much they like the popular
courses that are likely to reach capacity in the early rounds, and underreport how
much they like unpopular courses that they can get with ease in the later rounds.
It is also straightforward to show that the draft is not ex-post Pareto efficient in
Nash equilibrium. So, on the properties emphasized by Abdulkadiroğlu and Sönmez
[2003], Papai [2001], Ehlers and Klaus [2003], and Hatfield [2009] we might conclude
that
dictatorship > draft
Budish and Cantillon [2012] ask a different question about efficiency: how well
does the draft do at the problem of maximizing social welfare? All we know from
the failure of ex-post Pareto efficiency is that the draft does not achieve the unconstrained maximum. And we know that RSD does not achieve the unconstrained
maximum either, from at least as early as Hylland and Zeckhauser [1979]. We
use data from HBS consisting of students’ actual submitted ROL’s, which are potentially strategic, and their underlying true preferences, from an administration
survey. (There are several robustness checks in the paper concerning the interpretation of the administration survey as true preferences). Because we have truthful
and strategic preferences, we can look directly at how well the draft does at the
social-welfare maximization problem. We can also use the truthful preferences to
simulate equilibrium play of the counterfactual of interest, RSD. It turns out that
on some simple measures of welfare, the draft outperforms the dictatorship:
E(Avg. Rank) % Who Get #1 Choice % Who Get All Top 10
No Scarcity
Draft - Truthful Play
Draft - Strategic Play
RSD - Truthful Play
Table I.

5.50

100%

100%

7.66

82%

1.5%

7.99

63%

2.2%

8.74

49%

29.7%

Summary Statistics from Budish and Cantillon [2012].

In addition, when we look at the societal distribution of the “average rank”
statistic – this is the average rank of the courses in the student’s assigned bundle,
based on their true preferences, where the best possible outcome is to get their 10
favorite courses for an average rank of 5.50 – the distribution under the draft secondorder stochastically dominates the distribution under the dictatorship (see Figure
1). The one measure on which RSD excels is the number of students who get their
bliss point: around 30% under the dictatorship versus 2% under the draft. This is
a reflection of the risk that RSD exposes students to: those early in the choosing
order get their bliss point, those late in the choosing order get the leftovers. So
ACM SIGecom Exchanges, Vol. 11, No. 2, December 2012, Pages 4–15
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0.35

Probability Distribution

0.30
0.25
0.20
0.15

RSD
`

HBS Strategic

0.10
0.05
0.00

True Average Rank of Assigned Bundle

Fig. 1. Distribution of the average rank of the courses students receive: truthful play of the
random serial dictatorship versus strategic play of the draft [Budish and Cantillon 2012].

long as students are weakly risk averse (which seems reasonable) we may conclude
that, on empirical measures of social welfare:
draft > dictatorship
Why does the dictatorship, which is ex-post Pareto efficient, perform so poorly
on simple measures of welfare such as average rank and % who get 1st choice?
Consider the following example from Budish and Cantillon [2012]. There are N
students who require 2 courses each, and M = 4 courses (C = {a, b, c, d}) with
capacity of N2 seats each. Students’ ordinal preferences over individual courses are
as follows
N
are P1 : a, b, c, d
2
N
are P2 : b, a, d, c
2
In the draft, all students get their 1st and 3rd favorites, all the time: the P1
types get {a, c} while the P2 types get {b, d}. (Note that truthful play is a Nash
equilibrium of the HBS draft given these preferences). In RSD, by contrast, students
who are in the first half of the choosing order do a bit better – they get their 1st
and 2nd favorites ({a, b}), while students who are in the second half of the choosing
order do much worse – they get their 3rd and 4th favorites ({c, d}). Mechanically,
what drives this is that students with good lottery numbers use their last choices to
take the course that would have been the first choices of students with poor lottery
ACM SIGecom Exchanges, Vol. 11, No. 2, December 2012, Pages 4–15
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numbers. Budish and Cantillon [2012] term this phenomenon “callousness”, to
reflect that students callously disregard the preferences of those who choose after
them in line. Ex-post, since there are no transfers, these allocations are Pareto
efficient: there are no Pareto improving trades between the lucky and unlucky
students. But ex-ante, callous behavior is bad for welfare: the benefit to the lucky
is small, whereas the harm to the unlucky is large.
Lessons from Budish and Cantillon [2012]. There are three lessons to take from
Budish and Cantillon [2012]’s study of the HBS draft. The first lesson concerns expost Pareto efficiency. A sensible prior is that switching from the all-at-once RSD
to the one-at-a-time HBS draft would be good for fairness but bad for welfare.
After all, RSD is ex-post Pareto efficient and the HBS draft is not. But in nontransferable utility settings there can be many ex-post Pareto efficient allocations.
And the lottery over efficient allocations induced by RSD is very unattractive when
assessed ex-ante, so much so that the HBS lottery over inefficient allocations looks
more appealing. The punchline is that if the real objective is to maximize social
welfare subject to constraints, the HBS draft is a better solution than the RSD. The
mistake in the dictatorship papers was to conclude that, just because we do not
know how to maximize social welfare, we should settle for ex-post Pareto efficiency.
In this instance, it would have been better to admit that the true objective is
welfare, but that we simply do not know how to maximize it yet!
A second lesson concerns the role of strategyproofness in practical market design.
The Budish and Cantillon [2012] field data directly document that students at HBS
– real-life participants in a one-shot high-stakes setting – figured out how to manipulate the non-strategyproof HBS mechanism. Furthermore, Budish and Cantillon
[2012] show that this manipulability harms welfare, and that the magnitudes are
large. These findings are strongly consistent with the view that strategyproofness
is an important desideratum in practical market design. However, constraints often
have costs. And, in this setting, the welfare costs of using a strategyproof dictatorship are much larger than the welfare costs of manipulability. Overall, the results
suggest a nuanced view of the role of strategyproofness in design, and the need for
second-best alternatives to strategyproofness [cf. Azevedo and Budish 2012; Lubin
and Parkes 2012].
Third, the Budish and Cantillon [2012] analysis suggests “where to look” for
mechanisms that are better still than the HBS draft: seek an incentives middle
ground between strategyproof dictatorships and the simple-to-manipulate draft;
and, seek a mechanism that yields a relatively equal distribution of outcomes, like
the draft and unlike the dictatorship. We turn to this next.
Approximate Competitive Equilibrium from Equal Incomes. Budish [2011] designs a new mechanism for combinatorial assignment, informed by the lessons from
Budish and Cantillon [2012]. The mechanism is based on an old idea from general
equilibrium theory, the Competitive Equilibrium from Equal Incomes (“CEEI”).
CEEI is well known to be an efficient and fair solution to the problem of allocating
divisible goods [Varian 1974]. In our environment with indivisibilities, CEEI would
mean the following. First, agents report their preferences over bundles. Second,
agents are given equal budgets b∗ of an artificial currency. Third, we find an item
ACM SIGecom Exchanges, Vol. 11, No. 2, December 2012, Pages 4–15
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price vector p∗ = (p1 , . . . , pM ) such that, when each agent is allocated his favorite
affordable bundle – that is, his most preferred permissible schedule from the budget
set {x ∈ 2C : p∗ · x ≤ b∗ } – the market clears. Last, we allocate each agent their
favorite affordable bundle.
It is easy to see that existence of CEEI prices is problematic. Just consider the
case in which all agents have the same preferences. Then, at any price vector, all
N agents have the same demand, so demand for each course j is either 0 or N ,
which could be very far from its supply qj . The main theorem in Budish [2011] is
an existence theorem for an approximation to CEEI in which (i) agents are given
approximately equal instead of exactly equal budgets (all budgets are in the interval
[b∗ , b∗ + ǫ] for arbitrarily small ǫ > 0); and (ii) the market clears approximately
instead of exactly. Interestingly, the RSD mentioned above can also be interpreted
as a competitive equilibrium mechanism, but from highly unequal budgets: each
student’s budget dwarfs that of anybody after him in the serial order, and is in
turn dwarfed by that of anybody prior to him in the serial order.
As a simple example, suppose that there are two agents with additive preferences
over four objects. Two of the objects are valuable diamonds (Big and Small) and
two of the objects are ordinary rocks (Pretty and Ugly). Each agent has capacity
for at most two objects. In the RSD, whichever agent gets to choose first will
get both of the diamonds, so the allocation is very unfair ex-post. Furthermore,
we know from Budish and Cantillon [2012] that the lottery over allocations will
be unappealing ex-ante. Exact CEEI does not exist. If the Big Diamond costs
weakly less than b∗ then both agents will demand it, whereas if it costs strictly
more than b∗ neither agent can afford it. So demand is either 2 or 0, but supply is
1. However, if we give agents approximately equal instead of exactly equal budgets,
we can recover existence. If budgets are, say, b∗ and b∗ + ǫ (randomly assigned),
set the price of the Big Diamond to b∗ + ǫ, so that whichever agent randomly gets
the slightly larger budget gets the Big Diamond (and the Ugly Rock, which we can
∗
price at 0), and set the prices of the Small Diamond and the Pretty Rock to b2
each, so the agent with the smaller budget gets {Small Diamond, Pretty Rock}.
Approximate CEEI satisfies attractive second-best properties of efficiency, fairness and incentives. It is ex-post Pareto efficient but for small market-clearing
error. (In the Diamond-Rock example market clearing is perfect, but this is not the
case in general.) It bounds envy to within the level of a single indivisible good: the
poorer agent envies the richer agent who gets the Big Diamond, but at least the
richer agent does not get both diamonds while the poorer agent gets neither. And,
while not strategyproof, it satisfies a large-market notion of approximate strategyproofness [Azevedo and Budish 2012], just as the Walrasian mechanism is not
strategyproof but is approximately so [Roberts and Postlewaite 1976].
There are two possible interpretations of the role of ex-post fairness in Approximate CEEI. One interpretation is that ex-post fairness is an explicit design objective
alongside efficiency. The second interpretation is that ex-post fairness is a means
to an end, namely ex-ante welfare. More specifically, Budish and Cantillon [2012]
showed us that the ex-post unfairness of the RSD has a cost in terms of ex-ante
welfare, and Approximate CEEI avoids this concern by imposing ex-post fairness
as a design objective. Indeed, on the HBS preference data, using the Othman et al.
ACM SIGecom Exchanges, Vol. 11, No. 2, December 2012, Pages 4–15
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[2010] computational procedure, Approximate CEEI outperforms both RSD and
the HBS draft on the welfare measures emphasized in [Budish and Cantillon 2012].
Approximate CEEI also performed well in laboratory tests of its performance on
MBA students from the Wharton School at the University of Pennsylvania [Budish
and Kessler 2012].
Under the first interpretation, Approximate CEEI is a mechanism in the “good
properties” tradition, whereas under the second interpretation Approximate CEEI
is a mechanism in the “maximize welfare subject to constraints” tradition. As I
stated at the outset of this essay, I do not think these two approaches are necessarily
that distinct.

4.

MATCHING “VERSUS” MECHANISM DESIGN: SOME OBSERVATIONS

Let me conclude with a few observations based on this brief inquiry into matching
“versus” mechanism design.
Observation 1: New tools are needed. In both the school choice environment of
Abdulkadiroğlu and Sönmez [2003] and the course-allocation environment of Budish
[2011], the problem of maximizing social welfare subject to technology and incentive
constraints remains open. The basic reason why social-welfare maximization is
difficult in these problems is the lack of a numeraire good like money. One somehow
needs to avoid incentivizing agents to report that their utility from their favorite
bundle is +∞. The mechanisms proposed in Abdulkadiroğlu and Sönmez [2003]
and Budish [2011] work around this difficulty by asking only for ordinal preference
information (over individual objects and bundles, respectively). The Hylland and
Zeckhauser [1979] mechanism for single-unit assignment, as well as its generalization
to multi-unit assignment by Budish et al. [2012], work around this difficulty by
asking only for marginal rates of substitution across individual objects. But perhaps
there is a better, more direct approach to social-welfare maximization?
Recent work by Nguyen and Vohra [2012] seems promising in this regard. Nguyen
and Vohra [2012] formulate a linear program for combinatorial assignment in which
social-welfare maximization is the objective and, instead of incentive constraints
there are (interim) envy-freeness constraints. Finding an interim envy-free allocation involves assigning agents lotteries over bundles, as in Hylland and Zeckhauser
[1979] or Budish et al. [2012]. An agent who reports a value of +∞ for her favorite bundle will get a lottery that places as much probability as possible, given
envy freeness, on her getting that bundle, and zero probability of getting any other
bundle. The paper then exploits recent advances in combinatorial optimization to
show that the resulting lottery over bundles can be implemented in an approximate
sense, with a “small” amount of market-clearing error as in Budish [2011]. It will
be interesting to learn more about the empirical and computational performance
of this approach.
Other interesting approaches include Procaccia and Tennenholtz [2009] in the
context of facility location problems and Guo and Conitzer [2010] in the context
of assignment problems with just two agents. These problem environments are
sufficiently specialized that the +∞ issue can be circumvented.
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Observation 2: Know thy objectives. To the extent that the axiomatic literature
on multi-unit assignment made a “mistake”, it was to conclude that, because it
is difficult or impossible to maximize social welfare (or even obtain exact ex-ante
efficiency), we should instead seek exact ex-post Pareto efficiency. In assignment
problems with single-unit demand, such as the school choice problem discussed
above, ex-post Pareto efficiency has been a reliable guide to good market design.
But, in multi-unit assignment, ex-post Pareto efficiency admits severely unfair allocations, which is both per se undesirable and significantly harms social welfare.
Sometimes we do not yet know how to maximize the true objective subject to the
true constraints because of limitations of the theory. In my view, such situations call
for attacking the true objective using both theory and either data or computational
simulations. For instance, Approximate CEEI gives theoretical worst-case performance guarantees for both approximate ex-post Pareto efficiency and approximate
envy freeness, and then shows in the data that average-case performance on both of
these dimensions is considerably better than the worst-case bound (e.g., in the data
only 1% of students have any envy). The data is also used to show that ex-ante
welfare performance – which I was not able to study directly (cf. Observation 1) –
is attractive. This combination of worst-case performance guarantees and empirical
analysis of average-case performance is of course familiar to computer scientists; to
give just one recent example, see Ashlagi et al. [2012]. See also Hartline [2012] for
a recent survey on approximation methods.
Observation 3: Know thy constraints. Sometimes it is tolerable to satisfy constraints approximately instead of exactly. Such approximations represent a challenge for both methodologies. The mechanism design methodology of “max objectives subject to constraints” treats the constraints as lexicographically more
important than the objectives. The matching methodology of seeking a mechanism that satisfies attractive properties treats the stated axioms or properties as
lexicographically more important than other properties.
With respect to incentive constraints, there has been a lot of recent work on
second-best notions of approximate strategyproofness. Parkes et al. [2001], Day
and Milgrom [2008], Erdil and Klemperer [2010], Carroll [2011], Dutting et al.
[2012] and others have proposed notions of approximate strategyproofness that are
based on minimizing the magnitude of the most profitable manipulation (either
in realization or in expectation). Lubin [2010] explores a measure of approximate
strategyproofness based on maximizing the number of agents with zero ex-post
regret, and argues that this in turn generates approximate interim incentives for
truthful reporting in a Bayesian sense. Azevedo and Budish [2012] propose a criterion called strategyproof in the large (SP-L), which requires that any incentives to
misreport one’s preferences vanish towards zero as the market grows large. Heuristically, SP-L requires that a mechanism be strategyproof for the kinds of agents
we might think of as “price takers”. As an example, uniform-price auctions are
not strategyproof [Ausubel and Cramton 2002] but are SP-L, whereas pay-as-bid
auctions not only are not strategyproof, but are not even SP-L, since even in a
large market in which agents are price takers agents have incentive to misreport
their preferences. The concept can also be applied to mechanisms without explicit
prices. For instance, the Gale-Shapley deferred acceptance algorithm is not SP but
ACM SIGecom Exchanges, Vol. 11, No. 2, December 2012, Pages 4–15

Matching “versus” Mechanism Design

·

14

is SP-L, whereas the Boston mechanism for school choice is not even SP-L.
Feasibility constraints, too, can sometimes be satisfied approximately instead
of exactly. More precisely, in some settings violating feasibility constraints is not
infinitely costly. Examples include course allocation [Budish and Kessler 2012], in
which course capacity constraints are sometimes better thought of as targets rather
than true feasibility constraints (though sometimes not), and affirmative action
constraints in school choice [Ehlers et al. 2011].
Observation 4: Is Perfect the enemy of the Good?. As theorists we often ask for
perfect solutions to problems. It is tempting to find the solution. The danger of
course is that we end up only paying attention to the problems that we can solve
beautifully. There is the old joke about searching for one’s lost keys under the
lamppost, because “that’s where the light is”.
I believe that there is value in designing mechanisms that are “better” even if
not perfect. I also believe that data can play an important role in such theorizing
to yield, as Roth [2002] says, “a sense of magnitudes.” Comparing the good but
imperfect mechanism to existing mechanisms gives a sense of the magnitude of
the achievement. Comparing the good but imperfect mechanism to a performance
upper bound gives a sense of how much work there is left to do.
REFERENCES
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Social computing is now ubiquitous on the Web, with user contributions on sites like online review
forums, question-answer forums, wikis, or Youtube forming a growing fraction of the content
consumed by Web users. But while there is plenty of user-generated content online, the quality
of contributions and extent of participation vary widely across sites. We survey some recent work
taking a game-theoretic approach to the problem of incentivizing high quality and participation
in these social computing systems.
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1.

INTRODUCTION

The Web is increasingly centered around contributions by its users. User-generated
content (UGC) such as Amazon and Yelp reviews, Wikipedia articles, blogs, or
YouTube videos now constitute a large fraction of the relevant, easily accessible
content that makes the Web useful, and crowdsourcing tasks to the online public is increasingly common, ranging from systems based on unpaid contributions
such as Games with a Purpose or online Q&A forums (Y! Answers, Quora, and
StackOverflow to name a few), to platforms for paid crowdsourcing such as Amazon’s Mechanical Turk and TopCoder. But while some websites consistently attract
high-quality contributions, other seemingly similar sites are overwhelmed by junk,
and yet others fail due to too little participation. There is a growing body of work
in the social psychology literature on what factors motivate, or constitute rewards
for, participants in these social computing systems, and on user experience and
interface design to exploit these factors. But these rewards are nonetheless not
unlimited resources, and must be distributed appropriately amongst participants
to incentivize desirable behaviors. Given the understanding from the social psychology literature on what constitutes a reward for these contributors, how can we
design the allocation of these rewards to incentivize desirable outcomes?
A key aspect to modeling, analyzing, and finally designing mechanisms for these
social computing systems is to recognize that participation in all these systems is
voluntary— contributors have a choice whether to participate in the system at all
and indeed, many UGC sites fail, either immediately or eventually, from too few
contributions. Second, even after having decided to participate, contributors can
decide how much effort to put into their contributions, which affects the quality
of the output they produce. Call a method to allocate these rewards — either
monetary as in paid crowdsourcing, or non-monetary such as attention [Huberman
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et al. 2009], reputation and status [Beenen et al. 2004], or virtual points (which,
quite miraculously, do appear to motivate contributors [Nam et al. 2009; Yang and
Wei 2009; Yang et al. 2011])— amongst contributors an incentive scheme. What
can we understand, using a game-theoretic approach, about what incentive schemes
a website should employ to consistently elicit high quality contributions from selfinterested agents?
2.

ATTENTION REWARDS

The first ingredient essential to addressing such problems is a model within which
the problem of analyzing and designing mechanisms for social computing systems
can be formalized. In [Ghosh and McAfee 2011], we take the first steps towards
such a model in the context of diverging attention rewards, as in UGC sites with
high viewership. The model consists of strategic contributors motivated primarily
by exposure, or viewer attention1 , with the feature that the quality as well as
the number of contributions are endogenously determined in a free-entry Nash
equilibrium— we emphasize this endogenous choice to contribute since the problem
in UGC is not just limited to incentivizing high quality but also encouraging the
production of content, and a model with exogenous participation misses a salient
factor in most UGC settings.
Without some connection between quality and exposure, exposure-motivated contributors will flood a site with low quality contributions, as is indeed observed in
practice. Is there a way to allocate the available attention from viewers amongst
the contributions (by choosing which contributions to display on the webpage and
with what prominence)— a mechanism— that encourages high quality, while also
maintaining a high level of participation, in equilibrium? An ideal mechanism in
this context would be easily implementable in practice and elicit a large number
of high quality contributions, with near-optimal quality as the available attention
diverges: the diverging attention regime corresponds to the large viewership typically associated with UGC, and it is these high-traffic sites that most attract such
attention-motivated contributors. We demonstrate that a very simple elimination
mechanism can indeed achieve quality that tends to optimal, along with diverging
participation, as the number of viewers diverges.
But what about the mechanisms that are actually used by online UGC sites?
Many websites attempt to rank content according to ‘quality’ estimates from the
thumbs-up/thumbs-down style ratings by viewers, displaying higher-rated contributions more prominently by placing them near the top of the page and pushing
less well-rated ones to the bottom. The model in [Ghosh and McAfee 2011] turns
out to be very useful to analyze equilibrium behavior in this widely-used rank-order
mechanism as well. In [Ghosh and Hummel 2011], we show that this rank-order
mechanism also elicits high quality contributions, in a very strong sense, while still
achieving high participation— the lowest quality that can arise in any mixed strategy equilibrium of the rank-order mechanism becomes optimal as the amount of
1 Note

that this does not rely on any assumption about why contributors seek greater exposure–
it could be because of a type of altruism (a contributor believes her contribution is valuable, and
wants it to benefit the largest number), or a contributor seeking the largest possible audience for
self-expression, or a host of other social-psychological factors.
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available attention diverges. Additionally, these equilibrium qualities are higher
(with probability tending to 1 as the amount of available attention diverges) than
those elicited in equilibria of a more equitable and less draconian2 proportional
mechanism, which distributes attention in proportion to the number of positive
ratings a contribution receives.
3.

CROWDSOURCING: CONTENT AND CONTESTS

A somewhat different incentive design problem crops up in crowdsourcing settings
with finite rewards. Crowdsourcing, where a problem or task is broadcast to a
‘crowd’ of potential contributors for solution, is seeing rapid and wideranding adoption online, all the way from companies seeking solutions to their projects using
crowdsourcing contests run by Innocentive or TopCoder, to crowdsourced content
solicited by individuals asking questions on online Q&A forums like Y! Answers,
StackOverflow or Quora. In these crowdsourcing settings, there is typically some
finite prize to be distributed amongst participants, unlike the diverging reward
regimes that arise in the context of attention rewards on UGC sites with huge
viewership. While there is a growing literature on the optimal design of contests
as well as online crowdsourcing contests (see §1 in [Ghosh and McAfee 2012] for a
survey), this literature assumes some fixed number of contestants who always participate. However, because there is a nonzero cost to making a contribution of any
quality which can be avoided by simply not participating at all (and indeed many
sites based on crowdsourced content do not have adequate participation), it is more
realistic to model entry as a strategic choice. The final number of contestants is
then not a fixed number given apriori, but rather endogenously determined in equilibrium. How should rewards be designed to incentivize high effort in crowdsourcing
settings when entry is an endogenous, strategic choice?
In [Ghosh and McAfee 2012], we investigate designing incentives in environments
with endogenous entry for two kinds of rewards that arise in the context of crowdsourcing. The first is in the context of bounded attention rewards in online Q&A
forums like Quora or StackOverflow, where the mechanism designer, or site owner,
has a choice about which of the received answers to display for each question, and
how— he could choose to display all answers for a particular question or display
only the best few and suppress some of the poorer contributions (by either not
displaying them at all, or by ‘fractionally’ displaying them some of the time, for
example, rotating amongst these answers). On the one hand, suppression should
cause quality to rise, because the payoff to poor content falls; on the other hand,
suppressing content also corresponds to decreasing the total reward paid out, which
could decrease quality. What strategy improves the quality of the best contribution
supplied, and what about average quality? It turns out that here, the entire equilibrium distribution, and therefore every increasing statistic including the maximum
and average quality (accounting for participation), improves when the rewards for
every rank but the last are as high as possible— specifically, when the cost of producing the lowest possible quality content is low, the optimal mechanism displays
2 (since

two contributions with nearly equal qualities may receive very different amounts of attention in the rank-order mechanism, unlike in the proportional mechanism where they would receive
very similar amounts of attention)
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all but the poorest contribution.
A different constraint arises in crowdsourcing contests with monetary rewards,
where the principal posing the task offers some fixed amount of money for the
solution— here, there is some fixed total available reward which can be distributed
arbitrarily amongst the agents. (The distinction between this setting and the previous one is that it is not possible to take away attention from a lower position
and ‘add’ it to a higher position since, to a first approximation, attention to lower
spots comes from a subset of viewers providing attention to the higher ones; so attention rewards could not be arbitrarily redistributed across ranks.) When entry is
exogenous, quality increases with the number of participants available, suggesting
that subsidizing entry to increase participation may be productive in the endogenous entry setting as well. And even if subsidizing entry (at the cost of paying
less to the winner) were to ‘reduce’ the equilibrium distribution from which each
contributor chooses her quality, the expected value of the maximum quality might
nonetheless increase when the number of contributors increases, since we have the
maximum of a larger number of random variables. How does this tradeoff work out?
It turns out that subsidizing entry actually does not improve the expected value of
the maximum quality, although it may improve the average quality— it turns out
that when entry is endogenous, free entry (corresponding to a winner-take-all contest) is dominated by taxing entry, i.e., making all entrants pay a small fee which
is rebated to the winner, along with whatever rewards were already assigned, can
improve the expected quality of the best solution.
Implementability. In [Ghosh and McAfee 2012] we ask what is the best outcome,
given certain resource constraints, that can be obtained in equilibrium when participants are strategic agents. A different question is whether the optimal outcome
that can be achieved with non-strategic agents (for some objective of the mechanism designer) can be at all implemented in an equilibrium of any mechanism
in the presence of strategic agents. In [Ghosh and Hummel 2012], we investigate
implementability in the context of social computing sites like online Q&A forums.
A number of these forums (Y! Answers, MSN QnA, and Rediff Q&A, to name a
few) are structured so that the ‘best’ contribution for each task receives some high
reward, while all remaining contributions receive an identical, lower reward irrespective of their actual qualities. Suppose a mechanism designer (site owner) wishes
to optimize an objective that is some function of the number and qualities of received contributions. When potential contributors are strategic agents, who decide
whether to contribute or not to selfishly maximize their own utilities, are optimal
outcomes at all implementable, and if yes, is such a ‘best contribution’ mechanism
adequate to implement an outcome that is optimal for the mechanism designer?
We find that when a contribution’s value is determined primarily by contributor
expertise (as in forums for medical, legal or other questions requiring domain expertise) and agents only strategically choose whether or not to contribute, such best
contribution mechanisms, quite surprisingly, can implement optimal outcomes—
for any reasonable objective of the mechanism designer, the relative rewards for
the best and remaining contributions can always be chosen so that the outcome
in the unique symmetric equilibrium of the mechanism maximizes this objective.
However, the situation is somewhat more subtle when a contribution’s value deACM SIGecom Exchanges, Vol. 11, No. 2, December 2012, Pages 16–21
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pends on both the contributor’s expertise and the effort she puts in, so that both
participation and effort are endogenous: if the system can rank the qualities of
contributions perfectly, optimal outcomes can never be implemented by contests.
However, with adequate noise in the contributions’ rankings, agents will again use
strategies that maximize the mechanism designer’s utility in equilibrium— thus
imperfect rankings can actually help achieve implementability of optimal outcomes
when effort is endogenous and influences quality, a result somewhat reminiscent of
the use of randomization in circumventing impossibility results in algorithm design.
4.

FURTHER DIRECTIONS

There are a number of exciting directions for further work to develop the gametheoretic foundations for social computing systems, both extending our models to
relax simplifying assumptions, as well as mechanism and market design questions
requiring entirely new models.
First, the model of content we use is fairly simple. A contribution’s quality
is modeled as one-dimensional; also, the value derived from a set of contributions,
rather than a single contribution, is not modeled at all, nor is the possibility that different users derive value from different contributions. Arguably, a multi-dimensional
model of quality is a more realistic representation of the value of a single contribution (although such a multi-dimensional model will bring up the problem of modeling users’ one-dimensional ratings of contributions, as is typical on many websites,
in terms of these multiple dimensions). A model with such vector qualities could
also help define the value from a set of contributions, as well as capture differing
user preferences over contributions. Finally, viewer ratings of content, assumed thus
far to be probabilistically dependent on quality, might perhaps more accurately be
modeled in some settings as the outcome of a strategic choice, since contributions
are often rated by competing contributors. Modeling and designing mechanisms
for systems where both the contributors and raters of content are strategic agents
is a promising direction for further research.
A second dimension that is unexplored by the current literature relates to the
temporal aspect. At the level of individual tasks, we assume that agents make
simultaneous choices about their contributions, whereas many UGC environments
are perhaps better suited to an alternative (although harder to analyze) sequential
model in which potential contributors arrive at different times and make decisions
about their own contributions after viewing the existing set of contributions. What
mechanisms elicit adequate participation and quality in such dynamic sequential
models? A related family of problems at the interface of incentives and learning regards mechanisms for learning the qualities of contributions from viewer feedback in
the presence of strategic agents, both for a single task (a first formulation for this is
presented in [Ghosh and Hummel 2013]), as well as designing user reputations using
performance in multiple tasks to incentivize consistent and frequent high-quality
contributions. Moving beyond individual tasks and users, an interesting direction
relates to investigating an entire site’s evolution over time in terms of attracting
and sustaining adequate contributions and contributors, with models that both explain observed site growth and decline as well as allow designing mechanisms for
sustained participation and quality over time. Finally, a central question in this line
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of work is developing a more nuanced understanding of contributors’ cost and benefit functions, using experimental and empirical studies to incorporate increasingly
accurate models of contributor motivations into a game-theoretic framework.
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University of California, Berkeley

We review recent research on quantitative versions of the Gibbard-Satterthwaite theorem, which
analyze the average-case manipulability of elections. The main message of these results is that
computational hardness cannot hide manipulations completely. We conclude with open problems.
Categories and Subject Descriptors: J.4 [Social and Behavioral Sciences]: Economics
General Terms: Algorithms, Economics, Theory
Additional Key Words and Phrases: Voting, computational social choice, manipulation, GibbardSatterthwaite, average-case

1.

INTRODUCTION

A naturally desirable property of a voting system is strategyproofness (a.k.a. nonmanipulability): no voter should benefit from voting strategically, i.e., voting not according to her true preferences. However, the classical result of Gibbard [1973] and
Satterthwaite [1975] says that no reasonable voting system can be strategyproof:
if voters rank three or more alternatives and all of them can be elected, then the
only strategyproof voting systems are dictatorships.
This has contributed to the realization that it is unlikely to expect truthfulness in
voting. But is there a way of circumventing the negative results? What is the extent
of manipulability of voting systems? This problem is increasingly relevant not only
in social choice theory, but also in artificial intelligence and computer science, where
virtual elections are now an established tool for preference aggregation (see the
survey by Faliszewski and Procaccia [2010]).
Bartholdi, Tovey and Trick [1989] suggest computational complexity as a barrier
against manipulation: if it is computationally hard for a voter to manipulate, then
she would just tell the truth (see [Faliszewski and Procaccia 2010] for a detailed
history of the surrounding literature). However, this is a worst-case approach and
does not tell us anything about typical instances of the problem—is it easy or hard
to manipulate on average?
2.

AVERAGE-CASE MANIPULABILITY

A natural approach was taken by Friedgut, Kalai, Keller and Nisan [2008; 2011],
who looked at the fraction of ranking profiles that are manipulable. To put it
differently: assuming each voter votes independently and uniformly at random
This work is supported by NSF grant DMS 1106999 and DOD ONR grant N000141110140. Authors’ addresses: mossel@stat.berkeley.edu, racz@stat.berkeley.edu.
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(known as the impartial culture assumption), what is the probability that a ranking
profile is manipulable? Is it perhaps exponentially small (in the number of voters
n and the number of alternatives k), or is it nonnegligible?
Of course, if the social choice function (the function which maps the votes of
the voters to the winner of the election, abbreviated as SCF) is nonmanipulable (a
dictatorship or a monotone function on two alternatives) then this probability is
zero. Similarly, if the SCF is “close” to being nonmanipulable, then this probability
can be small. We say that a SCF f is ε-far from the family of nonmanipulable functions, if one must change the outcome of f on at least an ε-fraction of the ranking
profiles in order to transform f into a nonmanipulable function. Friedgut et al.
conjectured that if k ≥ 3 and the SCF f is ε-far from the family of nonmanipulable
functions, then the probability of a ranking profile being manipulable is bounded
from below by a polynomial in 1/n, 1/k, and ε. Moreover, they conjectured that a
random manipulation will succeed with nonnegligible probability, suggesting that
manipulation by computational agents in this setting is easy.
Friedgut et al. proved their conjecture in the case of k = 3 alternatives. Note that
this result does not have any computational consequences, since when there are only
k = 3 alternatives, a computational agent may easily try all possible permutations
of the alternatives to find a manipulation (if one exists).
Several follow-up papers have since extended this result. Xia and Conitzer [2008]
extended the result to a constant number of alternatives, assuming several additional technical assumptions. Dobzinski and Procaccia [2008] proved the conjecture
in the case of two voters under the assumption that the SCF is Pareto optimal.
Isaksson, Kindler and Mossel [2012] then proved the conjecture in the case of k ≥ 4
alternatives with only the added assumption of neutrality. Moreover, they showed
that a random manipulation which replaces four adjacent alternatives in the preference order of the manipulating voter by a random permutation of them succeeds
with nonnegligible probability. Since this result is valid for any number of (k ≥ 4)
alternatives, it does have computational consequences, implying that for neutral
SCFs, manipulation by computational agents is easy on average.
Finally, in recent work [Mossel and Rácz 2012] we removed the neutrality condition and resolved the conjecture of Friedgut et al. Removing this assumption is
important because in many settings neutrality is not a natural assumption. Consider a search engine aggregating rankings of webpages; if one searches in child-safe
mode, then the top-ranked webpage cannot have adult content, and so the aggregating function cannot be neutral.
The main message of these results is thus that computational hardness cannot
hide manipulations completely, because manipulation is easy on average unless the
SCF is close to being a dictatorship or taking on at most two values.
In addition, the interplay between various techniques used in the proofs is interesting. Friedgut et al. used combinatorial techniques together with discrete harmonic analysis, reducing the problem to a quantitative version of Arrow’s theorem.
The techniques of Isaksson et al. are more geometric in nature, using canonical
path arguments to show isoperimetric results about the interface of more than two
bodies. Our recent result combines tools from both of these proofs, in addition to
crucially using reverse hypercontractivity.
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OPEN PROBLEMS

We conclude with a few open problems that arise naturally.
—There are various ways to measure the manipulability of a function: in terms of
the probability of having manipulating voters, in terms of the expected number
of manipulating voters, etc. How are these related, and which of these is the
most relevant for applications?
—Our techniques do not lead to tight bounds and it would be interesting to find
the correct tight bounds (in terms of one of the quantities above).
—A related question is: what is the “least manipulable” function? More precisely,
in some natural subsets of functions (e.g., anonymous and such that each of
the k alternatives are chosen with probability at least 1/k 2 ), find the one that
minimizes manipulation. Without the naturality constraint, related questions
are addressed in [Maus et al. 2007].
—Voting profiles typically have some structure. Can we prove similar results if the
underlying distribution over rankings is not i.i.d. uniform? It would be interesting
to consider the questions asked above in this setting as well.
—Studying incentives to manipulate is also important in order to understand
the difference between when manipulation is possible and when it actually occurs [Carroll 2011].
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The Dining Bidder Problem:
à la russe et à la française
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Item bidding auctions are a line of research which provides a simple and often efficient alternative
to traditional combinatorial auction design - in particular, they were inspired by real world auction
houses, like eBay and Sotheby’s. We survey the literature from a culinary perspective, offering
an intuitive illustration of the welfare in simultaneous and sequential auctions. Welfare in simultaneous first and second price auctions is high when bidders have complement-free valuations. In
contrast, sequential second price auctions can lead to bad outcomes due to signaling problems and
even in the case of first price, a good outcome is only guaranteed for unit demand bidders. We
give an intuitive interpretation of an example with bad welfare in sequential first price auctions
with submodular bidders from Paes Leme, Syrgkanis and Tardos (SODA’12).
Categories and Subject Descriptors: J.4 [Social and Behavioral Sciences]: Economics; F.2.0
[Theory of Computation]: Analysis of Algorithms and Problem Complexity
General Terms: Algorithms, Economics, Haute Cuisine

“Today, dishes are served one after the other, so their order of consumption, whatever it may be, is clear. Such was not the case for the service à
la française meal etiquette that prevailed until the mid-nineteenth century [...] composed of several dishes brought to the table at the same
time.” (in “Arranging the Meal: A History of Table Service in France”
[Flandrin 2007])
The service à la française, with all its dishes brought all at once was impressive,
but also impractical, and so was soon substituted in most Western countries by the
service à la russe in which the dishes are brought to the table sequentially.
This naturally motivates the following game theory question: consider a dinner
with n guests, where the restaurant decides to hold an auction for each dish instead
of selling it for a fixed-price. In this letter we consider the efficiency of such an
auction under the service à la française and under the service à la russe. We
consider two choices by the restaurant: (i) how to serve the dishes (simultaneously
or sequentially) and (ii) which auction to run for each dish (first or second price).
It is important to stress that the guests will derive a combinatorial satisfaction
for each subset of dishes and each guest has a different and private preference. For
example, one guest might want either oysters or caviar but derive no additional
benefit if he has both of them. In this case, we say those are perfect substitutes.
We say that the satisfaction of a guest is submodular if the marginal satisfaction
for one extra dish is smaller for a larger meal than for a smaller meal. For example,
the extra satisfaction of eating artichokes after bœuf bourguignon is larger then the
extra satisfaction of eating artichokes after bœuf bourguignon and a bouillabaisse.
Authors’ addresses: {renatoppl, vasilis, eva}@cs.cornell.edu
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We say that the guest is easily satiated (his satisfaction is unit demand ) if the
guest gets satiated so quickly that if he gets more then one dish, he will only eat his
favorite one, derive satisfaction from it and ignore the rest. One can define more
classes of satisfaction functions for the guests: subadditive, fractionally subadditive
(xos), walrasian, gross substitutes ... - which are too many to be discussed in the
letter, after all, there at too many ways in which food can be appreciated. We refer
to [Lehmann et al. 2006] and [Feige 2006] for an overview.
For each design the restaurant chooses and for each class of satisfaction functions
of the guests, two questions can be asked: (i) when does equilibrium exist – i.e. do
they ever agree and get to eat and (ii) what is the overall sum of satisfaction of the
guests (not counting payments, that take away from the satisfaction of the guest,
but contribute to the business) compared to the optimum – which in the end is all
the chef cares about. This last quantity is usually referred to as welfare.
Service à la française. Without further ado, we begin to savor survey the literature, which followed the chronological development in the French cuisine, i.e.,
started by analyzing simultaneous bids. Christodoulou, Kovács and Schapira [2008]
first studied the à la française service where all the guests have submodular satisfaction and each dish is auctioned using a second price auction. They showed that
whenever a Nash equilibrium of this game exists, it is a 2-approximation of the optimum. Surprisingly, their result holds even in the Bayesian setting, i.e., where each
guest has Bayesian uncertainty about the preferences of the other guests. This result was subsequently improved by Bhawalkar and Roughgarden [2011] who extend
the 2-approximation to guests with subadditive satisfaction functions for the case
where guests know each other’s preferences. In the case where guests are uncertain
about each other, Feldman, Fu, Gravin and Lucier [2012] show 4-approximation
(improving on the previously known logarithmic bound in [Bhawalkar and Roughgarden 2011]).
Hassidim, Kaplan, Mansour and Nisan [2011] analyze the à la française service
with a twist in the design: each dish is now sold using a first-price auction. Bikchandani [1999] showed that pure equilibria are always optimal – which definitely pleases
the chef – however, a pure equilibrium only exists if the satisfaction functions of the
guests are walrasian. In order to cope with the absence of pure equilibria, [Hassidim
et al. 2011] analyze mixed Nash equilibria, in which the guests use randomness (e.g.
by tossing a toast with butter on one side) to decide their bids. They show that such
mixed equilibria are a 2-approximation of the optimum for submodular satisfaction
functions and O(log m) for subadditive satisfaction. Syrgkanis [2012] improved the
bound for submodular satisfaction functions to e/(e − 1) ≈ 1.58 and Feldman et
al. [2012] improved the bound for subadditive functions to 2. These bounds carry
over to the Bayesian setting.
Service à la russe. In Paes Leme, Syrgkanis and Tardos [2012] we propose a
rigorous analysis of the à la russe service. Dishes are brought to the table one at
a time and guests bid. We assume perfectly-logical guests who can forward reason
and see the impact of their actions in the future. In other words, guests play a
subgame perfect equilibrium. As an example, Alice might think that if she wins the
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oysters now, Bob will want the caviar and won’t want the thick soup. So, even if
Alice doesn’t want the caviar, she might want to bid for it so that she can later
win the thick soup. Dinner gets quite complicated, but one good piece of news is
that unlike the previous models, a pure equilibrium always exists, regardless of the
satisfaction functions and both for first and second price auctions.
The first bad news is that if the auction run for each dish is a second price
auction, the overall welfare can be arbitrarily low compared to the optimum, even
if the guests are real gluttons. By real gluttons we mean that their satisfaction for a
set of dishes is the exact sum of their satisfactions for each dish individually. Real
gluttons are usually called additive bidders. The reason is that second price allows
the guests to engage in very non-trivial signaling behavior through their bids.
Using first-price solves the signaling problem and generates much more well behaved dinner-auctions. In fact, if all the guests are real gluttons (additive), the
outcome is always optimal, and Paes Leme, Syrgkanis and Tardos [2012] show that
if the guests are easily satiated (unit-demand ), the outcome is a 2-approximation of
the optimum if the players know each other’s satisfaction function. When guests are
unit-demand, but have uncertainty about each other satisfaction functions, Syrgkanis and Tardos [2012] showed the outcome is a 3.16-approximation.
Motivated by the results on the service à la française, it was expected that if
guests were submodular, the outcome would be a constant approximation of the
optimum in the service à la russe as well. It came to us as a surprise that the sequential game can lead to an equilibrium that is arbitrarily worse then the optimal.
To close this letter, we give an informal illustration of an example from Paes
Leme, Syrgkanis and Tardos [2012] of how sequential rationality of the guests can
lead to a very inefficient dinner. We begin by recalling that the final satisfaction of
each guest is her satisfaction for the dishes she got minus the amount she paid (let
us assume her satisfaction is measured in dollars).
Too much rationality destroys your dinner
Consider k pieces of bread, one fish dish (thon à la provençale), one beef dish (bœuf
à la catalane) and one pork dish (roti de pôrc). The dishes are going to be brought
to the table and auctioned in the order mentioned. There are four guests: Alice,
Bob, Charlie and Danah. Alice and Bob are real gluttons (i.e. additive). Alice’s
satisfaction is 1 for each piece of bread, 2 for the beef and zero for the rest. Bob’s
satisfaction is 1 for each piece of bread, 2 for the pork and zero for the rest. Charlie’s
satisfaction is ǫ for each piece of bread and 4 − 2ǫ − ǫbc for the fish, where bc is the
pieces of bread he gets; the more bread he eats, the less he wants the fish.
Enters Danah, the troublemaker. She has a complicated satisfaction function:
essentially, she derives satisfaction 2 from the beef and the pork, but this satisfaction decreases slightly the more bread she eats. Also, it becomes almost zero if she
eats the fish before. More precisely, her value is ǫ for each piece of bread, 4 for the
fish and M (bd , fd ) = 2(1 − fd ) + 2ǫ (k − bd ) for the beef and the same for the pork,
where bd is the number of pieces of bread she ate and fd is 1 if she ate the fish and
zero otherwise; bread decreases Danah’s appetite for the heavier meat but not for
the lighter fish.
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The optimum welfare is created when either Bob or Alice gets the bread, Charlie
gets the fish and Danah gets the beef and the pork. The total welfare in this case
is k + 8 (ignoring the ǫ terms)1 . However, since Alice and Bob both desire the
bread equally, neither of them will ever get it for a price less than one, so they will
never derive net benefit from it. In equilibrium, Alice and Bob can do something
much smarter: both of them leave the bread and let Danah acquire it for zero price.
Danah eats all the bread and gets full, decreasing her value for the beef and pork.
Now, given that she ate too much bread, she will much prefer to compete for the
fish with Charlie rather then competing for the beef and the pork with Alice and
Bob.2 This way, Danah gets the fish and therefore she has essentially no additional
value for the rest of the dishes. Now, Alice can get the beef and Bob can get the
pork - both almost for free. All of them feast on their meals (except poor Charlie
who did not get anything), but now the overall welfare is 8. As k grows, the gap
between the optimal welfare and the welfare in equilibrium gets arbitrarily large.
Acknowledgements. We are in debt to Noam Nisan for suggesting the sequential
item bidding auctions at the Bertinoro Workshop on Frontiers in Mechanism Design
and to Mukund Sundararajan for suggesting the terms à la russe et à la française
for our dining bidder problem.
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exist walrasian prices to support this allocation, although values are not gross-substitutes.
logic: ”if I don’t get the fish I will derive utility ǫ(k − bd ) combined from the meat. So
I will bid 4 − ǫ(k − bd ) on the fish.” Danah wins the fish iff bd + bc = k, i.e. either she or Charlie
ate all the bread. Thus it is in Alice and Bob’s best interest to avoid eating any of the bread.

2 Danah’s
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The emergence of the daily deals online marketplace has been an e-commerce phenomenon that
has engendered remarkable stories of rapid growth, exemplified by firms such as Groupon and
Living Social. At the same time, critics have accumulated considerable evidence, largely anecdotal in nature, of incipient failure of this marketplace. Our recent empirical work has attempted to
reconcile these divergent viewpoints through quantitative evaluation, in an effort to understand
the sustainability and long-term outlook of the daily deals business model. Our methods draw
from a rich tradition in marketing and econometrics to study the interplay between promotional
offers, word-of-mouth engagement, and consumer satisfaction. Leveraging datasets we collected
encompassing tens of thousands of daily deals offers and millions of Yelp reviews, we have quantified the significant extent to which daily deals users express dissatisfaction with today’s offers,
and elaborated the root causes underlying this behavior. We discuss the broader implications of
our methodology and the managerial implications that follow from our root cause analysis, both
for daily deals merchants and daily deals services, that could lead to a viable marketplace and
improved consumer satisfaction.
Categories and Subject Descriptors: J.1 [Administrative Data Processing]: Marketing
General Terms: Management; Measurement
Additional Key Words and Phrases: Groupon, Yelp, reputation, word-of-mouth

1.

INTRODUCTION

Over the past two years, we have been studying Groupon as the predominant example of the daily deal business model. Initially, our motivation was to understand
this novel business model that was experiencing phenomenal growth, with an eye
towards understanding the features that might make it sustainable or unsustainable over the long term. In particular, we were motivated to understand whether
Groupon was succeeding in its stated goal to match businesses with new, loyal customers through its offered discounts, a question that lies at the heart of advertising.
We specifically turned our attention toward the question of how Groupon affects
the reputation of the businesses that use it, where reputation holistically represents
consumer satisfaction and the word-of-mouth effects associated with the business.
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Fig. 1. Yelp ratings and review volumes for Groupon merchants, centered on Groupon offer day.

Here, we utilized Yelp, the most popular online business review site, to provide a
concrete measure of reputation.
Besides discovering interesting aspects of how Groupon affects reputation, we argue that our methodoloogical approach is interesting in its own right. We make use
of large-scale publicly available observational data. The key is that this data comes
not from Groupon itself, but from online consumer reviews found on Yelp. Although
the acquisition and analysis of information spanning multiple related Internet markets provides non-trivial technical challenges, it yields a deeper understanding of
consumer satisfaction, and provides an effective and complementary approach to
traditional marketing methods.
Data collection and analysis
Our analysis to date has primarily focused on two large datasets. The first dataset
we collected comprised detailed information on the set of 16,692 Groupons offered
from January 3rd to July 3rd, 2011 in 20 large US cities, including Groupon sales
data. The second dataset we collected comprised an extensive collection of reviews
from Yelp that ultimately spanned 7 million reviews for 1 million merchants. For
each Groupon business, we attempted to link it to a corresponding merchant page
on Yelp. We then collected a complete review history for each of the 5,472 businesses
we linked successfully, as well as the complete review history for every user that
reviewed at least one linked business.
An updated depiction of a key finding from our prior work is depicted in Figure 1. Across the bottom of the figure we plot the daily review volume of all
Groupon businesses for each day relative to the Groupon offer date. We highlight
the subset of those reviews mentioning the keyword “Groupon” with darker shading. These plots confirm the discontinuous surge of customer traffic associated with
Groupon offers, as expected. At the top, the scatterplot and trend line capture the
relationship between the average Yelp rating of Groupon businesses over time, and
their offset relative to the Groupon offer date. Using a 30-day moving average (and
resetting the average at Groupon offer date), we observe a striking discontinuity as
ratings drop dramatically on average, concurrent with the offer date. Interestingly,
and tellingly, we see subsequent downside movements at lags of 180 days and 360
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days, the two most common Groupon expiry dates. For additional analysis and
commentary, see [Byers et al. 2012].
While this finding has been interpreted as damning evidence for the daily deals
business model, an understanding of the root causes for this phenomenon is needed
before passing judgment. Surprisingly, we find that Groupon users are not simply more critical reviewers than the population at large – in fact, they are more
moderate in the ratings they provide! Instead, an alternative hypothesis with considerable explanatory power is that users are often experimenting when they use
Groupons, visiting businesses that are atypical (as identified by their category and
ZIP code) from the other businesses they have reviewed. At the same time, these
Groupon-using reviewers wield more clout on average than their peers: their Yelp
social networks are more well-established, and their reviews receive more critical
acclaim. Businesses cognizant of this reviewer demographic, and able to exploit the
opportunity that these reviewers present, should indeed be able to profit from the
opportunity that a daily deals offer presents. Interestingly, even after accounting
for all these potential idiosyncracies of Groupon users, a considerable fraction of
the Groupon effect remains unexplained, suggesting that other, unobserved mechanisms are at work. Uncovering these mechanisms is ongoing work that may lead
to a better understanding not just of Groupon, but the effects of promotional and
discounted offers more broadly.
Conclusion
Given our analysis of Groupon users, what are the implications to businesses that
wish to offer daily deals, and to daily deal distributors like Groupon? Businesses
should be cognizant that Groupon users are vocal (but not necessarily critical)
reviewers about their experiences and can potentially produce large-scale wordof-mouth engagement. Engagement tends to be highest close to the offer date
and offer expiry, suggesting the need for increased preparedness to handle large
customer volumes during these periods. Since our study indicates that consumers
often use Groupons to offset some of the risk associated with trying something
unfamiliar, awareness of this possibility, and taking steps to mitigate the potential
for damage to online reputation, is warranted. We recommend ongoing quantitative
assessment of strategies to achieve consumer satisfaction, to attract and retain longterm customers, and to maintain reputation.
For daily deal distributors like Groupon, long-term success depends on keeping
both users and businesses happy, implying the need to mitigate factors that lead
to negative experiences. Better targeting of consumers to offers, e.g., by utilizing
demographic information, is one obvious suggestion. More complex tradeoffs involve
appropriate incentives for salespeople. Existing volume-based incentives increase
deal load by including more lower-ranked businesses and diluting quality; such
practices may yield short-term gains but inhibit longer-term sustainability.
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We outline a recently developed method for analyzing non-cooperative bargaining games in networks, and discuss some applications.
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1.

INTRODUCTION

In the study of economic models of trade, it has long been recognized that institutional or physical barriers limit direct trade between some pairs of agents. Network
models have been used to study such scenarios since the early 1940s, but only
recently did they become objects of active research. This is partly because more
and more important network-related phenomena in our economic systems are being
observed. Examples of these phenomena include the relationship between network
centrality and bargaining/influencing power in social networks; the bull-whip effect
in supply chains; and more recently the widespread disruption of financial asset
markets. The study of economic networks is becoming increasingly important because it is clear that many classical models that abstract away from patterns of
interaction leave certain phenomena unexplained.
Non-cooperative bargaining is a game theoretical framework that has been studied extensively by economists, see for example [Osborne and Rubinstein 1990]. Recently, there has been a substantial line of work in both economics and computer
science that investigates these models in network settings. Networked bargaining
games are interesting not only because in practice many transactions are negotiated
(as opposed to being determined by market forces), but also because, conceptually,
bargaining is the opposite of the idealized “perfect competition” that is often used
in classical models of markets; moreover, when market transactions are constrained
by a network, the perfect competition assumption is hard to justify. However, one
of the biggest challenges along this line of research is the complexity of networked
bargaining games. It has been noted by in [Jackson 2008] that in network games,
analyzing “a non-cooperative game that completely models the bargaining process
through which ultimate payoffs are determined [...] is usually intractable.’’
Having a basic, tractable game theoretical framework and powerful mathematical
tools to overcome this complexity is important because this will allow researchers
to investigate qualitatively how network influences the economic outcome, and to
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further extend the model to incorporate other aspects of economic network systems.
In [Nguyen 2012a] we develop a new method, based on convex programming,
to fully characterize equilibrium outcomes of a general class of non-cooperative
bargaining games. We use this result to study the connection between an agent’s
bargaining power and the centrality of his position in the network. We show that
in a trading network, a notion of bargaining power defined by the outcome of this
game coincides with the congestion level in an associated traffic network.
This model is extended in [Nguyen 2012b], for studying the question of instability
in networked markets: how the underlying network can propagate and amplify
shocks to make the economic system fragile. To answer this question we incorporate
a non-cooperative bargaining process into a competitive economy by analyzing the
limit of the replicated bargaining game as the size of the population goes to infinity.
We show that because of the incentive structure in the bargaining process and the
underlying network, even in a perfectly competitive environment, all equilibria are
inefficient and non-stationary. This result shows that the micro trading dynamics
constrained by a network structure can be seen as an important source of friction
that leads to an inefficient market outcome.
2.

COALITIONAL BARGAINING GAME

In the basic model of [Nguyen 2012a] is as follows. Given a set of agents and a
set of feasible coalitions (a family of subsets of agents), bargaining is modeled as
an infinite horizon discrete time game. In each period a feasible coalition is picked
according to a stationary distribution, then an agent in the coalition is chosen at
random to be the proposer.
The proposer can decline to propose or sequentially suggest a division of the
coalition surplus to its members. If the proposer declines to propose or at least one
member of the coalition objects to the suggested share, the game continues to the
next stage where another coalition is selected. Otherwise, agents in the coalition
exit the game with their proposed division, and are replaced by clones. The game
repeats, and each agent discount their payoff by a constant factor.
We show that in this model a stationary equilibrium exists, and the payoff of
any stationary equilibrium is the unique solution of a strictly convex program. A
constraint of this program corresponds to a feasible coalition, and if it is slack in
the optimal solution, then the corresponding coalition never forms at equilibrium.
In contrast with the core of the same TU game, which is characterized by a linear
program, our solution always exists and is unique. Hence, it provides a robust
prediction on the prices and pattern of trade that will emerge in the bargaining
process.
In [Nguyen 2012a], we consider an application to trading networks with intermediaries, where agents trade through a network via one or multiple intermediaries.
Given such a network, we define the set of feasible coalitions as the set of agents
that form a “path” connecting a seller and a buyer. Using the convex program
characterization of the bargaining game, we can connect the outcome of the bargaining game with a notion of network centrality. Specifically, we show that this
measure of network centrality coincides with the well known concept of “congestion
level” in an associated traffic network.
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LOCAL BARGAINING MODEL

In [Nguyen 2012b], we consider a non-cooperative bargaining process along a trading path consisting of multiple middlemen, and then incorporate it into a large,
competitive networked market as follows. First consider a bargaining game with a
finite number of agents, then define its replications and examine agents’ behavior
in the limit as the size of the population goes to infinity. This is a novel approach
that deviates from the standard way of modeling large markets that assumes a continuum of agents, whose payoff is determined by an axiomatic bargaining solution.
The most important aspect of considering replications is the following. It is
conventional wisdom that when the population grows, a single agent will have a
vanishingly small influence on the economy and behaves myopically. Therefore,
by the law of large numbers the market converges to a stationary competitive
outcome.1 However, if agents’ behavior does not converge to a stationary outcome,
then the model will reveal a friction causing endogenous fluctuations.
We find that even when the economy is large so that an agent has vanishing influence on the economy, agents’ strategies need not lead to an efficient and stationary
equilibrium. In this economy, the non-cooperative bargaining process constrained
by an underlying network leads to a chain of sunk cost problems and gives rise to
endogenous fluctuations. This result also shows that a small shock to the economy
can be amplified through the network non-linearly and causes a “stable” market to
become one that does not have a stable outcome.
4.

CONCLUSION

The framework and techniques developed in [Nguyen 2012b; 2012a] have allowed
us to overcome the usual complexity of dynamic network games. This is a first step
of an exciting, and rich research theme that we hope to develop. Specifically, one
can potentially use our approach to ask questions like: how changing the network
topology influences agents’ bargaining payoffs, and would they have incentive to
change the network? If agents change the network structure for their benefit, does
it lead to an efficient outcome? One can also extend the models in [Nguyen 2012b;
2012a] to include other features of markets such as: search frictions, the speed of
negotiating; the risks of defaults and asymmetric information. This would allow us
to investigate questions such as what is the impact of high-frequency trading on the
micro structure of markets? How do the underlying networks of liabilities among
financial intermediaries relate to potential financial contagion? Currently, with my
co-authors at Northwestern, we are studying these questions and have obtained
some initial results [Berry et al. 2012], but there is much more work to be done
along this line.
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Significant recent progress has been made in both the computation of optimal strategies to commit
to (Stackelberg strategies), and the computation of correlated equilibria of stochastic games. In
this letter we discuss some recent results in the intersection of these two areas. We investigate
how valuable commitment can be in stochastic games and give a brief summary of complexity
results about computing Stackelberg strategies in stochastic games.
Categories and Subject Descriptors: I.2.11 [Artificial Intelligence]: Distributed Artificial Intelligence—Multi-agent systems; J.4 [Social and Behavioral Sciences]: Economics
General Terms: Algorithms, Economics, Security, Theory
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1.

INTRODUCTION

Computing game-theoretic solutions has long been one of the main research topics
in the intersection of computer science and economics. Starting with an EC paper
in 2006, much attention has been focused on the computation of optimal strategies
in two-player Stackelberg games, in which player 1 is able to commit to a strategy
before player 2 moves. Commitment has the potential to increase the utility of
player 1, and, when commitment to mixed strategies is possible, it never decreases
it [von Stengel and Zamir 2010]). The computation of Stackelberg mixed strategies
has already found application in a number of real security problems, such as airport
security [Pita et al. 2009], assigning Federal Air Marshals to flights [Tsai et al. 2009],
and Coast Guard patrols [Shieh et al. 2012].
Most research on computing Stackelberg mixed strategies so far has focused on
games where neither player learns anything about the other’s actions until the end
of the game, with the exception of player 2 learning player 1’s mixed strategy before
acting. This includes work on computing Stackelberg mixed strategies in normalform games [Conitzer and Sandholm 2006; von Stengel and Zamir 2010; Conitzer
and Korzhyk 2011], Bayesian games [Conitzer and Sandholm 2006; Paruchuri et al.
2008; Letchford et al. 2009; Pita et al. 2010; Jain et al. 2011], and security games
(games inspired by the applications above, whose normal form would be exponentially large) [Kiekintveld et al. 2009; Korzhyk et al. 2010; Jain et al. 2010]. The
only exceptions of which we are aware concern the computation of Stackelberg
mixed strategies in extensive-form games [Letchford and Conitzer 2010] and, most
recently, in stochastic games [Letchford et al. 2012; Vorobeychik and Singh 2012].
Vorobeychik and Singh focus on Markov stationary strategies, though these are
Authors’ addresses: {jcl,conitzer,parr}@cs.duke.edu, {liam,isbell}@cc.gatech.edu
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Fig. 1

generally not optimal. Indeed, various unintuitive phenomena occur when applying the Stackelberg model to stochastic games, and we hope to give some insight
into this in this brief article that summarizes our results.
The results in our paper [Letchford et al. 2012] fall in three main categories:
complexity results, theoretical results on the value of being able to commit and
the value of being able to correlate, and an approximation algorithm for finding
approximate Stackelberg strategies. Below, we highlight a few results on how valuable commitment can be to the leader in stochastic games, and summarize our
complexity results.
2.

COMMITMENT AND CORRELATION IN STOCHASTIC GAMES

A two-player stochastic game is defined as follows. There are two players, 1 and 2;
a set of states, T ; and, for each state t ∈ T , a set of actions Ait for each player i. For
each state t ∈ T and each action pair in A1t × A2t , there is an outcome, consisting
of two elements: (1) the immediate payoff that each player obtains in that round,
and (2) a probability distribution for the next state that the game transitions to.
Finally, there is a discount factor γ that is used to discount the value of future
payoffs.
In two-player normal-form games, it is known that correlation, by means of the
leader signaling to the follower before play, is of no value to the leader [Conitzer
and Korzhyk 2011]. This is no longer the case in stochastic games, and moreover,
the timing of the signaling matters. To illustrate this, consider the game pictured
in Figure 1a. This game has four states: S, F , C, and E. We assume state S is
our initial state; thus, play begins with one possible action for player 1 (the row
player, who is able to commit to a strategy ahead of time) and two possible actions
for player 2 (the column player), LS and RS . The state transitions in this example
are deterministic and are expressed using arrows (e.g., if player 2 chooses RS then
play will transition to state F in the next round). Because E is an absorbing state,
we can set γ = 1. Suppose that player 1 is able to signal what she will play in state
C (if it is reached) before player 2 chooses his action in state F , but after he acts
in state S. Suppose that player 1 commits to drawing her play for state C from the
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distribution (.5 + ǫ)UC + (.5 − ǫ)DC , and to sending the following signal to player
2 right before play in state F : RF when she will be playing UC , and LF when she
will be playing DC . Then, in state F , player 2 will be best off playing according
to the signal received from player 1. Moreover, in state S, player 2 will be best
off playing RS , resulting in an expected utility of 2 + 2ǫ for him, and an expected
utility of 1 − 2ǫ for player 1.
In contrast, if player 1 only sends the signal after the transition to state C, then
player 2 will prefer to play RF with probability 1 in F for an expected utility of
1.5, and hence to play LS in the first state. On the other hand, if player 1 signals
what she will play in state C too early, namely before player 2 makes a choice in
S, then player 2 will prefer to choose LS when the signal is to play LF . In both
cases, player 1 receives 0.
In the figure, the resulting profile (for the limit case ǫ = 0) is shown in blue,
and the unique correlated (and, hence, Nash) equilibrium (without commitment) is
shown in bold green itallics. This example shows that a combination of commitment
and correlation (signaling) can be much more powerful than either alone.

3.

AN ALGORITHM, AND EXPERIMENTS

For computing approximate correlated equilibria of a stochastic game (without
commitment), an algorithm called QPACE [MacDermed et al. 2011] is available. It
turns out that if we allow for the type of signaling discussed in the previous section,
then QPACE can be modified to compute an optimal strategy for a Stackelberg
leader in a stochastic game. By running both algorithms on randomly generated
games, we obtain some insight into how valuable the ability to commit is in the
“typical” case.
In the Stackelberg model, at the very least, the leader can commit to play according to the correlated equilibrium of (the non-Stackelberg version of) the stochastic
game that is best for her. That is, Stackelberg leadership at least bestows the
advantage of equilibrium selection on a player. On the other hand, as the example
in the previous section shows, the benefit of Stackelberg leadership can go beyond
this. But does it do so, to a significant extent, in the typical case?
The set of experiments represented in Figure 2a allows us to answer this question.
Of course, to assess the benefit of equilibrium selection power, it is necessary to say
something about which equilibrium would have resulted without this power. For
this, we take the correlated equilibrium that corresponds to the Kalai-Smorodinsky
bargaining solution, which favors equal gains to both parties. As the figure shows,
the difference between the Stackelberg solution and the best correlated equilibrium
is small compared to the difference to the bargaining solution, suggesting that most
of the value comes from equilibrium selection, especially as γ grows.
We also examined how the number of actions affects the value of being able to
commit. Figure 2b illustrates this value as the number of actions per player varies,
over random games and with values of γ of 0.0 and 0.4. We observe that as the
number of actions increases, the benefit of commitment decreases.
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Fig. 3: Summary of hardness results. h represents the number of rounds that player 1 can
remember.

4.

COMPLEXITY RESULTS

For our complexity results for the Stackelberg model of stochastic games, we considered six different cases. First, we varied the amount of memory of previous rounds
that the leader is allowed to use in her strategy, considering zero memory (i.e.,
stationary strategies), finite memory, and infinite memory. We considered each of
these three cases both with and without correlation. Our results are summarized
in figure 3.
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Solution to Exchanges 10.3 Puzzle: Contingency
Exigency
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First, a quick recap of the problem: the payout is a random variable X; we assume
we know its distribution F , and in particular that we know EF [X]. We are looking
for a function ω(·, ·) such that EF [ω(t, X)] = r · t, where r is the non-contingency
hourly rate. Initially, we impose that ∀t, ω(t, 0) = 0 and that ω is linear in t.
1. First, consider the problem with no minimum payment. The second condition
implies that we can write ω(t, X) = t·g(X) for some function g. There are infinitely
many functions g which would work. The simplest one is to take g(X) = α · X. The
formula ω(t, X) = α · X · t means that the agent’s hourly rate is a percentage of the
total winnings (as opposed to the more classical scheme where the total payment
is a percentage of the winnings, independently of time spent). All we have to do is
find α. This is easy enough:
EF [ω(t, X)] = r · t
EF [α · t · X] = r · t
α · t · EF [X] = r · t
r
α =
EF [X]
The solution is thus ω(t, X) = r · X · t/EF [X]. Note that we were given the
condition r · t < EF [X], which guarantees that ω(t, X) < X, so you will not need
to spend the entire payout to pay the agent.
2. Now consider the issue of a minimum hourly rate: ω(t, X) ≥ m·t. We will look
for a solution of the form ω(t, X) = t · (m + β · X): the hourly rate is composed of a
fixed minimum, plus a percentage of the payout (obviously, this percentage will be
less than the percentage α from part 1). As above, this simplifies to m+β ·EF [X] =
r, i.e. β = (r−m)/EF [X]. The solution is thus ω(t, X) = m·t+(r−m)·t·X/EF [X].
In part 2 as in part 1, the hourly rate is greater than the non-contingency rate r
iff the payout is greater than expected.
3. Finally, consider the issue of a minimum total payment: ω(t, X) ≥ m. In this
case, it is fair to impose a minimum number of hours of work: r · t ≥ m (if we do
not add this condition, it is impossible to have ω(t, X) ≥ m and EF [ω(t, X)] = r · t
hold at the same time). We look for solutions of the form ω(t, X) = m + γ · t · X.
Taking expectations gives r · t = m + γ · t · EF [X], i.e. γ = (r − m/t)/EF [X]. We
have γ ≥ 0 because of the constraint we added. The solution is thus ω(t, X) =
m + (r · t − m) · X/EF [X].
An interpretation of this solution is as follows: the first m/r hours are paid at
the non-contingency rate r. All hours above are paid as a percentage of the payout,
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with the same rate as in part 1. Note that with this solution, it is possible that
ω(t, X) > X (for example if X = 0): you might incur a loss.
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