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VITTORIO BILÒand MICHELE FLAMMINI and LUCA MOSCARDELLI

Strategyproof Facility Location with Concave Costs 46

DIMITRIS FOTAKIS and CHRISTOS TZAMOS

Structure and Learning of Valuation Functions 50

VITALY FELDMAN and JAN VONDRÁK
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Editor’s Introduction

ARIEL D. PROCACCIA

Carnegie Mellon University

Issue 12.2 of SIGecom Exchanges includes a letter from David Parkes in his role
as the SIG chair, a position paper, and six research letters. By now this new format
should be familiar from issues 11.2 and 12.1, with the caveat that the SIG-related
letter alternates between the SIG chair and the PC chairs of EC (which, as David
explains in his letter, is now the ACM Conference on Economics and Computation).

This issue’s position paper, by Alex Slivkins and Jenn Wortman Vaughan, gives
a timely introduction to crowdsourcing research from a theoretical viewpoint. Alex
and Jenn provide a list of possible modeling choices for crowdsourcing markets that
give rise to a huge space of compelling, potentially influential research problems.
They also elaborate on specific problems that have received attention, making the
position paper a fantastic starting point for researchers who wish to contribute to
this emerging field.
Apropos crowdsourcing, while most contributions to Exchanges are solicited, I

very much welcome suggestions for contributions (mainly surveys/position papers
and letters) of the highest quality for issue 13.1, which will be published in June
2014. Please refer to issues 11.2 through 12.2 to get an idea of the scope and quality
of published contributions.
As always, thanks to Felix Fischer for his help in putting the issue together!

Author’s address: arielpro@cs.cmu.edu.
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SIGecom News

DAVID C. PARKES

School of Engineering and Applied Sciences

Harvard University

Cambridge, MA 02138

We have had another successful year! Before I forget: join the SIG1 to keep
our membership healthy and be able to participate in the nominating process for
our new awards, and remember to use the ACM Author-Izer to drive additional
revenue to the SIG.2

Our main conference, EC’13 was held at the University of Pennsylvania, Philadel-
phia PA in June 2013, and broke all previous attendance and submission records,
achieving 210+ attendees and 221 submissions. Congratulations to everyone in-
volved!

In recent years there have been a number of discussions about the name of the
conference, in regard to whether it suitably reflects the breadth of our scientific
community. There is no perfect name for a community such as ours, and this has
been reflected in a vigorous debate of the pros and cons of our current and future
conference name.
The SIG advisory board, consisting of previous EC conference and program chairs

and SIG officials, voted in July 2013 by 15 to 10 in favor of a change of name, and
strong support was also voiced by conference attendees at the business meeting of
EC’13.
From 2014, our flagship conference will be named,

The ACM Conference on Economics and Computation (EC).

It is not our intent in making this change to signal a lack of interest in research
in electronic commerce, and we continue to welcome papers related to its theory,
systems, and applications. Rather, the new name signals our actual breadth, and
makes clear that we welcome all papers of the highest quality that are related to
the interdisciplinary area between economics and computer science. In adopting
this name, we also recognize a continued commitment to involve economists in the
organization and scientific activities of the conference.
The effect of this change is that we look forward to the 15th ACM Conference

on Economics and Computation, which will take place June 8-12, 2014, at Stan-

1http://www.sigecom.org/membership.html
2By generating an Author-Izer link and including on your website you can allow anyone to down-

load your articles from the ACM Digital Library at no charge, and in doing so provide additional

revenue share from the ACM to the SIG.

http://www.acm.org/publications/acm-author-izer-service

Author’s address: parkes@eecs.harvard.edu
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3 · David C. Parkes

ford University, Palo Alto, CA. The General Chair is Moshe Babaioff (Microsoft
Research), and the Program Co-Chairs are Vincent Conitzer (Duke University)
and David Easley (Cornell University). EC’14 will be co-located with a meeting
of the NBER Market Design working group and the NSF/CEME Decentralization
Conference. The deadline for paper submissions is February 11, 2014.
Please consider submitting a workshop or tutorial proposal to EC’14. Workshops

are a good way to bring together an interdisciplinary audience around a new set
of problems. You might consider asking the workshops and tutorials chairs for
informal feedback about ideas in advance of the deadline.

For this first time, I am happy to be able to remind you that we are soliciting
nominations for our two new awards:

—The SIGecom Doctoral Dissertation Award, which recognizes an outstand-
ing dissertation in the fields of electronic commerce and economics and compu-
tation; and,

—The SIGecom Test of Time Award, which recognizes an influential paper or
series of papers by a single author or team of authors that has had significant im-
pact on research or applications in the fields of electronic commerce or economics
and computation.

Deadlines for both awards are February 28, 2014, and you can see the com-
plete instructions here http://www.sigecom.org/awards.html. Thanks to the
two committees that have agreed to adjudicate these awards, and especially to Éva
Tardos and David Pennock for chairing.
This year we have been able to support as an in-cooperation event the 9th Confer-

ence on Web and Internet Economics (WINE’13), which will take place at Harvard
University, December 11-14, 2013, in its inaugural year as a full conference. The
6th International Symposium on Algorithmic Game Theory (SAGT’13), which took
place in Aachen, Germany, October 21-23, 2013, is another in-cooperation event.
We have also been able to support student fellowships to the New York Computer
Science and Economics Day (NYCE), held in November 2013.
In closing, thanks to all of the volunteers that make the activities of the SIG

possible. A special shout-out this year to Felix Fischer, who continues to do a
terrific job keeping our SIG page up-to-date and helping with the production of
SIG Exchanges. Thanks also to Michael Kearns, Preston McAfee and Éva Tardos
for a wonderful EC’13.

Please don’t hesitate to contact me with any questions or suggestions about the
SIG, and see you at Stanford in 2014!

Yours,
David C. Parkes
President, ACM SIGecom
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position paper

Online Decision Making in Crowdsourcing Markets:

Theoretical Challenges

ALEKSANDRS SLIVKINS

Microsoft Research

and

JENNIFER WORTMAN VAUGHAN

Microsoft Research

Over the past decade, crowdsourcing has emerged as a cheap and efficient method of obtaining
solutions to simple tasks that are difficult for computers to solve but possible for humans. The
popularity and promise of crowdsourcing markets has led to both empirical and theoretical research
on the design of algorithms to optimize various aspects of these markets, such as the pricing and
assignment of tasks. Much of the existing theoretical work on crowdsourcing markets has focused

on problems that fall into the broad category of online decision making; task requesters or the
crowdsourcing platform itself make repeated decisions about prices to set, workers to filter out,
problems to assign to specific workers, or other things. Often these decisions are complex, requiring
algorithms that learn about the distribution of available tasks or workers over time and take into
account the strategic (or sometimes irrational) behavior of workers.

As human computation grows into its own field, the time is ripe to address these challenges in a
principled way. However, it appears very difficult to capture all pertinent aspects of crowdsourcing
markets in a single coherent model. In this paper, we reflect on the modeling issues that inhibit

theoretical research on online decision making for crowdsourcing, and identify some steps forward.
This paper grew out of the authors’ own frustration with these issues, and we hope it will encourage

the community to attempt to understand, debate, and ultimately address them.

Categories and Subject Descriptors: J.4 [Social and Behavioral Sciences]: Economics; K.4.4
[Computers and Society]: Electronic Commerce; F.2.2 [Analysis of Algorithms and Prob-

lem Complexity]: Nonnumerical Algorithms and Problems; F.1.2 [Modes of Computation]:
Online computation

General Terms: Algorithms, Economics, Theory

Additional Key Words and Phrases: crowdsourcing, multi-armed bandits, dynamic pricing, repu-
tation systems

1. INTRODUCTION

Crowdsourcing markets have emerged as a tool for bringing together requesters,
who have tasks they need accomplished, and workers, who are willing to perform
these tasks in a timely manner in exchange for payment. Some crowdsourcing
platforms, such as Amazon Mechanical Turk, focus on small “microtasks” such
as labeling an image or filling out a survey, with payments on the order of ten

Authors’ addresses: slivkins@microsoft.com, jenn@microsoft.com.
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5 · A. Slivkins and J. W. Vaughan

cents, while other platforms, such as oDesk, focus on larger jobs like designing
websites, for significantly larger payments, but most share the common feature of
repeated interaction. In these markets, workers, requesters, and the platform itself
can all adjust their behavior over time to adapt to the environment. For example,
requesters can choose which workers to target (or filter out) for their tasks and
which prices to offer, and can update these choices as they learn more about salient
features of the environment, such as workers’ skill levels, the difficulty of their
tasks, and workers’ willingness to accept their tasks at given prices. In principle,
the platform could also make smarter decisions over time as it learns more about
the quality of both requesters and workers.

Naturally, as crowdsourcing has gained popularity and human computation has
grown into its own field, researchers have taken an interest in modeling and analyz-
ing the problem of online decision making in crowdsourcing markets. There is plenty
of prior work on which to build. Online decision algorithms have a rich literature
in operations research, economics, and several areas of computer science includ-
ing machine learning, theory of algorithms, artificial intelligence, and algorithmic
mechanism design. A large portion of this literature is concerned with the tradeoff
between exploration (obtaining new information, perhaps by sacrificing near-term
gains) and exploitation (making optimal decisions based on the currently available
information). This tradeoff is often studied under the name multi-armed bandits;
a reader can refer to Cesa-Bianchi and Lugosi [2006], Bergemann and Välimäki
[2006], Gittins et al. [2011], and Bubeck and Cesa-Bianchi [2012] for background
and various perspectives on the problem space. Another (somewhat overlapping)
stream of work concerns dynamic pricing and, more generally, revenue management

problems; see Besbes and Zeevi [2009] for an overview of this work in operations
research, and Babaioff et al. [2012] for a theory-of-algorithms perspective. Further,
there is extensive literature on online decision problems in which all information
pertinent to a given round is revealed, either before or after the algorithm makes
its decision for this round; see Borodin and El-Yaniv [1998], Buchbinder and Naor
[2009], and Cesa-Bianchi and Lugosi [2006] for background.

Despite the vast scope of this existing work, crowdsourcing brings an array of
domain-specific challenges that require novel solutions. To address these challenges
in a principled way, one would like to formulate a unified collection of well-defined
algorithmic questions with well-specified objectives, allowing researchers to propose
novel solutions and techniques that can be easily compared, leading to a deeper
understanding of the underlying issues. However, it appears very difficult to capture
all of the pertinent aspects of crowdsourcing in a coherent model. As a result, many
of the existing theoretical papers on crowdsourcing propose their own new models.
This makes it difficult to compare techniques across papers, and leads to uncertainty
about which parameters or features matter most when designing new platforms or
algorithms.

There are several reasons why developing a unified model of crowdsourcing is
difficult. First, there is a tension between the desire to study models based on
existing platforms, such as Mechanical Turk, which would allow algorithms to be
implemented and tested immediately, and the desire to look ahead and model al-
ternative platforms with novel features that could potentially lead to improved

ACM SIGecom Exchanges, Vol. 12, No. 2, December 2013, Pages 4–23
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crowdsourcing markets further down the line. A plethora of different platform de-
signs are possible, and different designs lead to both different models and different
algorithmic questions.
Second, even after a model of the platform has been determined, one must take

into account the diversity of tasks and workers that use the platform. Some workers
may be better at some tasks than others, and may find some tasks harder than
others. It is natural to take this diversity into account when designing algorithms
(especially for a problem like task assignment), but the way in which this diversity
is modeled may impact the choice of algorithm and the theoretical guarantees that
are attainable.
Third, crowdsourcing workers are human beings, not algorithmic agents (with the

possible exception of spambots, which bring their own problems). They may act
strategically, maximizing their own welfare in response to the incentives provided
by the requesters and the platform. Taking into account this strategic behavior is
essential. Moreover, workers also may act in ways that are even less predictable
and seemingly irrational. As just one example, empirical studies have shown that
workers may not know their own costs of completing a task, and are susceptible to
the anchoring effect in which they judge the value of a task based on the first price
they see (see Mason and Watts [2009], Mason and Suri [2012], Yin et al. [2013] and
the literature reviews therein). One must be aware of these nuances when modeling
worker behavior.
This paper offers a detailed reflection on the modeling issues that inhibit theoret-

ical research on repeated decision making in crowdsourcing. Our goal is not to offer
a single unified model, but to raise awareness of the issues and spark a discussion
in the community about the best ways to move forward. To this end, we identify
a multitude of modeling choices that exist, and describe a few specific models that
appear promising in that they potentially capture salient aspects of the problem.

A note on our scope. There have been some recent empirical or applied research
projects aimed at developing online decision making algorithms that work well in
practice on existing crowdsourcing platforms, primarily for the problems of task
assignment and label aggregation (see, for example, Chen et al. [2013], Ipeirotis
et al. [2013], and Wang et al. [2013]). While it is of course valuable for anyone
interested in theoretical models of crowdsourcing to be aware of related empirical
advances, we do not attempt to provide a complete survey of this work here.
A similar attempt has been made to categorize future directions of crowdsourcing

research within the human-computer interaction and computer-supportive cooper-
ative work communities [Kittur et al. 2013]. While their paper discusses many of
the same broad problems as ours (such as quality control, platform design, and
reputation), the research agenda they lay out is heavily focused on the high-level
design of the technical and organizational mechanisms surrounding future crowd
work systems, while we focus more specifically on low-level modeling and algorith-
mic challenges for online decision making.

2. INFORMAL PROBLEM STATEMENT

Let us start with an informal and very general description of the class of problems
that fall under the umbrella of online decision making in crowdsourcing markets.

ACM SIGecom Exchanges, Vol. 12, No. 2, December 2013, Pages 4–23



7 · A. Slivkins and J. W. Vaughan

There are three parties: workers, requesters, and the crowdsourcing platform. Over
time, requesters submit tasks to the platform. Workers get matched with requesters,
perform tasks, and receive payments. Workers and requesters may arrive to the
platform and leave over time. Some workers may be better than others at some
tasks; some tasks may be more difficult than others for some workers. Some workers
may enjoy some tasks more than others. All parties make repeated decisions

over time. All parties can learn over time, which may help them in their decision
making. All decision makers receive partial feedback: they see the consequences
of their decisions, but typically they do not know what would have happened if they
had made different decisions. Workers and requesters can behave strategically, so
their incentives need to be taken into account. The problem is to design algorithms
for decision making, on behalf of the platform, the requesters, or perhaps even the
workers.
We can think about this setting from the point of view of each of the three parties,

who face their own choices and have differing motivations and goals:

—Requesters can choose the maximal price they are willing to offer for a given task,
and specify any budget constraints that they have. They may also be able to
choose which prices to offer to given (categories of) workers for given (categories
of) tasks. Further, they may be able to choose which (categories of) workers
they are willing to interact with, and which instances of tasks to assign to each
(category of) worker. The utility of the requester is typically (an increasing
function of) the value that he obtains from completed work minus the price that
he has to pay for this work.

—The platform may match (subsets of) requesters to (subsets of) workers. In
principle, the platform may also be able to modify the offered prices, within
constraints specified by the requesters, and to determine how to charge requesters
and/or workers for their use of the platform. In the long run, the platform cares
about maximizing long-term revenue. In the short term, the platform may care
about keeping workers and requesters happy to attract more business, especially
in the presence of competing platforms.

—Workers can decide whether to accept a task at a given price, and how much effort
to put into it. They may be able to choose between (categories of) tasks, and
may be asked to provide some information such as their interests, qualifications,
and asking prices. Workers care about the amount of money that they earn,
the cost of their labor (in terms of time or effort), and perhaps the amount of
enjoyment they receive from completing tasks.

As parties interact over time, they may be able to learn or estimate workers’ skill
levels, how much workers value their effort and time, the difficulty of tasks, and the
quality level of particular workers on particular tasks.
We focus on two natural versions of the problem: requester-side and platform-

side.1 The requester-side problem is to design a mechanism which makes repeated

1In principle, one could also consider the decision making problems faced by workers. This area

is still largely unexplored and could be a source of interesting research questions. However, we do
not consider it here.
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decisions for a specific requester. The platform-side problem is to design a mecha-
nism which makes repeated decisions for the platform. Both versions should take
into account realistic constraints and incentives of workers and requesters.

3. POSSIBLE MODELING CHOICES

To study and understand any particular aspect of repeated decision making for
crowdsourcing markets, one must first determine a model or framework in which to
work. To date, most theoretical papers on crowdsourcing have proposed their own
models, which are often hard to compare, and with good reason; one could come up
with any number of valid models, and each has its own appeal. However, we would
argue that in order to extract and solve the fundamental issues that are present in
any crowdsourcing market, one must be keenly aware of the (implicit or explicit)
modeling choices they make, and the extent to which their algorithmic ideas and
provable guarantees are sensitive to their modeling assumptions — essentially how
robust results are to modifications in the model.
In this section, we identify a variety of modeling choices for repeated decision

making in crowdsourcing, some of which have been discussed in prior work and some
of which have not. We break these choices roughly into five categories: task design,
platform design, quality of work, incentives and human factors, and performance
objectives, though other categorizations are possible.

Task design. A wide variety of tasks can be crowdsourced. In many tasks, such
as translation [Zaidan and Callison-Burch 2011], audio transcription [Lasecki et al.
2013], image/video analysis [VizWiz ; Noronha et al. 2011], or trip planning [Zhang
et al. 2012], the workers’ output is unstructured. On the other hand, in many
applications currently deployed in the Internet industry, the workers’ output has
a very specific, simple structure such as a multiple-choice question or a free-form
labeling question. In particular, most tasks that the assess relevance of web search
results are structured as multiple-choice questions. The output structure (or lack
thereof) determines whether and how workers’ output can be aggregated. Below
we survey some possibilities in more detail.

• Multiple-choice questions. The simplest structure is a binary question (Is this

a correct answer? Is this spam? ). Alternatively, a question can include more than
two options (Which of these web search results is more appropriate for a given

query? Which of these categories is more appropriate for this website? ) or allow
workers to submit more than one answer when appropriate. Further, the possible
answers may be numeric or otherwise ordered (What age group does this person

belong to? ), in which case the similarity between the answers should be taken into
account.

• Free-form labeling. In image labeling and various classification tasks, a worker
may be allowed to submit arbitrary labels or categories. A worker may be allowed
to submit more than one label for the same task. Some task designs may include a
list of prohibited labels so as to obtain more diverse results.

• Rankings and weights. Some tasks strive to compute more complex structures
such as rankings or relative weights for a given pool of alternatives [Pfeiffer et al.
2012; Mao et al. 2013]. Each worker may be asked to provide either a full ranking
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9 · A. Slivkins and J. W. Vaughan

or weight vector or only a comparison between a given pair of alternatives.

Platform design. All interaction between workers and requesters takes place in
the context of a particular crowdsourcing platform. The platform designer controls
the way in which requesters and workers may interact. In modeling crowdsourcing
markets, one may wish to model the features of a specific existing platform (such as
Amazon Mechanical Turk, oDesk, or TaskRabbit) or explore alternative platform
designs that may lead to improved crowdsourcing markets in the future. In either
case, one must consider the following modeling issues.

• Selection of workers. Does the platform allow requesters to limit their tasks
to specific (categories of) workers, and if so, how? Possibilities range from coarse
platform-defined categories of workers (e.g., filtering by demographic information
or feedback rating/reputation) to allowing requesters to specify arbitrary workers
by worker ID.

• Selection of tasks. How does the platform allow workers to select tasks? Does
a worker see all offerings that are currently in the market? If so, how are they
sorted? Alternatively, the platform could limit the options presented to a given
worker. When the task(s) from a given requester are offered to a given worker, does
the platform allow the requester to restrict which offerings from other requesters
this worker is exposed to?

• Feedback to the requester. What is the granularity of feedback provided to a
given requester by the platform? In particular, does the platform expose the work-
ers’ performance by individual IDs or only coarse categories? Does the platform
expose some or all of the workers’ attributes? Does the platform expose workers’
performance for other requesters? If a worker views a task but ultimately does not
decide to complete it, does the requester of that task learn that it was viewed?

• Temporal granularity. How often does the platform allow a requester to adjust
its selection preferences? How frequently does the platform provide feedback to
requesters? When is it reasonable to assume that workers complete a given task
sequentially, one at a time, and when is it necessary for a model to allow multiple
tasks to be accepted or completed simultaneously?

• Price negotiation. How do requesters negotiate prices with workers? Typically
it is assumed that requesters post one take-it-or-leave-it price, but this is not the
only possibility. Can a requester post different prices to different workers depending
on the workers’ attributes? Can the requester update the price over time? Alterna-
tively, one could imagine a crowdsourcing platform on which workers communicate
minimal asking prices to the requesters and prices are determined via an auction.

• Payments. How do payments happen? The simplest version is that each
worker, upon completion of a task, receives the posted price for that task. Can a
requester specify a payment that depends on the quality of submitted work? If so,
must he declare the exact payment rule up front? In particular, must he commit
to a specific way of determining the quality of submitted work?

• Persistent identities. Does a platform ensure persistent worker identities? How
difficult or expensive is it for a worker to abandon his old identity and create a new
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one, or to create multiple identities?

• Platform-wide reputation. Does the platform maintain a platform-wide repu-
tation score for each worker and/or requester? If so, then how exactly is this score
defined? What properties of this score are guaranteed? How are reputations used?
How are workers and requesters prevented from manipulating their own reputations
and the reputations of others?

• Qualifying tests. Does the platform allow requesters to require workers to pass
a qualification test before being allowed to work for money?

The quality of work. In crowdsourcing environments, both tasks and workers
are highly diverse. Naturally certain workers will be able to complete certain tasks
more proficiently than others, yielding higher quality results, possibly for less effort.
Although the difficulty of a task and the skills of each worker are generally not
known to the platform or requester a priori, they can be learned and refined over
time, though this is made more difficult when the quality of a completed task is
not observable or easily measured, or when the users of the market are themselves
changing over time.

• Worker skills and task difficulty levels. Some workers may be better than oth-
ers at some tasks, and worse than others at other tasks. Ideally, an online algorithm
should learn estimates of workers’ skills for various tasks over time. However, if
each worker has an arbitrary skill level for each task, it will be impossible to gener-
alize based on observed performance. Therefore, it is desirable to model some type
of structure on tasks or workers. Can the inherent skill level of a given worker be
summarized by a single number? Can the inherent difficulty of a task be summa-
rized by a single number? More generally, how should one model a given worker’s
proficiency at a given task?

• Effort. The quality of a worker’s output may also depend on the amount of
effort that the worker puts into the task. How can one model the effect of varying
levels of effort on the quality of completed work?

• Time dependence. Workers’ skills and the quality of their completed work
may change over time, either because of learning (perhaps after completing the
same task several times) or changes in effort level. Additionally, properties of the
population of workers (such as the size of the population or their average quality)
may change over time, for example based on time of day.

• Measurable vs. unmeasurable quality. Some tasks, such as labeling an image
as containing a face or not, or answering a multiple-choice question, have objective
measures of quality; either the provided answer is correct, or it is not. For other
tasks, such as translating a paragraph from one language to another or drawing
a picture, the quality of the work is more difficult to quantify. For tasks without
objective measures of quality, it is necessary to clearly define criteria on which a
task will be judged.

• Observable vs. unobservable quality. Even if the response to a task is objec-
tively right or wrong, as is the case in the image labeling task above, the quality of
submitted work may not be immediately observable; if the requester already knew
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the correct label, he wouldn’t need the worker to provide it. For many tasks of
this form, it is possible for the requester to assign the same question to multiple
workers and estimate the correct answer by consensus; if a statistically significant
(weighted) majority agrees on some answer, it may be safe to assume it is correct.

• Availability of gold standard tasks. In some cases in which task quality is not
observable, a requester may have access to a set of “gold standard” tasks for which
the correct answer is known a priori. He can then use these tasks to bootstrap the
process of learning workers’ skill levels (possibly as part of a separate qualifying
test, if allowed).

Incentives and other human factors. Perhaps the most difficult and controver-
sial aspect of formalizing the repeated decision making problem in a crowdsourcing
environment is modeling the incentives of participants. In the economics literature,
it is standard to model agents as self-interested and rational utility maximizers.
Empirical research studying the behavior of workers on Mechanical Turk suggests
that there may be difficulties applying such models in crowdsourcing settings in
which workers do not have a good sense of their own costs of completing a task and
may choose particular tasks based on intangible qualities such as fun. This leads
to another set of modeling issues.

• Rationality. Do workers behave rationally when choosing tasks to complete
at particular prices? The standard model from economics is that each worker
maximizes a simple well-defined notion of “utility,” (an increasing function of)
payment received minus production cost. However, workers may also take into
account other factors, such as perceived value to society and personal enjoyment.
The significance of these intangible factors in crowdsourcing environments is not
well-understood.

• Effort levels. Can the workers strategically alter the amount of effort that they
put into a given task, or is it assumed that workers complete each task to the best
of their ability?

• Costs. How do the workers evaluate their internal costs for completing a given
task or putting forth a given level of effort? Is this internal cost even a well-defined
quantity? It may, in principle, depend on subjective perceptions (such as value
to society and personal enjoyment), and also on the offered prices (the so-called
anchoring effect [Tversky and Kahneman 1974; Mason and Watts 2009]). Even if
the internal cost is a well-defined quantity, do workers know it?

• Fair price. Workers may have a perception of a “fair price” which is sepa-
rate from their internal costs, and may be reluctant to accept a task at a lower
price [Mason and Watts 2009; Yin et al. 2013].

• Task-specific motivations. In some cases, workers may be motivated by task-
specific factors. For example, if a task involves creating content to be posted on
the web, workers may be motivated by the possibility of receiving attention [Ghosh
and Hummel 2013].

• Myopia vs. long term strategies. How myopic are the workers? When making a
decision about a particular task, do they take into account the effects of this decision
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on their future? For example, a worker may be reluctant to accept highly priced
tasks that she is not suitable for, because her bad performance on these tasks would
impact her reputation score with the platform and/or the requester, and therefore
affect what she is offered in the future. For a similar reason, a worker may accept
an easy but low paying task, or exert additional effort. More generally, workers
may be able to strategically alter their behavior in order to affect the long-term
behavior of a particular requester or the platform.

• Strategic timing. Can the workers strategically choose the time intervals dur-
ing which they are online? If a requester is using an online learning algorithm,
some phases of this algorithm may be more beneficial for workers than others. For
example, if a requester starts out with a low price for a given category of tasks, and
then gradually adjusts it upwards, then workers may want to arrive later rather
than sooner.

Performance objectives. The statement of an algorithmic problem should in-
clude a specific performance objective to be optimized, perhaps under some con-
straints.
A requester-side decision making algorithm typically maximizes the utility of this

requester, i.e., the value of completed tasks minus the payment to the workers. If
the requester has a pre-specified budget, the algorithm may instead maximize the
value of completed tasks subject to budget constraints. In some settings it may be
feasible to take into account the workers’ happiness, so as to encourage them to stay
with this requester in the future. Specifically, in incentive-compatible mechanisms
that elicit workers’ production costs one may wish to optimize the social welfare

– the utility of the requester plus the total utility of the workers – or some other
weighted sum of these two quantities.
For platform-side algorithms, the performance objective might take into account

the utility of requesters, workers, and the platform itself. Assuming the platform
receives a fixed percentage of every transaction, the platform’s revenue is simply
a fixed fraction of the total payment from requesters to workers. One reasonable
objective is a weighted sum of the platform’s revenue and the total utility of the
requesters; the choice of weights is up to the platform. Moreover, the platform
may wish to ensure some form of fairness, so that no requesters are starved out.
Further, the platform may have additional forward-looking objectives that are not
immediately comparable with the platform revenue and requesters’ utility, such as
the market share and the workers’ happiness (to encourage workers to stay with
the platform in the future).

4. SPECIFIC DIRECTIONS

Given the abundance of modeling choices identified, it appears hopeless to seek
out a single unified model that attempts to capture all aspects of repeated deci-
sion making in crowdsourcing markets. Nevertheless, it may be possible to study,
understand, and solve the fundamental issues that arise in this problem space by
carefully choosing specific (families of) models that encapsulate specific salient fea-
tures — especially if we, as a community, keep generalizability and robustness in
mind as we make our modeling and algorithmic choices.
Below we identify and discuss several directions in the problem space that appear
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ripe for near-term progress. As it happens, these directions encompass most existing
work of which we are aware.

4.1 Adaptive task assignment

One problem of interest is assigning tasks to workers with the goal of maximizing
the quality of completed tasks at a low price or subject to budget constraints. In
this task assignment problem, strategic issues are ignored in order to gain analytical
tractability; the model typically does not touch on the way in which prices are set,
and does not include workers’ strategic responses to these prices. It can be studied
in settings in which the quality of work performed is immediately observable or
settings in which it is not.
Much of the existing work on task assignment focuses on classification tasks,

in which workers are asked multiple-choice questions to provide labels for images,
websites, web search results, or other types of queries. Then it is natural to assume
that the quality of performed work (i.e., the correct label) is not immediately ob-
servable; instead, the requester may have a limited supply of gold standard tasks
that can be used to learn more about workers’ skills. While the problem of inferring
the solutions to classification problems using labels from multiple sources has been
studied for decades in various forms [Dawid and Skene 1979; Sheng et al. 2008;
Crammer et al. 2005; 2008; Dekel and Shamir 2009; Welinder et al. 2010], here we
focus on the problem of choosing workers in an online fashion to provide the labels;
this problem is relatively new.
Existing research on task assignment typically focuses on the problem faced by

a single requester. Each worker charges a fixed and known cost per task completed
(which may or may not be the same for all workers), and each task may be assigned
to multiple workers in order to the improve the quality of the final result (as is
necessary for classification tasks). The objective is to optimize a tradeoff between
the total cost and the quality of the completed tasks, for example, minimizing the
total cost of work subject to the quality being above a given threshold. Partial
information on the task difficulty and the workers’ skills may or may not be known,
e.g., in the form of reputation scores or Bayesian priors.
In the most common variant of this problem, workers arrive online and the re-

quester must assign a task (or sequence of tasks) to each new worker as she arrives.
Karger et al. [2011; 2013] introduced one such model for classification tasks and
proposed a non-adaptive assignment algorithm based on random graph generation
along with a message-passing inference algorithm inspired by belief propagation for
inferring the correct solution to each task. They proved that their technique is
order-optimal in terms of budget when each worker finds all tasks equally difficult.
Other models of this form have been studied both for tasks with observable qual-
ity [Ho and Vaughan 2012] and for classification tasks with unobservable quality
but access to gold standard tasks [Ho et al. 2013]. In these papers, the authors uti-
lize online primal-dual techniques [Buchbinder and Naor 2009; Devanur et al. 2011]
and show that adaptive task assignment yields an improvement over non-adaptive
assignment when the pool of available workers and set of tasks are diverse.

Alternatively, one might consider a model in which the requester may choose a
particular worker or category of workers to assign to a particular task rather than
choosing a task to assign to a particular worker. This setting already encompasses

ACM SIGecom Exchanges, Vol. 12, No. 2, December 2013, Pages 4–23



Online Decision Making in Crowdsourcing Markets: Theoretical Challenges · 14

a variety of specific models of varying levels of difficulty, but even a version with a
single task assigned multiple times is quite challenging [Abraham et al. 2013].

It is worth noting that the models described above are not covered by prior work
on multi-armed bandits (where an algorithm observes a reward after each round
and the goal is to maximize the total reward over time). Essentially, this is because
in adaptive task assignment each rounds brings information rather than reward; the
value of this information is not immediately known, and in any case the goal is not
to maximize the total value of collected information but to arrive at high-quality
solutions for the tasks.
On the other hand, multi-armed bandit formulations are more directly applicable

to versions of adaptive task assignment in which the quality or utility of each
completed task is immediately observable, and the goal is to maximize the total
utility over time. The basic version in which the tasks are homogeneous and the
algorithm chooses among workers has been studied in Tran-Thanh et al. [2012];
the novelty here is that one needs to incorporate budget constraints. This version
falls under the general framework that was later defined and optimally solved in
Badanidiyuru et al. [2013a].
The problem formulations surveyed above are quite different from one another,

and the algorithms and theoretical guarantees are therefore incomparable. There
is a lot of room for further work extracting the key features of the task assignment
problem and take-away messages that generalize to a wider range of models and
assumptions.

4.2 Dynamic procurement

Dynamic procurement focuses on repeated posted pricing, as applied to hiring work-
ers in a crowdsourcing market.2 Each interaction between the requester and the
workers follows a very simple protocol: the requester posts a price (for a given task)
which can be either accepted or rejected by the workers.
The basic model of dynamic procurement is as follows. In each round, the re-

quester posts a task and a price for this task, and waits until either some worker
accepts the task or the offer times out. The objective is to maximize the number
of completed tasks under fixed constraints on budget and waiting time. A stan-
dard model of workers’ rationality is assumed. In particular, each worker has a
fixed “internal cost” which is known to the worker but not to the mechanism. A
worker accepts a task only if the posted price for this task matches or exceeds her
internal cost. If multiple such tasks are offered at the same time, the worker picks
the one which maximizes her utility (offered price minus the internal cost). The re-
quester typically has a very limited knowledge of the supply curve, the distribution
of workers’ internal costs. However, the supply curve may be learned over time.

The basic model described above assumes several significant simplifications as
compared to the discussion in Section 3. First, workers cannot strategically ma-
nipulate their effort level in response to the offered prices. Second, workers are
myopic, in the sense that they do not take into account the effects of their decision
in a given round on the future rounds. A standard way to model myopic workers
is to assume that the requester interacts with a new worker in each round. Third,

2The term “dynamic procurement” is from Badanidiyuru et al. [2012; 2013a; 2013b].
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the supply curve does not change over time. Finally, the issues of (explicit) task
assignment are completely ignored.
Despite all the simplifications, this basic model is very non-trivial. Considerable

progress has been made in a recent line of work [Badanidiyuru et al. 2012; Badani-
diyuru et al. 2013a; 2013b; Singla and Krause 2013], but it is not clear whether the
current results are optimal. Further, multiple extensions are possible within the
basic model. For instance, the requester may be interested in multiple categories
of tasks, and may offer more complicated “menus” that allow workers to perform
multiple tasks of the same type.3

One can also consider a platform-side version of dynamic procurement, in which
the platform is in charge of setting posted prices for all requesters, under budget
constraints submitted by the requesters or imposed by the platform. The most basic
goal would be to maximize the total number of completed tasks over all requesters,
perhaps under some fairness constraints.
It is worth noting that dynamic procurement is closely related to dynamic pric-

ing : repeated posted pricing for selling items. In particular, dynamic procurement
on a budget with unknown supply curve has a natural “dual” problem about selling
items: dynamic pricing with limited inventory and unknown demand curve. The
latter problem has received some attention (e.g., [Besbes and Zeevi 2009; Babaioff
et al. 2012; Besbes and Zeevi 2012; Badanidiyuru et al. 2013a]). Moreover, Badani-
diyuru et al. [2013a] consider a general framework which subsumes both problems.

Dynamic procurement can be compared to a more general class of game-theoretic
mechanisms in which workers are required to explicitly submit their preferences
(see, e.g., Singer and Mittal [2013]). Dynamic procurement is appealing for several
reasons (as discussed, for example, in Babaioff et al. [2012] and Chawla et al.
[2010]). First, a worker only needs to evaluate a given offer rather than exactly
determine her internal costs and preferences; humans tend to find the former task
to be much easier than the latter. Second, a worker reveals very little information
about themselves: only whether she is willing to accept a particular offer. Third,
posted pricing tends to rule out the possibility that workers may strategically alter
their behavior in order to manipulate the requester. However, it is possible that
more general mechanisms may achieve better guarantees in some scenarios.

Behavioral effects. In order to ensure that results are applicable to real-world
markets, apart from addressing dynamic procurement under the traditional as-
sumptions on workers’ rationality, it is desirable to incorporate more complicated
behaviors, such as perceived fair prices and the anchoring effect. Then the prices
offered by the requester may influence the properties of the worker population,
namely change workers’ perception of fair prices and/or production costs. The
challenge here is to model such influence in a sufficiently quantitative way, and
design dynamic pricing algorithms that take this influence into account. However,
the existing empirical evidence [Mason and Watts 2009; Yin et al. 2013] appears
insufficient to suggest a particular model to design algorithms for; further, even sur-
veying the potentially relevant models is not easy. To make progress, there needs to

3The general result in Badanidiyuru et al. [2013a; 2013b] applies to some of these extensions, but
the particular guarantees are likely to be suboptimal.
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be a convergence of empirical work on modeling that is geared towards algorithmic
applications, and algorithm design work that is fully aware of the modeling issues.
One can draw upon a considerable amount of prior work on reference prices [Tver-

sky and Kahneman 1991; Putler 1992; Kalyanaram and Winer 1995; Thaler 2008],
and some recent work on dynamic pricing with reference price effects [Popescu and
Wu 2007; Nasiry and Popescu 2011]. However, all of this work is usually in the
context of selling items to consumers, and therefore may not be directly applica-
ble to crowdsourcing. Moreover, Popescu and Wu [2007] and Nasiry and Popescu
[2011] assume a known demand distribution.
In view of the above, one wonders how significant the behavioral effects are in

real-life crowdsourcing markets, and whether it is safe to ignore them in the context
of dynamic procurement. To the best of our understanding, this issue is currently
unresolved; while significant behavioral effects have been observed in specifically
designed, very short-term experiments, it is not clear whether the significance is
preserved in longer-running systems.

4.3 Repeated principal-agent problem

Consider an extension of dynamic procurement to a scenario in which the work-
ers can strategically change their effort level depending on the price or contract
that they are offered. The chosen effort level probabilistically affects the quality of
completed work, determining a distribution over the possible quality levels. Each
worker is characterized by a mapping from effort levels to costs and distributions
over the quality levels; this mapping, called worker’s type, is known to the worker
but not to the mechanism. Crucially, the choice of effort level is not directly ob-
servable by the requester, and cannot (in general) be predicted or inferred from the
observed output. The single-round version of this setting is precisely the principal-

agent problem [Laffont and Martimort 2002], the central model in contract theory,
a branch of Economics.4

Posted pricing is not adequate to incentivize workers to produce high-quality work
in this setting since workers could exert the minimal amount of effort without any
loss of payment. Instead, requesters may want to use more complicated contracts
in which the payment may depend on the quality of the completed work. Note that
contracts cannot directly depend on the worker’s effort level, as the latter is not
known to the requester. The mechanism may adjust the offered contract over time,
as it learns more about the worker population.
To make the problem more tractable, it would probably help to assume that

workers are myopic, and that the quality of completed tasks is immediately ob-
servable. As in dynamic procurement, the issues of task assignment are completely
ignored.
Even with these simplifications, the repeated principal-agent setting described

above is significantly more challenging than dynamic procurement. Essentially,
this because the principal-agent problem is a vast generalization of the simple ac-
cept/reject interaction in dynamic procurement. The space of possible contracts
and the space of possible types are much richer than their counterparts in dynamic
procurement, and the mapping from an action to requester’s expected utility is

4In the language of contract theory, the requester is the “principal” and workers are “agents.”
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more difficult to characterize and analyze. In particular, contracts are not limited
to mappings from observed outcomes to payments. In principle, the requester can
specify a menu of several such mappings, and allow a worker to choose among
them. (It is well-known that using such “menus” one can maximize the requester’s
expected utility among all possible interaction protocols between a single requester
and a single worker [Laffont and Martimort 2002].)
A notable additional complication is that it may be advantageous to reduce the

action space – the class of contracts that an algorithm considers. While reducing
the action space may decrease the quality of the best feasible contract, it may
improve the speed of convergence to this contract, and make the platform more
user-friendly for workers. For example, one may want to reduce the number of items
in the “menu” described above (perhaps all the way to single-item menus), reduce
the granularity of the quality levels considered, or restrict attention to human-
friendly “monotone” contracts, in which higher quality levels always result in higher
payments to the workers.
Perhaps surprisingly, the rich literature in contract theory sheds little light on

this setting. Most work focuses on a single interaction with an agent whose type
is either known or sampled from a known distribution, see Laffont and Martimort
[2002] for background. Some papers [Babaioff et al. 2006; Misra et al. 2012] have
studied settings in which the principal interacts with multiple agents, but makes
all its decisions at a single time point. In Sannikov [2008], Williams [2009], and
Sannikov [2012], the principal makes repeated decisions over time, but the requester
interacts with only a single agent who optimizes the long-term utility. The agent’s
type is sampled from a known prior.
Conitzer and Garera [2006] consider the basic version of the repeated principal-

agent problem — with single-item “menus” and no budget constraints — adapt
several algorithms from prior work to this setting, and empirically compare their
performance. In an ongoing project, Ho et al. [2013] design algorithms with (strong)
provable guarantees for the same basic version, drawing on the connection with
some prior work [Kleinberg et al. 2008; Bubeck et al. 2011; Slivkins 2011] on multi-
armed bandit problems. However, their guarantees make significant restrictions on
the action space. We are not aware of any other directly relevant work (beyond
the work on dynamic pricing, which does not capture the unobservable choice of
worker’s effort level).
Progress on repeated principal-agent problems might suggest improvements in

the design of crowdsourcing platforms. In particular, it may inform the plat-
form’s choice of the action space. Currently even the basic version of the repeated
principal-agent problem is not well-understood.

4.4 Reputation systems

Persistent reputation scores for workers may help limit spam and encourage high
quality work. Likewise, persistent reputation scores for requesters may encourage
requesters to be more considerate towards the workers. Thus, one may want to
design a stand-alone “reputation system” which defines and maintains such scores
(perhaps with the associated confidence levels), as a tool which can be used in dif-
ferent applications and in conjunction with different higher-level algorithms. Rep-
utation systems may be designed to address issues related to either moral hazard
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(when workers’ effort is desirable but not immediately observable) or adverse se-

lection (when similar-looking workers may be different from one another, and it is
desirable to attract workers who are more skilled or competent), or a combination
of the two.
There is already a rich literature on reputation systems for online commerce,

peer-to-peer networks, and other domains; see, for example, Friedman et al. [2007],
Resnick et al. [2000], or the seminal paper of Dellarocas [2005]. However, the basic
models for reputation systems have several limitations when applied to crowd-
sourcing markets. First, there may be domain-specific design goals that depend on
a particular application or (even worse) on a particular algorithm which uses the
reputation scores. Then it may be necessary to design the reputation system and
the platform’s or requesters’ algorithms in parallel, as one inter-related problem.
Second, reputation systems are typically designed separately from task assignment,
which artificially restricts the possibilities and can therefore lead to sup-optimal
designs. Third, whenever the properties of the worker population are not fully
known, there is an issue of exploration: essentially, it may be desirable to give the
benefit of a doubt to some low-rated workers, so as to obtain more information
about them.
Zhang and van der Schaar [2012] and Ho et al. [2012] examine the problem

of designing a reputation system specific to crowdsourcing markets, building on
the idea of social norms first proposed by Kandori [1992]. Social norms consist
of a set of prescribed rules that market participants are asked to follow, and a
mechanism for updating reputations based on whether or not they do. They pair
reputation systems with differential service schemes that allocate more resources
or better treatment to those with higher reputation in such a way that market
participants have the incentive to follow the prescribed rules of the market. The
social norms designed by Zhang and van der Schaar [2012] and Ho et al. [2012]
address only the moral hazard problem, ignoring issues related to adverse selection
by making assumptions about known types, and do so on greatly simplified models
that capture some salient features of crowdsourcing systems (such as the difficulty
of perfectly evaluating the quality of work and the fact that the population may be
changing over time) but ignore many others (such as the vast diversity of workers
and requesters in real systems and the fact that workers may be learning over time).
There is significant room for further research studying more realistic models,

looking simultaneously at moral hazard and adverse selection, and better defining
what an “optimal” reputation system means in general.

4.5 One common theme: The exploration-exploitation tradeoff

Most models surveyed in this section exhibit a tradeoff between exploration and
exploitation, i.e., between obtaining new information and making optimal per-round
decisions based on the information available so far [Cesa-Bianchi and Lugosi 2006;
Bergemann and Välimäki 2006; Bubeck and Cesa-Bianchi 2012]. This tradeoff
is present in any setting with repeated decisions and partial, action-dependent
feedback, i.e., whenever the feedback received by an algorithm in a given round
depends on the algorithm’s action in this round. The explore-exploit tradeoff occurs
in many areas, including the design of medical trials, pay-per-click ad auctions,
and adaptive network routing; numerous substantially different models have been
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studied in the literature, to address the peculiarities of the various application
domains.

An issue which cuts across most settings with explore-exploit tradeoff, includ-
ing those arising in crowdsourcing markets, is whether to use a fixed schedule for
exploration, or to adapt this schedule as new observations come in. In the for-
mer case, one usually allocates each round to exploration or exploitation (either
randomly or deterministically, but without looking at the data), chooses uniformly
at random among the available alternatives in exploration rounds, and maximizes
per-round performance in each exploitation round given the current estimates for
the unknown quantities. In the latter case, which we call adaptive exploration, ex-
ploration is geared towards more promising actions, without sacrificing too much
in short-term performance. Often there is no explicit separation between explo-
ration and exploitation, so that in each round the algorithm does a little of both.
Adaptive exploration tends to be better at taking advantage of the “niceness” of the
problem instance (where the particular notion of “niceness” depends on the model),
whereas non-adaptive exploration often suffices to achieve the optimal worst-case
performance.

For a concrete example, consider a simple, stylized model in which an algorithm
chooses among two actions in each round, each action x brings a 0-1 reward sampled
independently from a fixed distribution with unknown expectation µx, and the goal
is to maximize the total reward over a given time horizon of 100 rounds. One
algorithm involving non-adaptive exploration would be to try each action 10 times,
pick the one with the best empirical reward, and stick with this action from then
on. (However, while in this example choosing the best action in each exploitation
round is trivial, in some settings this choice can be the crux of the solution [Ho
et al. 2013].) On the other hand, one standard approach for adaptive exploration
is to maintain a numerical score (index or upper confidence bound) for each action,
which reflects both the average empirical reward and the sampling uncertainty, and
in each round to pick an action with the highest score.

A closely related issue, endemic to all work on dynamic procurement (and dy-
namic pricing), is discretization of the action space (in this case, the price space).
Essentially, it is complicated to consider all possible prices or price vectors, and
instead one often focuses on a small but representative subset of thereof. For ex-
ample, one may focus on prices that are integer multiples of some a priori chosen
ǫ ∈ (0, 1). While optimizing among the remaining prices is very simple in the most
basic setting of dynamic procurement without budget constraints [Kleinberg and
Leighton 2003], it can be very difficult in more advanced settings [Badanidiyuru
et al. 2013a; 2013b; Singla and Krause 2013]. Prior work on related, but techni-
cally different explore-exploit problems [Kleinberg et al. 2008; Bubeck et al. 2011;
Slivkins 2011] suggests that it may be advantageous to choose the discretization
adaptively, depending on the previous observations, so that the algorithm zooms in
faster on the more promising regions of the action space.

Understanding these issues is crucial to the design of algorithms for repeated
decision making in crowdsourcing systems. At the same time, models designed
specifically for the crowdsourcing domain often present new algorithmic challenges
in explore-exploit learning (as is the case for most work on adaptive task assignment
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and dynamic procurement). Techniques designed to address these challenges may
be applicable more broadly in other scenarios in which the exploration-exploitation
tradeoff arises. (For example, dynamic procurement for crowdsourcing markets is
one of the major motivating examples behind the general framework in Badani-
diyuru et al. [2013a].)

5. CONCLUSIONS

Crowdsourcing is a new application domain for online decision making algorithms,
opening up a rich and exciting problem space in which the relevant problem for-
mulations vary significantly along multiple modeling “dimensions.” This richness
presents several challenges. Most notably, it is difficult for the community to con-
verge on any particular collection of models, and as a result, it is difficult to compare
results and techniques across papers. Additionally, any particular modeling choices
have inherent limitations that are sometimes hard to see. It is not clear a pri-
ori which limitations will impact the practical performance of algorithms, making
claims about robustness difficult to achieve.
In this paper, we attempt to raise awareness of these issues. Towards this goal,

we identify a multitude of possible modeling choices, and discuss several specific
directions in which progress can be made in the near future. We hope that this will
spark discussion and aide the community as it moves forward.
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In this letter we sketch a brief introduction to budget feasible mechanism design. This framework
captures scenarios where the goal is to buy items or services from strategic agents under bud-
get. The setting introduces interesting challenges that arise from the tension between incentive
compatibility and the budget constraint, and leaves many interesting open questions. We will dis-

cuss several application domains that include crowdsourcing, information dissemination in social
networks, and privacy-preserving recommendation systems.

Categories and Subject Descriptors: J.4 [Social and Behavioral Science]: Economics

General Terms: Algorithms, Economics, Theory

Additional Key Words and Phrases: mechanism design, approximation algorithms

1. INTRODUCTION

Consider the following model. There are n agents {a1, . . . , an}, each with a private

cost ci ∈ R+ for selling a unique item or performing a service. There is a buyer
with a budget B ∈ R+ and a combinatorial utility function f : 2[n] → R+ defined
over subsets of agents.1 We say that a mechanism is budget feasible if the payments

it makes to agents do not exceed the budget. The goal is to design an incentive

compatible budget feasible mechanism which yields the largest value possible to the
buyer. This model was introduced in [Singer 2010] and gives us a simple framework
to study procurement in strategic environments. We will start with a few sim-
ple examples that introduce the main ideas in the budget feasibility framework. In
the sections that follow we will describe interesting generalizations and applications.

VCG is inapplicable. We will begin by investigating the celebrated Vickrey-
Clarke-Groves (VCG) framework, adapted to our setting. One way to interpret the
class of VCG mechanisms is that they allocate resources optimally assuming agents
bid truthfully, and enforce prices that support truthful reporting. Now, consider
an instance in which all agents have some small cost ε > 0, the budget is at least
εn and the buyer’s objective is simply to maximize the number of items purchased
(i.e. f(S) = |S|). Our adaptation of VCG finds the optimal solution, which in
this case selects all agents since their costs are small in comparison to the budget.
When considering payments, each agent should be paid B − ε(n − 1), and for a

1We assume agents have quasi-linear utilities and are strategic and rational (i.e. aim to maximize

the difference between the payment they receive and their true costs and are willing to lie about
their costs if and only if it increases their utilities). The budget and utility function of the buyer

are common knowledge, as is the mechanism being implemented. We first discuss direct revelation
mechanisms, i.e. protocols where agents submit bids that represent their declared costs. A solution
is a (possibly randomization over) subset of agents and payment vector.

Author’s address: yaron@seas.harvard.edu.
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sufficiently small ε the total payments exceed the budget by a factor proportional
to the number of agents! Since we require mechanisms whose sum of payments does
not exceed the budget this kind of mechanism is inapplicable.

Approximation is necessary. The above example implies something stronger
than the fact that VCG is generally inapplicable. Due to uniqueness of prices, the
example above suggests that the optimal solution – the allocation which maximizes
the utility of the buyer when all agents’ costs are known – cannot be implemented
truthfully under budget. This is true even for utility functions that are as simple
as the one above and is independent of any computational assumptions. We will
therefore aim to approximate the optimal solution. We will quantify the quality of
a mechanism in terms of its approximation ratio against the full-information opti-
mum. For α ≥ 1 we say that a mechanism is α-approximate if for any input of bids
it allocates to a set S s.t. αf(S) ≥ f(S∗) where S∗ ∈ argmax{

T :
∑

i∈T
ci≤B

}f(T ). 2

In general, nothing works. Consider an instance almost identical to the one
from the previous example where again all agents have small costs ε > 0, the budget
is sufficiently large, i.e. B > εn, but now the utility function the buyer aims to
optimize is the following variant of the cardinality function:

f(S) :=

{

|S| if agent a1 is in S
0 otherwise

A buyer with the above utility function only benefits when a particular agent
a1 is allocated (think of a buyer who wishes to consume as many bottles of wine
as possible, and only a1 sells her bottle with a complementary bottle opener). It
is not hard to be convinced that any truthful mechanism which has a positive
value to the buyer must surrender its entire budget to a1 in this case. So, for
general utility functions no truthful mechanism has a reasonable approximation ra-
tio. Importantly, note that here too this is due to the conflict between truthfulness
and the budget constraint and does not depend on any computational assumptions.

The question is then:

which utility functions have budget feasible mechanisms with reasonable

approximation guarantees?

The first main result we will discuss shows that for any monotone submodular
function there exists a randomized truthful budget feasible mechanism that has a
constant factor approximation ratio. As we will soon see, this result is developed
by a careful study of what we call proportional share mechanisms.

2. THE PROPORTIONAL SHARE MECHANISM

Consider the following mechanism: Sort the n bids so that b1 ≤ b2 ≤ . . . ≤ bn,
and let k be the largest index for which bk ≤ B/k. That is, k is the place where

2We note that similar impossibilities to the ones presented in this letter apply to Bayesian mech-
anisms, implying that positive results for worst-case analysis would be particularly strong.
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Fig. 1. An illustration of the allocation rule of the proportional share mechanism for f(S) = |S|.
The blue line is the curve B/k which is the border of budget feasibility when sharing the budget
equality between agents. The red line is the value of the function we aim to optimize f(S) = |S|.

the curve of the increasing costs intersects the hyperbola B/k (see Figure 1). The
set allocated here is S = {1, 2, . . . , k} and for every agent ai ∈ S the payment that
supports truthful reporting is min{B/k, bk+1}. It is not difficult to verify that this
mechanism is truthful and importantly that it has the property we seek: summing
over the payments that support truthfulness satisfies the budget constraint, and
we therefore have a budget feasible mechanism. Importantly, this mechanism has
a good approximation ratio.

Proposition 2.1. For f(S) = |S| the mechanism is a two-approximation.

Proof. Observe that the optimal solution is obtained by greedily choosing the
lowest-priced items until the budget is exhausted. Assume for purpose of contra-
diction that the optimal solution has ℓ items, and the mechanism returns less than
ℓ/2 items. It follows that c⌈ℓ/2⌉ > 2B/ℓ. Note however, that this is impossible

since we assume that c⌈ℓ/2⌉ ≤ . . . ≤ cℓ, and
∑ℓ

i=⌈ℓ/2⌉ ci ≤ B which implies that

c⌈ℓ/2⌉ ≤ 2B/ℓ, a contradiction.

Somewhat surprisingly, this simple mechanism is in fact optimal.

Proposition 2.2. For f(S) = |S|, no budget feasible mechanism can guarantee

an approximation ratio strictly better than two.

Proof. Suppose c1 = c2 = · · · = cn = B/2 + δ, for some positive δ < B/2.
Let M be a mechanism with a finite approximation ratio and w.l.o.g. assume M
allocates to agent a1. By monotonicity, a1 can reduce her bid to b′1 < B/2− δ and
remain allocated. For this bid vector, (b′1, c−1), Myerson’s characterization [Myer-
son 1981] implies that the payment for agent a1 should be at least B/2 + δ. By
individual rationality and budget feasibility M cannot allocate to any other agent.
Observe that the optimal solution in this case includes two agents.
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We call the mechanism above a proportional share mechanism since it shares the
budget among agents proportionally to their contribution. We will now develop
this idea further and show how it can be applied to monotone submodular utility
functions (f(S) = |S| is a very special case of a submodular function). As we will
briefly discuss, this requires overcoming some fundamental challenges that empha-
size the clash between incentive compatibility and the budget constraint.

Submodular functions. Recall that a function f : 2[n] → R+ is submodular if
f(S∪T ) ≤ f(S)+f(T )−f(S∩T ), and monotone if S ⊆ T implies f(S) ≤ f(T ). For
monotone submodular functions, the marginal contribution of an agent ai given a
subset S, is fS(ai) = f(S∪{ai})−f(S). In an analogous manner to the way in which
we sorted agents according to their bids, when the buyer has a general monotone
submodular utility function we can consider bids by a marginal-contribution-per-
cost order. That is, a sorting where the agent that appears in position i+ 1 is the
agent aj for which fSi

(aj)/cj is maximal, where Si = {a1, a2 . . . , ai} and S0 = ∅. To
simplify notation, we will write fi instead of fSi−1

(ai). Note that f(Sk) =
∑

i≤k fi.
In the presence of submodularity this sorting implies:

f1
c1

≥
f2
c2

≥ . . . ≥
fn
cn

(1)

The proportional share allocation rule. The proportional share allocation

rule sorts agents according to (1) and allocates to agents i ∈ {1, . . . , k} that respect
ci ≤ B · fi/f(Si). For concreteness consider the special case when the utility
function is additive, i.e. each agent ai is associated with a fixed value vi and
f(S) =

∑

i∈S vi. Here the marginal contribution of each agent is independent of
their place in the sorting, and we simply have that fi = vi for all agents. In this
case the proportional share allocation rule produces a budget-feasible mechanism.
The reason is, it assures us that for each agent ai, the payments that support
truthfulness θi do not exceed the agent’s proportional share:

θi = min
{ vi ·B
∑

i∈S vi
,
vi · bk+1

vk+1

}

which is budget feasible since
∑

i θi ≤ B, and bi ≤ θi.
For many special cases of submodular functions, minor adjustments to the pro-

portional share allocation rule produce budget feasible mechanisms with good ap-
proximation guarantees, which in some cases are even optimal (e.g. when f(S) =
|S|). For the more intricate cases of submodular functions however, the propor-
tional share allocation rule does not guarantee budget feasibility. For coverage
functions for example, where each agent is associated with some set of elements Ti

and f(S) = | ∪i∈S Ti|, the marginal contribution of an agent is not fixed, but de-
pends on the subset allocated by the algorithm in the previous stages. In this case,
paying θi as above with fi instead of vi will be under budget but will not support
truthfulness. This is because the payment depends on the marginal contribution
fi, which is determined by ai’s position in the sorting. Since the position in the
sorting depends on the agent’s bid paying fi ·min{B/f(Sk), bk+1/fk+1} is budget
feasible but cannot be truthful (see Figure 2).
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T1
T2

T3T4

Fig. 2. An illustration of a coverage function. Assume each agent ai contributes the set Ti,

and the order in which the proportional share allocation rule selects agents is (a1, a2, a3, a4).
If the mechanism paid agents proportionally to their marginal contribution, agent a4 may wish

to bid 0, which would maximize her marginal contribution since this bid places her first in the
marginal-contribution-per-cost sorting.

For utility functions like coverage the fact that agents’ contributions heavily de-
pend on their bids make it seem like there is little hope in exploring proportional
share mechanisms. Fortunately, it turns out that the proportional share allocation
rule can be modified into a budget feasible mechanism with constant factor approx-
imation guarantee for monotone submodular functions. This is the main technical
result in [Singer 2010] and can be summarized as follows:

(1) Payment characterization. First, we derive a characterization of the truth-
ful payments of the proportional share allocation rule. The characterization
reveals an underlying structure which plays an important role in our design.

(2) Bounding payments. Using the above characterization, we show that for any
monotone submodular function, we can slightly modify the proportional share
allocation rule so that its truthful payments are only a constant factor away
from the agents’ proportional contributions B · fi/f(Sk). We can therefore run
this modified version of the proportional share allocation rule with a constant

fraction of the budget, and the payments will be budget feasible.

(3) Approximation guarantee. Finally, we apply the variation of the propor-
tional share rule over a particular subset of agents and use randomization to
provide a good approximation guarantee without breaking monotonicity of the
allocation rule.3

Theorem 2.3 [Singer 2010]. For any monotone submodular function there ex-

ists a randomized universally truthful budget feasible mechanism with a constant

factor approximation ratio.

3. BEYOND SUBMODULARITY

The positive result for submodular functions opens the possibility for broader classes
of functions to have budget feasible mechanisms. In our introduction we saw a
simple example of a superadditive utility function where no budget feasible with

3The approximation ratio shown in [Singer 2010] was 117.7. Chen, Gravin, and Lu later gave a
much tighter bound of 7.91 using clever analysis [Chen et al. 2011].
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approximation ratio better than n can be obtained (and a similar function can be
constructed to show such a lower bound for randomized mechanisms). It there-
fore seems like the natural class of functions that can potentially allow for budget
feasibility is that of subadditive functions, i.e. f(S ∪ T ) ≤ f(S) + f(T ).

For subadditive utility functions budget feasible mechanisms with polylogarith-
mic approximation ratios were presented in [Dobzinski et al. 2011]. Bei et al. give
a mechanism with a sublogarithmic approximation ratio, and a mechanism with
a constant factor approximation ratio for a class known as fractionally subadditive

functions [Bei et al. 2012]. Interestingly, they also show a budget feasible mech-
anism for subadditive functions with a constant factor approximation ratio when
agents’ costs are drawn from a known distribution. This result opens a new and
exciting direction for Bayesian budget feasible mechanism design. 4

It is in fact an open question whether there exists a budget feasible mechanism
with a constant factor approximation guarantee for subadditive utility functions.
It is important to note that without incentive constraints, a constant factor ap-
proximation algorithm (which relies on access to demand oracles) for maximizing
subadditive functions under a budget constraint exists [Bei et al. 2012]. Since
subadditive functions are arguably the most natural class where budget feasibility
seems possible, whether a constant factor budget feasible mechanism for this class
exists is a fundamental open question.

4. ONLINE LEARNING AND POSTED PRICE MECHANISMS

Throughout our discussion we considered direct revelation mechanisms where the
agents bid their costs. An alternative is posted price mechanisms where the mecha-
nism makes agents “take-it-or-leave-it” offers. In this model we assume agents are
drawn sequentially from an unknown distribution that describes their costs, and
for each agent ai the mechanism posts a price pi. If pi ≥ ci the agent accepts and
the buyer receives the item or service ai sells at the expense of losing pi from the
remaining budget. Otherwise the agent rejects the offer, and the budget and utility
of the buyer remain as they were before making the offer.
The main open question here is whether posted price mechanisms can do asymp-

totically as well as (i.e. a constant factor away from) direct revelation mechanisms.
The technical challenge is to learn enough about distribution under the budget: high
offers quickly exhaust the budget, and low offers can quickly exhaust the pool of
agents. Surprisingly, it turns out that for simple utility functions such as f(S) = |S|,
posted prices are as asymptotically powerful as direct revelation [Badanidiyuru et al.
2012]. Whether this is also true for broader classes of utility functions is open.

4Throughout our discussion we ignored computational and information theoretic considerations.
To give a quick overview, submodular functions and their superclasses may have exponential
representation and thus an efficient algorithm requires an oracle to evaluate these functions. The
results discussed above for submodular functions are obtained using value oracles. For slightly
broader classes there are known impossibility results for optimization with value oracles [Mirrokni

et al. 2008] which apply to our setting as well. The mechanisms described in this section use the
stronger demand oracle model. For more details see [Blumrosen and Nisan 2009].
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5. APPLICATIONS

Influence in Social Networks. In this setting, formalized in [Kempe et al. 2003],
the goal is to select a small set of individuals to become initial adopters or recom-
mend a technology so that the word-of-mouth effect is maximized. In their seminal
work Kempe, Kleinberg, and Tardos showed that for many natural word-of-mouth
processes the task of maximizing influence reduces to maximizing a submodular
function under a cardinality constraint. The underlying assumption in influence
maximization is that every individual has some inherent cost for being a recom-
mender or an initial adopter. Despite the growing availability of personalized data
and the emergence of sophisticated machine learning techniques, inferring personal
costs is a difficult task. The results for submodular functions here imply that indi-
viduals’ costs can be elicited through a truthful mechanism with good performance
guarantees. Budget feasible mechanisms for particular classes of influence functions
as well as experiments on large-scale data are shown in [Singer 2012].

Crowdsourcing. In crowdsourcing markets like Amazon’s Mechanical Turk, re-
questers typically seek to outsource simple human computation tasks such as image
labeling, in a cost-effective manner. Requesters often face task completion dead-
lines and must account for dramatic elasticity in the workforce supply. In addition,
requesters must accommodate the large variance in effort required to complete dif-
ferent tasks, which largely depends workers’ heterogenous skill levels. To automate
the process of pricing crowdsourcing tasks the Mechanical PerkTM platform im-
plements budget feasible mechanisms tailored for crowdsourcing markets that max-
imize requesters’ utilities and minimize payments [Singer and Mittal 2011; 2013].
Singla and Krause develop direct revelation as well as posted price mechanisms
that minimize regret [Singla and Krause 2013b], and applications of budget feasible
mechanisms for crowdsourcing with mobile devices are shown in [Yang et al. 2012].

Data Analysis. There are several interesting applications where data is pro-
cured from strategic agents and the goal is to optimize estimations and predictions.
Roth and Schoenebeck assume costs are drawn from a known distribution and
use a posted price budget feasible mechanism for minimizing variance of an esti-
mator [Roth and Schoenebeck 2012]. Recent work by Horel et al. shows budget
feasible mechanisms for experimental design, and manage to elegantly optimize ob-
jectives such as entropy minimization [Horel et al. 2013].

Privacy-Preserving Systems. In a data-rich era, recommendation systems
aim to strike a fine balance between making useful recommendations while pre-
serving privacy. Budget feasible mechanisms that procure data from users and
maximize prediction in a privacy-preserving manner were developed in [Dandekar
et al. 2013]. For a different set of problems known as community sensing Singla and
Krause develop budget feasible mechanisms for adaptive submodular utilities [Singla
and Krause 2013a].
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6. CONCLUSION

Our goal in this letter is to provide a taste of the challenges and applications of
budget feasible mechanism design. The model fits scenarios in which the buyer
is limited by a budget, or ones where budget feasible mechanism design can serve
other objectives, such as minimizing costs as in the crowdsourcing example. Of
course, our focus in this brief survey was intentionally narrow and one can certainly
consider procurement models with different objectives and different constraints.
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We discuss a new perspective on the classic principal-agent problem, which asks how to optimally
incentivize an agent to exert costly effort on some task, by rewarding him based on his performance.
We review recent results on a robust version of the problem, in which the principal is uncertain
about what actions the agent can and cannot take and evaluates an incentive contract based on
the worst case over possible environments; the worst-case-optimal contracts turn out to take a
simple form.
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1. THE PRINCIPAL-AGENT PROBLEM

Imagine a principal who wants to get an agent to exert effort on some task. Effort
is costly, so the agent won’t do it without some incentives. Specifically, the agent
can be rewarded as a function of his performance. But performance is an imperfect
signal of effort. For example, the agent might be a consultant hired to solve a
problem, and the principal cannot observe how hard he tries, only whether he
succeeds in solving the problem (or, perhaps, how good a solution he provides).
The more effort he puts in, the more likely he is to find a good solution; but he
might simply get lucky and find a good solution without trying, or conversely, might
fail because the problem is really hard even if he puts in considerable effort. The
principal’s problem is then as follows: how to design the contract w(·), mapping
performance y into payment w(y), so as to optimally trade off the goals of inducing
effort and not paying too much.
This principal-agent problem has vast and diverse applications in economics.

Principal-agent models have been used not only to describe employment relations,
but also regulation of monopolies, bank lending, corporate governance, and incen-
tives for politicians. There are also many computation-related applications that
involve incentivizing costly effort, such as motivating investments in network secu-
rity, peer-to-peer routing, or crowdsourcing.
The standard modeling approach assumes given a complete description of the

environment — utility functions for the principal and agent, and knowledge of all
the possible effort levels the agent can exert and the (stochastic) mapping from
effort to outcomes. Given this, in a fairly general formulation, one can find the
optimal contract w(·) by convex programming [Grossman and Hart 1983]. However,
if we want to take this approach literally to design incentive schemes, there are two
difficulties. One is, of course, that it is not very realistic to assume the principal
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knows a complete description of the agent’s possible actions. The other is that
the optimal contract that comes out is often sensitive to the details of the problem
— as often happens with Bayesian mechanism design problems — and can have
unintuitive properties, such as payment not being monotonic in output. To roughly
summarize the state of the literature, the sufficient conditions known to guarantee
a well-behaved optimal contract are fairly restrictive, such as a one-dimensional
choice of effort and a monotone-likelihood-ratio assumption on the resulting output
distributions [Grossman and Hart 1983; Innes 1990].
On the other hand, when explicit performance-based contracts appear in the real

world, they tend to be simple. A particularly common form is linear contracts,
which pay a fixed fraction (say 10%) of whatever output the agent produces [Bhat-
tacharyya and Lafontaine 1995; Chu and Sappington 2007]. This has posed a puzzle
for contract theory [Holmström and Milgrom 1987]: how should the model be writ-
ten so as to accurately account for the prevalence of such contracts? Alternately
put, what do real contract writers know that is missing from the model?

2. ROBUST INCENTIVES

It turns out that uncertainty about the environment is exactly the missing ingre-
dient: Linear contracts provide a guarantee on the principal’s net profit without
requiring much knowledge of the environment. To see this, consider risk-neutral,
quasilinear preferences — so the agent will choose his action to maximize expected
payment minus the cost of effort, and the principal is concerned with expected out-
put minus payment. Assume that the agent can never be paid less than 0. Suppose
that the principal knows the agent has some action he can take that produces an
expected output of 90 (the exact distribution is not important here) at an effort
cost of 10. The principal may know of some other actions as well. But she is not
sure she knows all the possible actions; the agent may have tricks up his sleeve that
she cannot foresee. Now consider a linear contract that pays the agent 1/3 of what-
ever output he produces. By taking this known action, the agent earns an expected
payoff of (1/3) × 90 − 10 = 20. So even if the agent takes some other, unforeseen
action, his expected payoff will be at least 20 (otherwise this action would not be
in his interest). Since the principal pays the agent 1/3 of output and keeps 2/3 for
herself, her payoff is at least twice the agent’s, and thus her expected payoff is at
least 40. So we have a guarantee for the principal.
All well and good; but do linear contracts play a special role in this story? They

do indeed, as shown in [Carroll 2013b] in a quite general version of the model.
Consider the risk-neutral principal and agent, and consider any set A0 of possible
actions by the agent, where an action is described by a (nonnegative) effort cost
and a distribution over (nonnegative) output. A0 describes the actions that the
principal knows the agent can take. Suppose the principal evaluates any contract
by its guarantee — the worst-case expected net profit E[y−w(y)], over all possible
true sets of actions A that contain A0 as a subset. Then, the optimal guarantee is
always attained by a linear contract. Moreover, one can modify the model to make
it more realistic and the conclusion continues to hold. For example, the principal
might know that it is impossible to produce expected output y at a cost of less
than b(y), where b is some given convex function. With this restriction on possible
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actions, the optimal guarantee still comes from a linear contract.

3. INFORMATION ACQUISITION

This same methodology can be fruitfully applied to the problem of studying in-
centives to acquire information. This is an important problem in reality; there
are entire industries built around gathering information. Yet most of the relevant
literature on incentives here — such as scoring rules and prediction markets —
focuses on getting participants to truthfully report what they already know, not on
motivating them to learn more. Indeed, with the usual model of a fully-specified
environment, finding the optimal contract has proven tractable only in special cases
[Zermeño 2011]. But here too, the problem of optimizing guarantees in an uncertain
environment allows us to make inroads.
Suppose there is a finite set of states of the world, and a principal who must make

a decision — say, which of several products to produce and sell — whose payoff
depends on the state. The principal can hire an expert, who can learn about the
state by exerting effort. The expert reports what he learns, the principal makes her
decision, and at some later date, the state becomes publicly revealed. The principal
can promise to pay the expert based on how accurate his report turned out to be;
more precisely, payments can be any function of his report and the realized state
(but, as before, cannot be less than zero). The principal knows some of the actions
the expert can take to seek information — such an action now being represented
by a nonnegative cost of effort and a probability distribution over posterior beliefs
about the state, such that the posterior must on average equal the prior belief. As
before, we assume that there may be other, unforeseen actions, and a contract is
evaluated based on its worst-case guarantee on the principal’s expected profit.
A linear contract in this situation would have the expert report his posterior

belief, then the principal make her optimal decision, and pay some fixed fraction
of her payoff to the expert. Actually, a more general version would include an
additive term, which may be positive or negative and could depend on the state. For
example, if every decision produces a payoff of at least 100 in state ω, the principal
might promise 1/3 × (her payoff, minus 100 if ω is realized). These additive terms
allow the principal to pay less on average without affecting the incentives to acquire
information.
As shown in [Carroll 2013a], the best guarantee in this setting actually comes

from a variant of a linear contract, which specifies a subset D′ of the principal’s
decision set D. The expert is asked to report both the best true decision d ∈ D, as
well as the best restricted decision d′ ∈ D′. The principal follows decision d, but
pays the expert a fraction of the payoff that d′ would have produced in the realized
state, plus some state-dependent additive term. Restricting the set of decisions
D′ helps the principal because it can allow her to make the additive terms lower
without violating the nonnegativity constraint.

4. FURTHER COMMENTS

The work summarized here joins a small but growing literature on how simple mech-
anisms can provide optimal guarantees in uncertain environments. For example,
Frankel [2013] considers the problem of delegating a collection of similar decisions,
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such as asking a teacher to grade many students, where the teacher’s preferences
about the relationship between grade and actual performance are unknown, and
shows conditions under which the optimal mechanism is simply a “budget” specify-
ing how many of each grade should be given. Garrett [2013] considers a procurement
problem, in which the principal can see how much the agent spent to produce a
good, but not how much effort was exerted to bring the costs down, and shows
that the robustly optimal mechanism gives the agent the choice between some fixed
price (in which case he gets to keep any further savings) and full-cost reimburse-
ment. Chassang [2013] gives a class of principal-agent environments in which linear
contracts are robustly optimal, as here, though his objective is the worst-case ratio

of the principal’s profit to total social welfare (or equivalently, to the profit the
principal could attain if she knew the environment).
Because of the pervasiveness and variety of agency models, there are many oppor-

tunities to expand on the work described here, and try to discover similarly simple
optimal contracts in other kinds of environments with uncertainty about agents’
actions. For example, future work could explore possibilities with multiple agents,
multiple principals, hierarchical agency structures, or actions taken sequentially
over time.
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We present a formal framework for handling deviation in settings where players divide resources
among multiple projects, forming overlapping coalition structures. Having formed such a coalition
structure, players share the revenue generated among themselves. Given a profit division, some
players may decide that they are underpaid, and deviate from the outcome. The main insight of
the work presented in this survey is that when players want to deviate, they must know how the
non-deviators would react to their deviation: after the deviation, the deviators may still work with
some of the non-deviators, which presents an opportunity for the non-deviators to exert leverage
on deviators. We extend the overlapping coalition formation (OCF) model of Chalkiadakis et
al. [2010] for cooperation with partial coalitions, by introducing arbitration functions, a general

framework for handling deviation in OCF games. We review some interesting aspects of the model,
characterizations of stability in this model, as well as methods for computing stable outcomes.
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1. INTRODUCTION

Consider a group of players that possesses commodities of various types, and can
generate revenue by combining fractions of their resources. Having divided their
resources and generated profits, players must now agree on some reasonable manner
in which to split the revenue among themselves. The problem of revenue sharing
among collaborative entities is often modeled using cooperative game theory [Peleg
and Sudhölter 2007]; however, classic cooperative game theory assumes that each
player can only join a single coalition, to which it fully allocates its resources, i.e.,
players form a coalition structure by splitting into disjoint groups. In the setting
we describe above, players may join several coalitions, allocating fractions of their
resources to several projects.
Chalkiadakis et al. [2010] propose a model for settings where players divide re-

sources among several projects. Formally, given a set of players N = {1, . . . , n}, a
coalition in an overlapping coalition formation (OCF) game is a vector c ∈ [0, 1]n,
where ci describes the percentage of player i’s resources that are committed to the
coalition c. The value of a coalition c is denoted v(c), i.e., the revenue that can
be generated if players contribute shares of their resources as per c is given by a
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characteristic function v : [0, 1]n → R. Thus, an OCF game is a tuple G = 〈N, v〉.
This definition generalizes classic cooperative games, where a coalition is a subset
of players S ⊆ N , and the characteristic function u : 2N → R is from subsets of N
to R.

When players divide resources among several coalitions, they form a coalition
structure. A coalition structure CS is a list of coalitions (c1, . . . , cm), such that for
all i ∈ N , and for all c ∈ CS , ci is the amount of resources that player i allocates
to the coalition c; naturally, we require that every player contributes at most 100%
of his resources, so

∑
c∈CS

ci ≤ 1.

Having formed a coalition structure CS , the players must agree on a way of
dividing payoffs from coalitions in CS ; such a payoff division, x, consists of a list
of vectors (x(c))

c∈CS
, such that

∑n

i=1 xi(c) = v(c) and if ci = 0 then xi(c) = 0.
That is, the profits of a coalition c should be distributed within the support of c,
i.e., the set of players with ci > 0 (denoted supp(c)). A payoff division that satisfies
these properties is called an imputation for CS . A coalition structure-imputation
pair (CS ,x) is called an outcome.

One is naturally interested in families of outcomes that satisfy certain desirable
properties. Classic cooperative game theory offers several classes of payoff divisions,
or solution concepts; one such class of payoff divisions is called the core. The core
of a classic cooperative game is a payoff division such that for every subset S ⊆ N ,
the total payoff to the set S is at least the revenue that S can generate on its own.
Alternatively, the core can be though of as the set of all outcomes that are resistant
to deviation. A deviation can be thought of as follows: after players partitioned
into disjoint coalitions (in a non-OCF game) and divided profits, a set S ⊆ N

would want to deviate from the resulting outcome if the members of S could work
together, generate a revenue of u(S), and divide this revenue among themselves so
that each member of S receives strictly more than what it currently receives. If no
such set exists, then the outcome is stable.

Defining stability in OCF games should follow a similar line of reasoning; an
outcome (CS ,x) is stable if no set S ⊆ N would want to deviate from it. However,
as Chalkiadakis et al. [2010] note, deviation in OCF games is a complex matter.
Consider a simple exchange market, where a single seller s provides some commodity
to two buyers, b1 and b2. The seller s has 100kg of sugar; he agrees to sell 40kg to
b1 and 60kg to b2, and does so with a uniform price of 5$ per kg, for a total revenue
of 200$ from b1 and 300$ from b2. Suppose that another buyer, b3, wants 30kg of
sugar, offering 7$ per kg. Here, s would want to withdraw 30kg of sugar that were
committed to b1 and b2, and sell them to b3. Suppose s withdraws 30kg from b1 and
sells them to b3; the profitability of this action depends on what happens after the
deviation. One option is that nothing happens; b1 would buy the remaining 10kg
of sugar from s. Alternatively, b1 could refuse to collaborate with s if s deviates,
since he feels cheated. In this case, it is still worthwhile for s to switch to working
with b3 (he earns 10$ more), albeit less so. A third possibility is that b2 would not
work with s either, for example, if b1 and b2 form a cartel. While b2 was effectively
not hurt by s’s actions, he may still not wish to work with him, or at the very least
threaten to do so in order to deter s from deviating.

To conclude, when assessing the desirability of deviation in OCF games, a devi-
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ating set must know how others react to the deviation.
Chalkiadakis et al. [2010] identified this interesting feature of OCF games, and

introduced three possible reactions to deviation: the conservative, refined, and
optimistic reaction. Under the conservative reaction, S may expect no payoffs from
any coalition; like in the non-overlapping case, it assumes that it is “on its own” if
it deviates, and assesses the desirability of deviation against the most that it can
make on its own. Under the refined reaction, S may expect payoff from all coalitions
that were not changed by the deviation; if a deviating set does not change some
coalition c when it deviates, it keeps its original payment from c. Finally, under
the optimistic reaction, S may still receive payoff from a coalition c, if it can reduce
its contribution to c while still paying all agents in N \S the same amount they got
from c under (CS ,x); in other words, S may withdraw resources from a coalition,
so long as it agrees to assume the damage that its deviation caused.

2. ARBITRATION FUNCTIONS

The three possible reactions to deviation that Chalkiadakis et al. [2010] describe
are by no means exhaustive: there can be many reactions to deviation, and they
may be quite general in their nature. A reaction that is moderated by a contrac-
tual agreement between involved parties can be quite complex, detailing fines and
rewards, depending on what changes to the original agreement are made.
Zick and Elkind [2011] propose a framework that is able to capture such general

behavior using a single function that specifies what happens when a set deviates.
When a set S deviates from an outcome (CS ,x) it specifies how much resources it
withdraws from each coalition that is not fully controlled by it, i.e, given a coalition
c ∈ CS such that supp(c) contains non-S members, the way that S deviates from
c is given by a vector δ(c) such that δ(c) ≤ c, and supp(δ(c)) ⊆ S. The first
requirement states that S cannot withdraw more from c than what it has invested
to begin with, and the second ensures that only members of S withdraw resources
from c. The arbitration function [Zick and Elkind 2011] is a function α that, given
i) an outcome (CS ,x) ii) a set S ⊆ N iii) a deviation δ of S from CS and iv) a
coalition c ∈ CS containing non-S members, assigns a payoff α(c) ∈ R. Note that
α can be any number in R: it may be negative, i.e., a coalition may fine deviators,
and it may be arbitrarily high, i.e., actively rewarding deviation.
We let S use whatever resources it withdrew from CS using δ plus whatever

resources are in coalitions it fully controls to generate revenue. This revenue, plus
the payoffs to S from coalitions it deviated from, given by α(c), is the total revenue
S gets from deviating. Given an outcome (CS ,x) and a set S, let A∗(CS ,x, S) be
the most that S can get by deviating from (CS ,x). This framework generalizes the
reactions to deviation described by Chalkiadakis et al. [2010]. Under the conserva-
tive arbitration function, αc(c) ≡ 0: S always receives nothing from non-deviators.
For the refined arbitration function, αr(c) is the payoff to S from c under (CS ,x)
iff δ(c) = 0n, i.e., if S does not change a coalition, it is allowed to keep all of its
payoffs from that coalition. Finally, for the optimistic arbitration function, we have
αo(c) =

∑
i∈S

xi(c) + v(c− δ(c))− v(c); that is, c pays S its original payoff, plus
the marginal loss its deviation has caused.
Using arbitration functions, we can easily define other reactions to deviation: the
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sensitive arbitration function allows the deviators to keep payments from coalitions
whose members were not hurt by the deviation. Formally, αs(c) =

∑
i∈S

xi(c) iff
δ(c′) = 0n for all c′ ∈ CS such that supp(c′)∩ supp(c)∩ (N \S) 6= ∅. This example
shows that the amount that S receives from a coalition c need not depend just on
the effect that S had on c.

A deviation of S from (CS ,x) is called A-profitable if S can use the resources
it withdrew to generate profits, and divide those profits plus the payoffs from the
arbitration function so that every i ∈ S gets strictly more than pi(CS ,x). Finding
A-profitable deviations is a complex task: if, after deviation, S forms a coalition
structure CSd, it must choose an imputation xd ∈ CSd; thus, payoffs to players
must satisfy the no side payments rule. Similarly, α(c) can only be divided among
players in S who still contribute to c after the deviation. It is possible that even if
A∗(CS ,x, S) is strictly more than the total payoff to S under (CS ,x), there is no
way for S to divide revenue from the deviation in such a way that every i ∈ S is
strictly better off. However, Zick and Elkind [2011] show the following result.

Theorem 2.1 [Zick and Elkind 2011]. If A∗(CS ,x, S) is more than the pay-
off that S receives under (CS ,x), then there is a subset S′ ⊆ S that can A-profitably
deviate.

Theorem 2.1 implies an equivalence between outcomes where all S ⊆ N are paid
at least A∗(CS ,x, S), and outcomes where no S ⊆ N can A-profitably deviate from
(CS ,x). Such outcomes are called A-stable; the A-core of an OCF game G is the
set of all A-stable outcomes.

3. CHARACTERIZING A-STABILITY IN OCF GAMES

How can we decide if an OCF game admits a stable outcome? In classic cooperative
games, this question is answered by the Bondareva–Shapley theorem [Bondareva
1963; Shapley 1967]. Briefly, a collection of weights (δS)S⊆N is called balanced if for
all i ∈ N ,

∑
S:i∈S

δS = 1, and δS ≥ 0 for all S ⊆ N . Bondareva [1963] and Shapley
[1967] show that a cooperative game G = 〈N, u〉 has a non-empty core iff for any
balanced collection of weights,

∑
S⊆N

δSv(S) ≤ opt(G), where opt(G) is the value
of an optimal coalition structure in G. Zick et al. [2012] show that OCF games with
A-stable outcomes admit a similar characterization.
Sometimes, stability of an OCF game can be derived from the stability of a

related classic game. Specifically, given an OCF game G = 〈N, v〉, the discrete
superadditive cover of G is a classic game Ḡ = 〈N,Uv〉 where Uv(S) is the most
that the members of S can make using only their resources. Zick et al. [2012] show
that the conservative core of G is essentially equivalent to the (classic) core of the
discrete superadditive cover of G.

Theorem 3.1 [Zick et al. 2012]. Given an optimal coalition structure CS and
a payoff division p in the core of Ḡ = 〈N,Uv〉 there exists an imputation x ∈ I(CS )
such that each player i ∈ N receives a total payoff of pi under (CS ,x).

Theorem 3.1 immediately implies that if the discrete superadditive cover of G is
convex [Shapley 1971], then the conservative core of G is not empty. Further,
all optimal coalition structures are equally easy to stabilize: if CS ,CS ′ are two
optimal coalition structures and the conservative core of G is not empty, there exist
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imputations x ∈ I(CS ) and x
′ ∈ I(CS ′) such that (CS ,x) and (CS ′,x′) are both in

the conservative core, and the payoff to any player i ∈ N is the same under (CS ,x)
and (CS ′,x′).
In contrast, for the refined core the latter property does not hold: it is possible

that even if CS is an optimal coalition structure and the refined core is not empty,
there is no x ∈ I(CS ) such that (CS ,x) is in the refined core. This indicates that
the refined core is considerably more complex than the conservative core. Zick et al.
[2012] characterize refined-stable outcomes in a manner similar to the Bondareva–
Shapley theorem. Using this characterization, one can show a sufficient condition
for the non-emptiness of the refined core of a game.

Theorem 3.2. Given an OCF game G = 〈N, v〉, if v∗ is homogeneous of degree
k ≥ 1, then the refined core of G is not empty.

In fact, one can show that when v∗ is homogeneous of degree k ≥ 1, any optimal
coalition structure can be stabilized with respect to the refined arbitration function.

4. COMPUTING A-STABLE OUTCOMES

There is a well-established body of literature studying computational aspects of
cooperative games (see [Chalkiadakis et al. 2011]). Chalkiadakis et al. [2010] study
some computational issues in OCF games, focusing their attention on a class of OCF
games called threshold task games, and conservative core stability. Zick et al. [2012]
study computational aspects of general classes of OCF games. They show that,
while the problem of finding A-stable outcomes is (rather unsurprisingly) NP-hard,
it is possible to find A-stable outcomes in polynomial time if players are limited
in their interactions: i) their resources are integer weights that are polynomial in
n; ii) they are not allowed to form large coalitions; and iii) their interactions are
simple in structure (they form a tree, or, more generally, have bounded treewidth).
Zick et al. [2012] also observe that the complexity of finding A-stable outcomes is
highly dependent on the structure of A; if A takes on too complex a structure (for
example, if it is given by a complicated legal contract), it is NP-hard to decide if
an outcome is A-stable. In other words, if we assume bounded rationality, then a
complex arbitration function is an effective barrier to deviation.
Finally, Zick et al. [2012] study a class of games (linear bottleneck games, or

LBGs) which are guaranteed to have a non-empty optimistic core; this class is a
generalization of multicommodity flow games, and captures several fractional com-
binatorial optimization problems (such as fractional matching markets, fractional
graph covering, etc.).

5. DISCUSSION

We believe that the main contribution of the works described in this survey is the
introduction of a new paradigm for studying strategic interactions among rational
agents. Non-deviators can also be strategic, and use their leverage in order to
enforce certain outcomes. Enforcement can be either in the form of hefty penalties
for deviation, or via exacting high computational costs on deviators. Non-deviator
reaction has been implicitly studied before—every strategic interaction must assume
something about the behavior of non-deviators—and has recently received attention
outside the framework of OCF games. Brânzei et al. [2013] study different reactions
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to deviations in stable matching, and Ackerman and Brânzei [2012] study reactions
to deviations in collaboration networks, and the Nash equilibria that result. Other
research fields could also benefit from reexamining the way non-deviators react to
deviations in strategic settings.
In this survey, we present a general framework for handling deviation in OCF

games, and discuss algorithmic and game-theoretic properties of the resulting model.
Our work can be extended in several interesting ways. First, while exact algorithms
for computing solution concepts in OCF games have been studied, approximately
A-stable outcomes are also of interest; this is akin to the cost of stability in classic
cooperative games [Bachrach et al. 2009]. Second, while we identify properties of
OCF games that ensure stability for a given arbitration function, one can alterna-
tively fix an OCF game G, and identify arbitration functions that ensure that G is
stable.
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Bounding the price of stability of undirected network design games with fair cost allocation is a
challenging open problem in the Algorithmic Game Theory research agenda. Even though the
generalization of such games in directed networks is well understood in terms of the price of
stability (it is exactly Hn, the n-th harmonic number, for games with n players), far less is known
for network design games in undirected networks. The upper bound carries over to this case as

well, while the best known lower bound is 2.245. For more restricted but interesting variants of
such games, such as broadcast and multicast games, sublogarithmic upper bounds are known,

while the best known lower bounds are 1.818 and 1.862, respectively. In this letter, we discuss a
recent breakthrough in this field of research: an O(1) upper bound on the price of stability for
undirected broadcast games.

Categories and Subject Descriptors: C.2.1 [Network Architectures and Design]: Distributed

Networks; G.2.2 [Graph Theory]: Network Problems; J.4 [Computer Applications]: Social
and Behavioral Sciences—Economics

General Terms: Algorithms, Economics, Performance, Theory

Additional Key Words and Phrases: Pure Nash Equilibria, Price of Stability, Network Formation

Games

1. PROBLEM STATEMENT AND RELATED WORKS

A network design game with fair cost allocation (from now on, simply, network

design game) is defined by an edge weighted connected graph G = (V,E, c), with
c : E → R≥0, and a set N of n players, where each player i ∈ N wants to connect
a pair (si, ti) of nodes of G. Intuitively, nodes of G model network endpoints and
each edge e ∈ E represents a link of realization cost c(e) which can be potentially
established among two endpoints. Each player i ∈ N wants to choose an (si, ti)-
path in G (a strategy) so as to minimize her cost, knowing that the cost of each
edge in a strategy profile (a combination of strategies, one for each player) is equally
shared among the players making use of it. Depending on whether G is directed or
undirected, we talk of directed or undirected network design games, respectively. A
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relevant and extensively investigated special case of network design games occurs
when si = s for each i ∈ N and is called multicast game; moreover, broadcast

games are multicast games in which there is a player associated with every node of
G except for s.

Each network design game is an instance of congestion games, a well-known and
studied class of games admitting an exact potential function, that is, a function
from the set of all possible strategy profiles to the reals such that the difference
in the potential value between two strategy profiles that differ in the strategic
choice of a single player is equal to the difference of the costs experienced by this
player in these two profiles, see [Rosenthal 1973]. This immediately implies the
existence of a pure Nash equilibrium for these games: in fact, since any sequence
of improving deviations by the players strictly decreases the value of the potential,
a local minimum of the potential, which corresponds to a pure Nash equilibrium,
will eventually be reached in a finite number of steps.

The quality of a strategy profile is naturally measured by the realization cost
of the induced network, which is given by the sum of the realization costs of the
selected edges. Unfortunately, a network corresponding to a pure Nash equilibrium
may be much more costly than the ones which could be potentially enforced by
a dictatorial designer. To this end, the notions of price of anarchy and price of

stability measure the deterioration of performance due to the presence of selfish
players. In particular, the price of anarchy is defined as the worst-case ratio of
the realization cost of the network induced by a pure Nash equilibrium and that
of a minimum cost network which satisfies the connectivity requirements of all the
players. The price of stability, instead, considers the best-case ratio, thus bounding
the minimum loss of performance that has to be suffered because of the lack of a
central coordinator.

Network design games were introduced in [Anshelevich et al. 2004], where it is
proved that the price of stability is at most Hn (it is quite easy to see that the
price of anarchy is equal to n even for undirected broadcast games). The proof
considers a Nash equilibrium that can be reached from a minimum cost network
when the players perform arbitrary improving deviations. The main used argument
is that the potential of this Nash equilibrium is strictly smaller than the one of
the minimum cost network and the proof follows by exploiting the fact that the
potential function of Rosenthal approximates the cost of the network induced by
a strategy profile within an Hn multiplicative factor. For directed graphs, the Hn

bound was also proved to be tight even in broadcast games. Although the upper
bound proof carries over to undirected network design games, the lower bound does
not. Hn is the only known upper bound for undirected network design games, while
better results have been achieved for undirected multicast and broadcast games, for
which [Li 2009] and [Fiat et al. 2006] present upper bounds of O(log n/ log log n) and
O(log log n), respectively. Recently, the latter has been improved to O(log log log n)
in [Lee and Ligett 2013]. Despite these super-constant upper bounds and the effort
of many researchers, the best known lower bounds for these three classes of games
are 2.245, 1.862 and 1.818, respectively, as shown in [Bilò et al. 2013a].

ACM SIGecom Exchanges, Vol. 12, No. 2, December 2013, Pages 42–45



The Price of Stability of Fair Undirected Broadcast Games is Constant · 44

2. OUR CONTRIBUTION

In our recent paper [Bilò et al. 2013b], we show the following breakthrough result.

Theorem 2.1. The price of stability of undirected broadcast games is O(1).

The theorem is proved in a constructive way by giving an (inefficient) algorithm
which, starting from an optimal strategy profile (for undirected broadcast games
such a profile is induced by a minimum spanning tree T ∗ of G), carefully combines
improving deviations with batches of deviations which, although not being improv-
ing deviations for any player, are able to lower the potential value when considered
as a whole. When the algorithm terminates it returns a Nash equilibrium whose
induced network has a realization cost proportional to the one of T ∗.
The key ingredient of our approach is a novel technique that we call homogeniza-

tion. It is based on the idea that, when two players i and j at distance dij from
each other in T ∗ experience a significantly different cost in a certain profile S, then
it is possible to perform a homogenization process, that is a “transformation” of S
into a new homogeneous profile S′ with a lower potential. A homogeneous profile
has the fundamental property that the difference between the costs incurred in it
by any two players i and j is upper bounded by a poly-logarithmic factor in dij .
Assume that a player i, by performing an improving deviation, introduces an

edge e not belonging to T ∗ in the current strategy profile. Such an edge is called
a critical edge. It is possible to show that, after homogenizing, either there exists
a subsequent improving deviation that immediately removes e from the current
profile or there exists another transformation, called the absorption process, which
rebuilds a significant portion of T ∗ around edge e and yet decreases the potential
value. In particular, thanks to the fundamental property of homogeneous profiles,
the absorption process removes all critical edges (if any) previously inserted by all
the players whose distance from i in T ∗ is exponential in the realization cost of e.
By suitably scheduling improving deviations together with homogenization and

absorption processes, our algorithm finally arrives at a local minimum S of the
potential function (i.e., a Nash equilibrium) approximating the realization cost of
T ∗ by a constant factor.
Many technicalities need to be addressed in order to make this general idea

work. For instance, the fact that critical edges have to be partitioned into classes
with respect to their realization cost, the fact that during the homogenization and
absorption processes the costs of the involved players might decrease due to the
effect of the congestions caused by previous deviating players, and so on. Details
can be found in [Bilò et al. 2013b].

3. OPEN PROBLEMS

Although asymptotically matching upper and lower bounds have been achieved for
the price of stability of undirected broadcast games, there is still a huge gap in
the constants hidden inside the big–O notation which need to be further reduced.
Moreover, and perhaps more importantly, it would be nice to understand whether
homogenization could be exploited to improve the currently known upper bounds
also for the more general cases of undirected multicast games and undirected net-
work design games.
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Bilò, V., Flammini, M., and Moscardelli, L. 2013b. The price of stability for undirected
broadcast network design with fair cost allocation is constant. In Proceedings of the 54th

Symposium on Foundations of Computer Science (FOCS). IEEE Computer Society, 638–647.

Fiat, A., Kaplan, H., Levy, M., Olonetsky, S., and Shabo, R. 2006. On the price of sta-
bility for designing undirected networks with fair cost allocations. In Proceedings of the 33rd
International Colloquium on Automata, Languages and Programming (ICALP). LNCS 4051,
Springer, 608–618.

Lee, E. and Ligett, K. 2013. Improved bounds on the price of stability in network cost sharing
games. In Proceedings of the 14th ACM Conference on Electronic Commerce (EC). ACM
Press, 607–620.

Li, J. 2009. An O(logn/ log logn) upper bound on the price of stability for undirected shapley
network design games. Information Processing Letters 109, 15, 876–878.

Rosenthal, R. W. 1973. A class of games possessing pure-strategy Nash equilibria. International
Journal of Game Theory 2, 65–67.

ACM SIGecom Exchanges, Vol. 12, No. 2, December 2013, Pages 42–45



Strategyproof Facility Location with Concave Costs

DIMITRIS FOTAKIS

National Technical University of Athens

and

CHRISTOS TZAMOS

Massachusetts Institute of Technology

In k-Facility Location games, n strategic agents report their locations on the real line and a

mechanism maps them to k facilities. Each agent seeks to minimize her connection cost to the
nearest facility and the mechanism should be strategyproof and approximately efficient. Facility
Location games have received considerable attention in the framework of approximate mechanism
design without money. In this letter, we discuss some recent positive results on the approximability
of k-Facility Location by randomized strategyproof mechanisms. Interestingly, these results hold
even if the agents’ connection cost is a concave cost function of the distance.

Categories and Subject Descriptors: F.2 [Theory of Computation]: Analysis of Algorithms
and Problem Complexity; J.4 [Computer Applications]: Social and Behavioral Sciences—
Economics

General Terms: Algorithms, Theory, Economics

Additional Key Words and Phrases: Algorithmic Mechanism Design, Facility Location Games

1. INTRODUCTION

Facility Location games provide an elegant model of collective decision making
when the outcome consists of k ≥ 1 components (e.g., public facility locations, po-
litical representatives), each agent is interested in her most preferable component,
and the agents have a structured and homogeneous view towards different alterna-
tives, usually quantified by an embedding of the alternatives in a metric space. Due
to the rich additional structure in the domain, several classes of Facility Location
games escape the impossibility result of Gibbard-Satterthwaite and allow for in-
teresting and socially efficient strategyproof mechanisms. A classical result in this
direction concerns the choice of a location on the real line based on single-peaked
preferences. Moulin [1980] proved that the class of deterministic strategyproof
mechanisms for this problem coincides with the class of generalized median mecha-
nisms. Subsequently, Schummer and Vohra [2002] extended this characterization to
tree networks, but also proved that for non-tree networks, any onto strategyproof
mechanism is a dictatorship.
To circumvent similar impossibility results applying to more complex (and more

interesting) cases of Facility Location games, researchers have recently adopted an
optimization viewpoint, originally suggested by Procaccia and Tennenholtz [2009].
The general idea is to consider the well known optimization problem of k-Facility
Location and investigate the best approximation ratio achievable by (deterministic
or randomized) strategyproof mechanisms.
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1.1 The Model and Related Work

Along these lines, we consider k-Facility Location on the line, where k locations are
chosen based on the preferences of n strategic agents. Each agent i has an ideal
location xi ∈ R, which is private information, and a mechanism maps the agents’
reported locations to a vector ~z = (z1, . . . , zk) of k facility locations. Each agent i
evaluates the outcome according to her connection cost, given by a nonnegative and
nondecreasing function c(di) of the distance di = minj∈[k] |xi − zj | of i’s true ideal
location to the nearest facility. The agents seek to minimize their connection cost
and may misreport their ideal locations in an attempt to manipulate the mechanism.
Hence, the mechanism should be strategyproof, i.e., should ensure that no agent can
improve her connection cost by misreporting her location.
The goal of the society is to minimize a function of the agents’ connection cost.

Most prominent among them are the objective of Social Cost, which considers
the total connection cost of the agents, and the objective of Max Cost, which
considers the maximum connection cost of an agent. So, in addition to the essential
requirement of strategyproofness, the mechanism should either optimize or achieve a
reasaonable approximation ratio to the designated objective function, thus ensuring
that the outcome is socially efficient (or at least, tolerable).
Recently there has been a considerable interest in quantifying the best approxima-

tion ratio achievable by strategyproof mechanisms for k-Facility Location when the
agents’ connection cost is linear in their distance to the nearest facility. The main
message is that deterministic strategyproof mechanisms can achieve a bounded ap-
proximation ratio1 only if we have at most 2 facilities [Procaccia and Tennenholtz
2009; Fotakis and Tzamos 2013a]. On the other hand, randomized mechanisms are
known to achieve better approximation ratios for 2 facilities and also a bounded
approximation ratio if we have any number k of facilities and only k + 1 agents
[Escoffier et al. 2011]. Notably, instances with only k + 1 agents are known to be
hard for deterministic mechanisms.

2. THE EQUAL-COST MECHANISM

In [Fotakis and Tzamos 2013b], we present a simple randomized mechanism, the
so-called Equal-Cost, which applies to instances with any number k of facilities
and any number n of agents, and is the first known strategyproof mechanism with
a bounded approximation ratio for all k and n.

Equal-Cost works by equalizing the expected connection cost of all agents, and
essentially achieves strategyproofness by fairness. For simplicity, let us first focus
on the identity cost function c(d) = d. Then, given the number k of facilities and
the vector ~x = (x1, . . . , xn) of the agents’ reported locations:

Step 1. Equal-Cost computes an optimal covering of all agent locations with
k disjoint intervals [αj , αj + ℓ] that minimizes the common interval length ℓ.

Step 2. Let X be a random variable taking on the values of 0 and ℓ equiprobably.

Step 3. For every interval [αj , αj + ℓ], Equal-Cost places a facility at αj +X,
if j is odd, and at αj + ℓ−X, if j is even.

1The approximation ratio of a k-Facility Location mechanism is bounded if it only depends on n,
k, and possibly c. We note that this property is essentially objective-independent.
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We can efficiently compute, in step 1, a covering of ~x with k disjoint intervals
of minimum length ℓ. By the definition of ℓ, the optimal maximum cost is ℓ/2.
Since Equal-Cost places a facility at each interval, the distance of any agent to
the nearest facility is at most ℓ. This implies an approximation ratio of 2 for the
objective of Max Cost and an approximation ratio of n for the Social Cost.

Equal-Cost ensures that the expected connection cost of every agent is equal to
ℓ/2 and independent of her location. This holds because if an agent has connection
cost δ when the facility is located at the left endpoint of her interval, her connection
cost is ℓ − δ when the facility is located at the right endpoint. Since, in step 2,
we choose among the two outcomes equiprobably, the expected cost of the agent is
ℓ/2, i.e., independent of her location. We also note here that the correlation in the
facility placement, introduced in step 3, is needed to guarantee that no agent can
get a lower connection cost because of a facility in a different interval.

Intuitively, strategyproofness follows because every agent is only interested in the
interval length ℓ, and Equal-Cost makes ℓ as small as possible. Therefore, it is
not profitable for an agent to misreport her location and increase ℓ. Moreover, even
if an agent reports a false location that causes the interval length to decrease from
ℓ to ℓ′, the distance of her true location to the nearest interval is at least ℓ − ℓ′.
Hence, the expected connection cost of any liar is always greater than ℓ/2, which
implies that Equal-Cost is strategyproof (and also group strategyproof).
The properties of Equal-Cost reveal an interesting separation between de-

terministic strategyproof mechanisms, whose approximation ratio for Max Cost

jumps from 2 to unbounded when k increases from 2 to 3, and randomized strate-
gyproof mechanisms, whose approximation ratio remains at most 2 for all k.
Moreover, for any given concave cost function c(d), we can construct, in step 2,

a random variable X, taking on values in [0, ℓ], such that all locations covered by
an interval have the same expected connection cost E[c(X)]. With such a random
variable X in step 3, Equal-Cost retains the properties outlined above, including
group strategyproofness and the approximation guarantees. On the negative side,
a similar result is not possible for the class of all convex cost functions, in the sense
that there are convex cost functions c for which the approximation ratio of any
randomized strategyproof mechanism cannot be bounded in terms of n, k, and c.

Considering arbitrary concave cost functions, we not only show that good ran-
domized strategyproof approximations are possible for a more general setting of
k-Facility Location, but also take a first step towards closing the gap between lin-
ear connection costs, which are common in Combinatorial Optimization, and the
general setting of single-peaked preferences, which is standard in Social Choice. The
goal would be to have mechanisms that are strategyproof for any (even unknown)
cost function c in a large class of functions, just as generalized medians are strat-
egyproof for any collection of single-peaked preferences, while the approximation
ratio may depend on some quantitative properties (e.g., the derivative) of c.

3. THE PICK-THE-LOSER MECHANISM

Equal-Cost performs quite well for the objective of Max Cost, but may perform
poorly for the objective of Social Cost. E.g., in the extreme case of n = k + 1
agents, where one can easily satisfy all but one of them, Equal-Cost imposes an
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unreasonably high expected connection cost on all agents for the sake of fairness.
In [Fotakis and Tzamos 2013b], we present a natural randomized mechanism, the

so-called Pick-the-Loser, that applies to instances with only k + 1 agents and
achieves a good approximation ratio for the objective of Social Cost. The idea
is to place a facility at the locations of all agents but one, who is designated as the
loser. The Social Cost is minimized if the agent with the minimum connection
cost (given that all other agents get a facility) is the loser. Since such a deterministic
greedy selection is not strategyproof, we select the loser in a randomized way that
balances the bias towards small connection costs against strategyproofness. Specif-
ically, given the cost function c and the agents’ reported locations ~x = (x1, . . . , xn),
where x1 < x2 < · · · < xn, Pick-the-Loser works as follows:

Step 1. For each even-numbered agent i, it selects si ∈ (0, 1) uniformly at random
and computes i’s scaled connection cost ci = minj 6=i c(|xj − xi|)/si.

Step 2. The even-numbered agent with the minimum scaled connection cost is
designated as the loser. A facility is placed at the locations of all other agents.

We note that Pick-the-Loser treats odd-numbered and even-numbered agents
differently. The intuition is that after allocating a facility to all odd-numbered
agents, the facility allocation to even-numbered agents can be regarded as an allo-
cation of n′ = ⌊n/2⌋ − 1 identical private goods to n′ agents, where the connection
costs correspond to the agent valuations.
For any given concave cost function c, Pick-the-Loser is group strategyproof

and achieves an approximation ratio of 2 for the objective of Social Cost and
an approximation ratio of 4 for the objective of Max Cost. Furthermore, this
result suggests that the idea of random uniform cost scaling may be useful in other
applications where we seek a good strategyproof approximation to the minimum
cost agent.
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We discuss structural results and learning algorithms for submodular and fractionally subadditive
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1. INTRODUCTION

In this letter, we discuss the structure and learnability of several classes of real-
valued functions that are used to model valuation functions. A valuation function
f : {0, 1}n → R

+ is a function that assigns a value f(x) to a bundle of goods repre-
sented by x, or a product with attributes represented by x (we identify functions on
{0, 1}n with set functions on [n] = {1, 2, . . . , n} in a natural way). Valuation func-
tions have been a fundamental tool to express the preferences of agents in economic
settings, such as combinatorial auctions [Lehmann et al. 2006].
The primary class of functions that we consider here is the class of submodular

functions. Recent interest in submodular functions has been fueled by their role
in algorithmic game theory, as valuations with the property of diminishing returns
[Lehmann et al. 2006]. Along with submodular functions, other related classes
have been studied in the context of algorithmic game theory context: budget-
additive, coverage functions, gross substitutes, fractionally subadditive functions,
etc. It turns out that these classes are contained in a broader class, that of self-
bounding functions, introduced in the context of concentration of measure inequal-
ities [Boucheron et al. 2000]. We briefly summarize the definitions of the classes
relevant to our discussion (in the set function notation).

Definition 1.1. A set function f : 2[n] → R is
submodular, if f(A ∪B) + f(A ∩B) ≤ f(A) + f(B) for all A,B ⊆ N .
fractionally subadditive, if f(A) ≤ ∑

βif(Bi) whenever βi ≥ 0 and
∑

i:a∈Bi
βi ≥

1 ∀a ∈ A.
subadditive, if f(A ∪B) ≤ f(A) + f(B) for all A ⊆ B ⊆ N .
a-self-bounding, if

∑

i∈N (f(S)− f(S∆{i}))+ ≤ a · f(S) for all S ⊆ N .

Fractionally-subadditive functions can be equivalently defined as “XOS functions”,
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which are functions in the following form: f(A) = max1≤i≤t

∑

j∈A ai,j for some
non-negative constants ai,j . This class includes all (nonnegative) monotone sub-
modular functions (but does not contain non-monotone functions). Further, all
submodular and XOS functions are also subadditive. XOS functions are 1-self-
bounding and submodular functions are 2-self-bounding. However, subadditive
and a-self-bounding functions are incomparable.
A natural question, first posed by Balcan and Harvey [2011], is whether valuation

functions can be learned from random examples. More precisely, given a collection
of pairs (x, f(x)) for points x ∈ {0, 1}n sampled randomly and independently from
some distribution D, can we find a function h : {0, 1}n → R which is close to
f (under some metric of interest)? For example, companies might want to learn
valuations from past data to predict future demand, or to learn the preferences
that customers have for different combinations of product features to guide future
development.
Balcan and Harvey [2011] introduced the PMAC1 learning model where the goal

is to find a hypothesis that approximates the unknown valuation function within
an α multiplicative factor on all but a δ-fraction of points under D. They gave
a distribution-independent O(

√
n)-factor PMAC learning algorithm for submodu-

lar functions and showed an information-theoretic factor- 3
√
n inapproximability for

submodular functions. Subsequently, Balcan et al. [2012] gave a PMAC learning
algorithm for XOS functions that achieves an Õ(

√
n)-factor approximation and

showed that this it is essentially optimal. These results imply hardness of learning
of submodular and XOS functions even with the more relaxed ℓ2-error (that is,
finding h such that ‖f − h‖2 =

√

Ex∼D[(f(x)− h(x))2] ≤ ǫ). These strong lower
bounds rely on a specific distribution supported on a sparse set of points and mo-
tivate the question of whether these classes of functions can be learned efficiently
over “simpler” distributions such the uniform or product distributions. This setting
is the focus of our work and therefore in the following discussion we restrict our
attention to learning over the uniform distribution U .
Cheraghchi et al. [2012] showed that submodular functions can be approximated

within ℓ2-error of ǫ by polynomials of degree O(1/ǫ2). This leads to an nO(1/ǫ2)-time
learning algorithm. Their approximation relies on Fourier analysis on the discrete
cube, in particular the analysis of noise stability of submodular functions.

More recently, Feldman et al. [2013] building upon the work of Gupta et al. [2011],
showed that submodular functions can be ǫ-approximated in ℓ2 by a decision tree of
depth O(1/ǫ2). They used this structural result to give a PAC learning algorithm

running in time 2O(1/ǫ4) · Õ(n2). Feldman et al. [2013] also showed that 2Ω(1/ǫ2/3)

random examples (or even value queries) are necessary to PAC-learn monotone
submodular functions within an ℓ2-error of ǫ.

2. JUNTA APPROXIMATIONS AND LEARNING

As the reader may notice, the learning results above rely on various (approximate)
compact representations of valuation functions. This is typically the case in machine

1The PMAC (“Probably Mostly Approximately Correct”) learning model is based on the PAC
learning model from [Valiant 1984].
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learning — if we want to learn an unknown function efficiently, we need to work
with a representation of the function that is not too complicated. Perhaps the
simplest form of such a representation is a function that depends only on a small
subset of its coordinates. Such functions are referred to as juntas. Approximation
by a junta is fundamental object of study in Boolean function analysis as well as
a useful tool in several areas of theoretical computer science (see e.g. [Friedgut
1998; Bourgain 2002; Dinur and Safra 2005; O’Donnell and Servedio 2007]). A
classical result in this area is Friedgut’s theorem [Friedgut 1998] which states that

every Boolean function f is ǫ-close to a function of 2O(Infl(f)/ǫ2) variables, where
Infl(f) =

∑n
i=1 Prx∼U [f(x) 6= f(x⊕ ei)] is the total influence of f (also referred to

as average sensitivity).
A natural question to ask is whether similar results can be proved for real-valued

functions and applied to the valuation functions that we study. However, prior
to this work [Feldman and Vondrák 2013], an analogue of Friedgut’s theorem for
general real-valued functions was not known. In fact, one natural generalization of
Friedgut’s theorem using ℓ2 total influence, Infl2(f) =

∑n
i=1 Ex∼U [(f(x) − f(x ⊕

ei))
2], was known not to hold [O’Donnell and Servedio 2007].

In this work [Feldman and Vondrák 2013], we show that Friedgut’s theorem does
hold for real-valued functions if we include a (polynomial) dependence on the ℓ1
total influence, defined as Infl1(f) =

∑n
i=1 Ex∼U [|f(x)− f(x⊕ ei)|], in addition to

an exponential dependence on Infl
2(f). More precisely, we prove that any func-

tion f : {0, 1}n → R is ǫ-approximated in ℓ2 by a function that only depends on

2O(Infl2(f)/ǫ2) · poly(Infl1(f)) variables.
We then show that submodular, XOS and indeed all O(1)-self-bounding functions

have low total influence in both ℓ1 and ℓ2 norms. Specifically for a-self-bounding
functions (which includes XOS functions with a = 1) with a normalized range,
f : {0, 1}n → [0, 1], we get Infl2(f) ≤ Infl

1(f) ≤ a. Combined with the real-valued
analogue of Friedgut’s theorem this yields the following result.

Theorem 2.1. For any ǫ ∈ (0, 1
2 ) and any O(1)-self-bounding function f :

{0, 1}n → [0, 1] (which includes XOS functions), there exists g : {0, 1}n → [0, 1] de-

pending only on a subset of variables J ⊆ [n], |J | = 2O(1/ǫ2) such that ‖f −g‖2 ≤ ǫ.

We show that this result is close to optimal. Namely, there exists an XOS function
that requires 2Ω(1/ǫ) variables to approximate within an ℓ2-error of ǫ.

The statement of this theorem for submodular functions follows from the decision
tree approximation by Feldman et al. [2013] which, interestingly, is based on com-
pletely unrelated techniques. However, it turns out that for submodular functions
this bound is not tight and a much stronger approximation result holds: Õ(1/ǫ2)
variables are sufficient for an ǫ-approximation.

Theorem 2.2. For any ǫ ∈ (0, 1
2 ) and any submodular function f : {0, 1}n →

[0, 1], there exists a submodular function g : {0, 1}n → [0, 1] depending only on a
subset of variables J ⊆ [n], |J | = O( 1

ǫ2 log
1
ǫ ), such that ‖f − g‖2 ≤ ǫ.

This result is nearly tight since even linear functions require Ω(1/ǫ2) variables for
an ǫ-approximation.
We prove this result using a technique unrelated to the Fourier-analytic proof of

Friedgut’s theorem. The proof relies on a new greedy procedure to select the signifi-
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cant variables, a boosting lemma by Goemans and Vondrák [2006] and concentration
properties of Lipschitz submodular functions.
These structural results lead to several new and improved learning algorithms.

First, we obtain that results previously known only for submodular functions extend
to XOS functions and monotone a-self-bounding functions. (An additional issue in
learning is how to identify the important variables but it is easy for monotone
functions). Namely, XOS functions can be also learned in the PAC model within

ℓ2-error ǫ in time 2O(1/ǫ4) · Õ(n).
The smaller junta approximation for submodular functions does not improve the

PAC learning result of Feldman et al. [2013] dramatically. (As we mentioned, the ex-
ponential dependence on ǫ is necessary for PAC learning of submodular functions.)
However, what we gain from this junta approximation is (somewhat unexpectedly)
a learning result in the PMAC model which was not known before: submodular
functions can be learned within a (1 + ǫ)-multiplicative error, on all but the δ-

fraction of {0, 1}n, in time 2Õ(1/(ǫδ)2) · Õ(n2). This result requires a more involved
recursive procedure to identify the significant variables — we refer the reader to
[Feldman and Vondrák 2013] for more details.
Finally, we remark that our results cannot be extended to subadditive functions:

they do not admit any junta approximation independent of n and are not amenable
to efficient learning within constant ℓ2-error.
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