Table of Contents

Editor’s Introduction
HU FU

1

Job Market Candidate Profiles 2018
VASILIS GKATZELIS and JASON HARTLINE

2

An Economic View of Prophet Inequalities
BRENDAN LUCIER

26

Segmenting Two-Sided Markets
50
SIDDHARTHA BANERJEE, SREENIVAS GOLLAPUDI, KOSTAS KOLLIAS,
and KAMESH MUNAGALA
Intro to Informational Substitutes
YILING CHEN and BO WAGGONER

55

Bernoulli Factories and Black-Box Reductions in Mechanism Design
60
SHADDIN DUGHMI, JASON D. HARTLINE, ROBERT KLEINBERG, and RAD
NIAZADEH
Market Mechanism Refinement on a Continuous Limit Order Book Venue
HAYDEN MELTON

74

ACM SIGecom Exchanges, Vol. 16, No. 1, August 2017

By submitting an article to the SIGecom Exchanges, and on condition of acceptance by the editor, authors grant to ACM the following non-exclusive, perpetual,
worldwide rights:
—to publish the article in print;
—to digitize and post the article in the electronic version of the publication;
—to include the article in the ACM Digital Library and in any Digital Library
related services;
—to allow users to make a personal copy of the article for noncommercial, educational or research purposes.
Contributing authors retain copyright to the article, and ACM will refer requests
for republication directly to them.

Editor’s Introduction
HU FU
University of British Columbia

Issue 16.1 of SIGecom Exchanges experiments with a couple of new forms of
contribution, while keeping other by-now time-tested traditions.
Within the established tradition, we have a survey/position paper by Brendan
Lucier on an economic view of prophet inequalities, two research letters, and the
job candidate profiles this year which Vasilis Gkatzelis and Jason Hartline again
volunteered to collect and edit. Besdies these, we have a a mini-survey by Shaddin
Dughmi, Jason Hartline, Robert Kleinberg and Rad Niazadeh on black-box reductions in mechanism design, and a letter by Hayden Melton on the recent mechanism
refinement on Thomson Reuters Matching (a major interbank electronic trading
venue for spot foreign exchange).
Brendan’s survey presents many prophet inequalities in the recent literature in
a unified framework which draws nice connections to the extension theorems in
the price of anarchy literature. The mini-survey, counting 13 pages, is somewhere
between a letter and a full-length survey. The authors did a great job reviewing a
line of research on black-box reduction culminating in their STOC 16 paper. The
history is necessary for the exposition and appreciation of the paper, and I think
a mini-survey is a great format for more technically involved contributions such as
this. On the other hand, Hayden’s letter, while covering related academic works in
the literature, emphasizes the practical issues addressed by the new market design,
which I believe will interest many members of the community.
I hope you enjoy the issue. Please continue to volunteer contributions, both in
the traditional formats and in whichever new format that befits the content.

Author’s address: hufu@cs.ubc.ca
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MICHAEL ALBERT
Thesis. Executive Compensation and Firm Leverage (supervised by David Robinson)
Advisor. Vince Conitzer, Duke University
Brief Biography. I am currently a post-doc in the computer science department at
Duke University. I started my academic career as a PhD student in the finance
group at the Fuqua School of Business at Duke University, supervised by David
Robinson. While doing my PhD, I also did a master’s in computer science, advised
by Vince Conitzer. Following graduation, I took a visiting professorship at the
Ohio State University where I taught international finance at the undergraduate
and MBA level. At this time, I decided to pursue a research direction that was
inconsistent with being in a finance department and I took a one year post-doc
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position at the University of Texas at Austin working with Peter Stone on tolling
mechanisms for routing autonomous vehicles. Following my time at UT-Austin, I
rejoined Duke University, but this time as a post-doctoral researcher in the Computer Science department, again working with Vince Conitzer.
Research Summary. I am interested in combining insights and techniques from the
mechanism design literature, the robust optimization literature, and the machine
learning literature to design systems under which self interested agents can be
directed towards a goal specified by the system designer.
While there has been much work demonstrating that in many situations relatively simple mechanisms can perform quite well, there are still significant advantages from incorporating distributional information into the design of mechanisms.
Specifically, if the types of agents are correlated, then there exist mechanisms under
which a seller of a good can do as well as if she knew all of the private information of the bidders, a setting we fully characterized in a AAAI 16 paper, and there
exist mechanisms that are socially efficient and budget balanced, side-stepping existing impossibility results. However, in a AAAI 15 paper, we showed that these
mechanisms require very precise information over the distribution of agents, and if
this full information assumption is relaxed to allow for situations under which the
mechanism designer is estimating the distribution, then existing mechanism design
techniques can catastrophically fail. To overcome this, in a paper in AAAI 17, we
provide a novel, computationally efficient mechanism design technique that robustly
incorporates imprecise estimates of the distribution, both maximizing revenue in an
auction setting when the distribution is well estimated, while maintaining robust
properties when the estimate is imprecise.
In an AAMAS 17 paper, we designed a real time, adaptive tolling schemes to more
efficiently utilize road networks. This was the first such scheme to be demonstrated
in micro-simulation to actively and efficiently adapt to changing traffic demand and
in doing so reduced travel time by 25% while increasing social welfare by 33% on
realistic road networks.
During my PhD, I worked on explaining observed variations in firm debt choices
as a consequence of CEO compensation schemes. Specifically, my research demonstrated that CEOs that receive a large portion of their compensation in equity
based contracts have an incentive to reduce the leverage of their firm. This is a
consequence of the large equity stake creating an increased perception of the risk
of defaulting on debt.
Representative Papers.
[1] Automated Design of Robust Mechanisms (AAAI 17)
with V. Conitzer and P. Stone
[2] Mechanism Design with Unknown Correlated Distributions: Can We Learn
Optimal Mechanisms? (AAMAS 17) with V. Conitzer and P. Stone
[3] Maximizing Revenue with Limited Correlation: The Cost of Ex-Post Incentive
Compatibility (AAAI 16) with V. Conitzer and G. Lopomo
HEDYEH BEYHAGHI
Thesis. Effect of Selfish Choices in Deferred Acceptance with Short Lists
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Advisor. Éva Tardos, Cornell University
Brief Biography. Hedyeh Beyhaghi is a Ph.D. candidate in computer science at
Cornell University, advised by Éva Tardos. Her research lies in theoretical computer science with a focus on mechanism design. Specifically, she is interested in
algorithmic mechanism design, approximately-optimal mechanisms and matching
markets. Hedyeh was a long-term visitor at the Simons Institute, UC Berkeley in
Fall 2015. During summer 2017, she worked as an intern at Google focusing on Ad
exchange. She will be a visiting graduate student at Princeton University in fall
2017.
Research Summary. My research focuses on mechanism design for problems stemming from real-world applications from the aspects of practicality, optimality and
simplicity. Considering these aspects, below is a summary of my work in two research areas: Matching markets and approximately-optimal simple mechanisms.
Within matching markets, I have studied real-world problems including: Strategic behavior with limited application lists; strategic grading; and early offers and
contracts. For example, in one of my research projects, I evaluated the outcomes
of deferred acceptance when applicants can only apply to a limited set of positions.
This limitation requires applicants to make a strategic choice about the quality of
positions they intend to apply. I studied the effect of these strategic choices on
participants’ preferences and the overall welfare. We found that applicants’ choices
in our model mirror the behavior observed in real systems where individuals apply
to a mix of positions consisting mostly of positions where they are reasonably likely
to get accepted, as well as several “reach” positions that are of very high quality,
and several “safe” positions with lower than their expected quality level. In another
project, we used a game-theoretic model to study two well-known phenomena in the
matching process: strategic grading and early offers and contracts. We analyzed
the welfare loss compared to the optimal assignments in markets that deal with
these strategic behaviors.
Within another line of research, I am working on designing and analyzing simple auctions with applications to ad exchange. Due to implementation complexity,
Myerson’s optimal mechanism for heterogeneous bidders is not commonly used in
practice. Therefore, designing simple mechanisms with better approximation ratios is of great importance, especially given the huge impact of ad markets on the
revenue of ad companies. In this ongoing project, following the trend of designing and analyzing simple mechanisms, I am working on developing new practical
mechanisms and compare their performance with existing simple mechanisms.
Representative Papers.
[1] Effect of Selfish Choices in Deferred Acceptance with Short Lists
(MATCH-UP 2017) with D. Saban and É. Tardos
[2] Effect of Strategic Grading and Early Offers in Matching Markets (SAGT 2015)
with N. Dikkala and É. Tardos
ANDREY FRADKIN
Thesis. The Welfare Effects of Peer Entry in the Accommodations Market: The
Case of Airbnb
ACM SIGecom Exchanges, Vol. 16, No. 1, August 2017, Pages 2–25
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Advisor. Jonathan Levin, Stanford University
Brief Biography. I am an economist who studies the economics of digitization and
the economics of search and matching markets . I’ve written papers on topics
such as the design of Airbnb’s search and matching algorithm, reputation systems,
online job search, and 401(k) contribution choices by workers. My current position
is as a Postdoctoral Fellow at the Initiative on the Digital Economy at MIT. My
research has been published in both economics journals (The American Economic
Review, The Review of Economics and Statistics) and computer science conferences
(ACM-EC). I’ve provided expert input about the digital economy at the President’s
Council on Science and Technology and the Federal Trade Commission. Prior to
MIT, I worked as a data scientist at Airbnb while completing a Ph.D. in Economics
at Stanford University.
Research Summary. My research interests include the design of online platforms,
the effects of digitization on economic outcomes, the use of digital data to better
understand search and matching. The setting of most of my prior work is Airbnb.
My job market paper, “Market Structure with the Entry of Peer-to-Peer Platforms:
The Case of Hotels and Airbnb” (with Chiara Farronato), studies the effects of
Airbnb on the market for accommodations. We first demonstrate how the effects
of Airbnb on the hotel sector vary across cities due to differing levels of supply
constraints in those cities. We then estimate a model of competition between
Airbnb hosts and hotels and use it quantify consumer surplus, host surplus, and
the effects on hotel revenue. We show that the gains from Airbnb are especially
large in constrained cities during periods of high demand, due to the fact that
Airbnb hosts are highly responsive to prevailing market prices.
In other Airbnb related research, I use both experiments and observational data
to study the economic effects of design decisions regarding reputation systems and
search engines. In a project called, “The Determinants of Online Review Informativeness: Evidence from Field Experiments on Airbnb”, I (along with Airbnb data
scientists) study two experimental changes to the reputation system of Airbnb. The
first change offered guests a $25 coupon to submit a review. The second change
implemented a simultaneous-review system, which prevented strategic reciprocity
in reviews, making those reviews more informative. We propose a methodology for
measuring reputation system informativeness and use the experimental results to
show that the aggregate effect of sorting on average ratings is substantially larger
than the effect of strategic reciprocity.
Two of my other papers study search and matching on Airbnb. The first paper,
“Search, Matching, and the Role of Digital Marketplace Design in Enabling Trade:
Evidence from Airbnb”, studies the costs that prevented trade from occurring before
the existence of the Airbnb marketplace and the role of search engine design in
alleviating these costs. I show that without an appropriately designed search engine,
these costs would be far greater. For example, the share of inquiries that are be
rejected by hosts would increase by 144% without availability tracking and filtering
in the search engine. In a final paper, I design an empirical simulation to study the
equilibrium effects of market design.
Representative Papers.
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[1] Bias and Reciprocity in Online Reviews: Evidence from Field Experiments on
Airbnb (EC 2015) with E. Grewal, D. Holtz
[2] The Welfare Effects of Peer Entry in the Accommodations Market: The Case
of Airbnb with C. Farronato (job market paper)
[3] The Welfare Economics of Default Options in 401(k) Plans (American Economic Review 2015) with D. Bernheim and I. Popov
RUPERT FREEMAN
Thesis. Eliciting and Aggregating Information for Public Decision Making
Advisor. Vincent Conitzer, Duke University
Brief Biography. Rupert Freeman is a PhD candidate in the department of computer science at Duke University, advised by Vincent Conitzer. His research focuses
on artificial intelligence, particularly topics such as (computational) fair division,
voting, game theory, and prediction mechanisms. Freeman is the winner of a 20172019 Facebook Fellowship and the Duke Computer Science outstanding preliminary
exam award. During his PhD, he was a visiting student at UC Berkeley in 2015,
and an intern at the Microsoft Research New York City lab in 2016 and 2017.
Research Summary. In recent work [1, 2], I have been investigating a public decision
framework that generalizes the classic problem of fairly allocating indivisible goods
among a set of agents. In our setting, there are a set of issues, each with an
associated set of alternatives, over which agents have cardinal preferences. For
example, issues could correspond to different computational resources, and the
alternatives could be different ways to allocate those resources (for instance, which
data to store in memory, with different applications having competing preferences).
As another interpretation, issues could correspond to new public facilities, with the
alternatives for each issue being the viable locations for the facilities. We adopt
concepts from the fair division literature to define three novel notions of fairness in
our framework, and examine (computationally feasible) ways to satisfy our fairness
notions in both the special case of private goods division, where our notions apply
equally well, and the general public decisions framework. Building on our analysis
of the offline setting, we consider algorithms for fair decision making in the online
version of the problem, where issues arrive one at a time and an alternative must
be chosen before the next issue is known. In this setting, we find that greedy
algorithms that aim to approximate the Maximum Nash Welfare (which satisfies
several desirable properties in the offline setting) both perform well in practice, and
can be justified via axiomatic methods.
Another line of ongoing work that I am excited about is designing mechanisms for
eliciting and aggregating probabilistic predictions (see, e.g., [3]). One such class of
mechanisms are known as wagering mechanisms, where the principal elicits reports
and facilitates wagers amongst the agents, making it possible to achieve truthful
mechanisms that require no subsidy. In our EC17 paper, we define the Double
Clinching Auction, which leverages the auction literature to allocate securities to
agents. By doing so, we achieve significantly higher stakes than existing incentive
compatible wagering mechanisms, which is important for practical participation
and effort incentives, while retaining desirable theoretical properties.
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Representative Papers.
[1] Fair Public Decision Making (EC 2017)
with V. Conitzer and N. Shah
[2] Fair and Efficient Social Choice in Dynamic Settings (IJCAI 2017)
with V. Conitzer and S. M. Zahedi
[3] The Double Clinching Auction for Wagering (EC 2017)
with D. M. Pennock and J. W. Vaughan
DANIEL FREUND
Thesis. Models and Algorithms for Transportation in the Sharing Economy
Advisor. David B. Shmoys, Cornell University
Brief Biography. Daniel Freund is a PhD Candidate in Cornell’s Center for Applied
Mathematics. He holds a BSc in Mathematics from the University of Warwick and
a MSc in Applied Mathematics from Cornell and is an alumnus of the German
National Merit Foundation. His research considers optimization problems that arise
at the intersection of transportation and the sharing economy. During his PhD, he
spent time as a Data Scientist both at Motivate, the operator of America’s largest
bike-sharing systems, and at Lyft. His industry experience provided him with the
context of the development of tools to cope with operational challenges arising
in such systems, that then motivated theoretical models and novel algorithmic
advances, which in turn had impact on real-world decision-making. He also aims
to bring his industry experiences to the classroom, having TA’ed in Cornell’s CS
department and taught as an instructor in Operations Research. For the former,
he was awarded a Yahoo! Graduate Teaching Award.
Research Summary. The recent (r)evolution of “transportation-as-a-service” has affected commuting patterns in major American cities. Yet the rise of ride-sharing
apps, like Uber or Lyft, and bike-sharing systems, like CitiBike or Hubway, not
only provided new opportunities for commuters, but also new challenges for operators. Common to all of these challenges are the intricate underlying network
effects each ride has on supply in the system. For example, every rental of a bike
at a bike-sharing station not only decreases the supply of bikes at that station but
simultaneously increases the supply of docks available (for bike returns). The same
phenomenon is present in ride-sharing systems. The resulting externalities, both
positive and negative, make such systems academically interesting markets in dire
need of optimization.
In my research, I aim to combine rigorous mathematical analysis with real data to
alleviate these operational challenges. For example, my work with Shmoys and Henderson on capacity allocation in bike-sharing systems applied an inventory model
frequently used in routing problems. In our work, we adapted it to the more
strategic question of allocating dock-capacity in such systems and proved that the
underlying discrete convexity of the corresponding optimization problem admits a
provably correct, fast algorithm. Applying our algorithm to data-sets from NYC,
Chicago, and Boston, we were able to inform the operators’ system design, thus
reducing the number of out-of-stock events that customers experience.
In orthogonal work with Banerjee and Lykouris, we studied the question of how
ACM SIGecom Exchanges, Vol. 16, No. 1, August 2017, Pages 2–25
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to optimally price in queuing-theoretic models of ride-sharing systems. While our
results showed that the underlying optimization problem is non-convex, we proved
that a novel, elevated, relaxation can be efficiently solved and provides parametric
approximation guarantees that are close to 1 in realistic regimes. Surprisingly, our
analysis extended far beyond the realm of pricing, unifying parallel results on other
controls employed in such systems. At Lyft, I then got to further investigate and
optimize the impact pricing can have as a control.
In more traditional work in combinatorial optimization I studied the prizecollecting TSP as a model of repairmen in a bike-sharing system trying to maximize
impact given a time budget (or analogously, a tasker on the task rabbit platform),
and improved, with Paul, Ferber, Shmoys, & Williamson, the best known approximation guarantee to 2.
Representative Papers.
[1] Minimizing Multimodular Functions and Allocating Capacity in Bike-Sharing
Systems (IPCO 2017) with S. G. Henderson and D. B. Shmoys
[2] Pricing and Optimization in Shared Vehicle Systems: An Approximation
Framework (EC 2017) with S. Banerjee and T. Lykouris
[3] Prize-Collecting TSP with a Budget Constraint (ESA 2017)
with A. Paul, A. Ferber, D. B. Shmoys, and D. P. Williamson
NIKA HAGHTALAB
Thesis. Foundations of Social and Economic Learning and Optimization
Advisors. Avrim Blum and Ariel Procaccia, Carnegie Mellon University
Brief Biography. Nika Haghtalab is a Ph.D. candidate at the Computer Science
department of Carnegie Mellon University, co-advised by Avrim Blum and Ariel
Procaccia. Her research lies in the intersection of machine learning theory, computational aspects of economics, and algorithms, with a focus on designing machine
learning and optimization algorithms that account for a wide range of social and
economic interactions. Nika is a recipient of the IBM and Microsoft Research Ph.D.
fellowships. She was a research intern at Microsoft Research-Redmond in summer
2015, Microsoft Research-NYC in summer 2016, and a visiting student researcher
at Stanford, hosted by Tim Roughgarden, in spring 2017. Nika received Bachelor
of Mathematics and Master of Mathematics degrees in Computer Science from the
University of Waterloo, Canada in 2011 and 2013.
Research Summary. Traditionally, learning and optimization algorithms achieve
their goal by observing an entity. Increasingly, the decisions of these algorithms
affect the entities they once observed, therefore causing changes in the entity’s
behavior. Accounting for these bidirectional interactions is essential for creating
solutions that are effective in practice and present an opportunity for gaining information about the entities that we would have otherwise not known. In my research,
I develop theoretical foundations for incorporating such bidirectional interactions
in the design of learning and optimization algorithms. Below, I give three examples
of this in my work.
In a FOCS’17 paper, we consider the problem of designing online auctions when
bidder valuations may change based on the outcomes of previous auctions. In recent
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years, a number of works have developed high-performance tools for optimizing
parameters of an auction based on historic data. However, the past is not indicative
of the future, e.g., customers who buy a one-year supply of razor blades may have a
lower valuation for razor blades and a higher valuation for shaving cream in the near
future. Our work provides general-purpose algorithms that use little overhead to tap
into existing tools, which work with historical data, thereby achieving robustness
to changes in the behavior of customers without the need to build new specialized
tools from scratch.
Security games model the interactions between a defender and an attacker as
a game in which the defender commits to a deployment of his resources and the
attacker responds by maximizing his own payoff. To compute an optimal strategy
for the defender, one has to know the preferences of the attacker – information
that is seldom available in real-life applications. In a NIPS’14 paper, we address
this issue by learning from interactions of the defender and the attacker, i.e., by
observing the responses of the attacker to a small number of security deployments.
Kidney exchange allows patients with incompatible donors to swap donors so
each can receive a compatible kidney. Traditionally, the goal of a kidney exchange
mechanism is to find the largest matching. However, hospitals may choose not to
enroll their patients if they can match more patients on their own, as a result,
decreasing the overall size of the matching significantly. In a SODA’17 paper, we
introduce a near optimal kidney exchange mechanism that incentivizes the hospitals
to participate.
Representative Papers.
[1] Oracle-Efficient Learning and Auction Design (FOCS 2017)
with M. Dudı̀k, H. Luo, R. Schapire, V. Syrgkanis, and J. Wortman Vaughan
[2] Learning Optimal Commitment to Overcome Insecurity (NIPS 2014)
with A. Blum and A. Procaccia
[3] Opting Into Optimal Matchings (SODA 2017)
with A. Blum, I. Caragiannis, A. Procaccia, E. Procaccia, and R. Vaish
SOMAYEH KOOHBORFARDHAGHIGHI
Thesis. Analyzing Socio-Economic Complex Adaptive Networks: A Hybrid Approach
Advisor. Jorn Altmann, Seoul National University
Brief Biography. Somayeh Koohborfardhaghighi is a senior research fellow and a
lecturer at the Technology Management, Economics, and Policy Program at the
College of Engineering of Seoul National University. She focuses her research on
network formation models and economic aspects of social ties among constituents
of networks. She received her M.S. degree in Information Systems from Osmania
University, India, in 2010, and received her Ph.D. in Computer Science from Dongguk University in 2013, and Technology Management Economy and Policy Program
of Seoul National University in 2017.
Research Summary. My main interest is in social and economic networks, and I
seek to develop network-based solutions to challenging problems that arise in socioeconomic complex systems. Nowadays, the need for the emergence of new systemic
ACM SIGecom Exchanges, Vol. 16, No. 1, August 2017, Pages 2–25
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social qualities within different industrial sectors and organizations such as our
educational systems, health care systems, decision support systems and many others
are undeniable. Such systems must be designed and managed to direct the efforts
of all their components towards specific goals.
My research objectives are understanding, designing, and managing socioeconomic complex systems based on in-depth understanding of the economic behaviors of their agents (i.e., people, process, resources) as well as the social system,
which indicates the arrangement of social interactions of their agents. With my
combined approach, I expect to have a realistic view of how communities (i.e. societies, organizations) organize themselves. I can design principles for Agile Complex
Systems that tradeoff between the leanest possible enterprise and achieving flexible
resource use, enabling appropriate responses to contingencies. I can develop proper
models of complexity using service value networks so that models with great potentials in decision-support systems can be created. I can deliver rules for managing
the complexity within such systems in a way to maintain their benefits. With this
approach, I can estimate the range of reasonable possibilities within such systems
and I can prepare them for inevitable surprises. I can guide and regulate the evolution of such systems. This way, we can make predictions on the emergence of new
systemic social qualities within such systems.
I have made several contributions in the litterateur to address some of the emerging problems in this domain. I have focused on human-centric and object-centric
networks and have addressed several concepts such as Strategic Networking [3],
Network Visibility [3], Game Theory, Learning and Adaptation [2], Social Capital,
Intelligent Information Systems and Software as a Service [1]. I combine techniques
of network analysis, complex adaptive system approach and agent-based modeling
to address my research questions.
I have also recently expanded my research interests and I performed empirical
analysis (using Structural Equation Modeling and Principal Component Analysis)
in other research areas such as Urban Planning, Organizational Studies and Happiness Studies.
Representative Papers.
[1] A Network Formation Model for Social Object Networks (LISS 2014)
with J. Altmann
[2] How Structural Changes in Complex Networks Impact Organizational Learning
Performance (WEIN 2014) with J. Altmann
[3] How Network Visibility and Strategic Networking Leads to the Emergence
of Certain Network Characteristics: A Complex Adaptive System Approach
(ICEC 2016) with J. Altmann
CHRISTIAN KROER
Thesis. Large-Scale Sequential Imperfect-Information Game Solving: Theoretical
Foundations and Practical Algorithms with Guarantees
Advisor. Tuomas Sandholm, Carnegie Mellon University
Brief Biography. Christian is a Ph.D. candidate in the Computer Science Department at Carnegie Mellon University, advised by Tuomas Sandholm. His research
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lies at the intersection of artificial intelligence, economics, and optimization, with a
focus on practical algorithms for large-scale problems. He has worked extensively
on developing theoretical foundations for practical techniques for solving largescale extensive-form games. In addition, he also frequently works on market design
problems from an algorithmic perspective. During his PhD he spent a summer as
a research intern at Microsoft Research NYC, and worked both as an intern and
part-time research scientist at the Facebook Core Data Science group. He is the
winner of a 2016-2018 Facebook Fellowship.
Research Summary. My work centers around the application of tools from artificial
intelligence, optimization, and data science to problems in games, markets, and
machine learning.
Game solving. My thesis work focuses on computing equilibrium concepts in
large-scale sequential games. This relies on two complementary techniques: abstraction methods and iterative optimization algorithms. In “Extensive-form Game
Abstraction with Bounds”, we develop the first practically meaningful bounds
on solution quality when performing lossy abstraction with perfect-recall. In
“Imperfect-Recall Abstractions with Bounds in Games” we extend these results to
imperfect-recall abstraction. In “Theoretical and Practical Advances on Smoothing
for Extensive-Form Games” we show state-of-the-art convergence-rate bounds for
iterative algorithms that converge to a Nash equilibrium in the limit by developing
new strong-convexity results for a class of convex functions. We also show that this
leads to practical algorithms that beat state-of-the-art methods. In “Smoothing
Method for Approximate Extensive-Form Perfect Equilibrium” and “Regret Minimization in Behaviorally-Constrained Zero-Sum Games” we show how optimization
and learning algorithms, respectively, can be extended to the computation of approximate Nash-equilibrium refinements.
Market design. In addition to my thesis work, I also work on practically-inspired
market design problems, with a focus on enabling large-scale electronic marketplaces. In “Arbitrage-Free Combinatorial Market Making via Integer Programming” we develop a convex optimization framework for decomposing the pricing of
securities in a combinatorial prediction market into a series of manageable mixedinteger programs, and show that this leads to improved performance on real market
data. In “Multiplicative Pacing Equilibria in Auction Markets” we develop a new
class of equilibria for budget smoothing in large auction markets. We show existence results, and develop optimization methods for computing equilibria. In
current work, I am investigating how techniques from market design can be combined with methods from machine learning in order to facilitate the computation
of summary statistics of counterfactual outcomes in large-scale online markets.
Representative Papers.
[1] Theoretical and Practical Advances on Smoothing for Extensive-Form Games
(EC 2017) with K. Waugh, F. Kilinc-Karzan, and T. Sandholm
[2] Imperfect-Recall Abstractions with Bounds in Games (EC 2016)
with T. Sandholm
[3] Arbitrage-Free Combinatorial Market Making via Integer Programming
(EC 2016) with M. Dudik, S. Lahaie, and S. Balakrishnan
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JIEMING MAO
Thesis. Algorithms in Strategic or Noisy Environments
Advisor. Mark Braverman, Princeton University
Brief Biography. Jieming Mao is a Phd candidate in Computer Science Department
at Princeton University, where he is advised by Mark Braverman. Before that, he
was an undergraduate student at Tsinghua University. He is now doing a summer
internship at Microsoft Research New England, working with Nicole Immorlica,
Brendan Lucier and Vasilis Syrgkanis. Jieming’s research seeks to understand the
power of algorithms in strategic or noisy environments with tools from algorithmic
game theory, communication complexity and information theory.
Research Summary. My research focuses on designing algorithms/mechanisms in
strategic or noisy environments and also understanding their limits. The problems
I considered are usually better understood when they are not in strategic or noisy
settings. However, driven by real world applications, I think it is important to take
noise and incentives into account.
One example of my work is to study multi-armed bandit (MAB) problems in
strategic environments. Traditionally, MAB algorithms are designed for stochastic/adversarial/bayesian arms. However, these algorithms might be used to interact
with strategic agents and they may perform poorly in those cases. In a very recent
project, we study the scenario when a seller sells one identical item in each round
to a buyer for many rounds. We assume the seller strategically sets the menu options and the buyer just use some MAB algorithm to decide which menu option to
pick. Not too surprisingly, we show that when the buyer is using some standard
MAB algorithm (like EXP3), the strategic seller can get much more than the trivial
revenue. We give a full characterization of this revenue. On the other hand, we
show that if the buyer is aware of the strategic environments and uses some specific
MAB algorithm, then the seller cannot get more than the trivial revenue.
Other examples of my research are understanding the power of truthful mechanisms in combinatorial auctions and studying the rank aggregation with noisy
comparisons. For these problems, tools from not only algorithmic game theory but
also communication complexity and information theory are used.
Representative Papers.
[1] Interpolating Between Truthful and Non-truthful Mechanisms for Combinatorial Auctions (SODA 16) with M. Braverman and M. Weinberg
[2] Parallel Algorithms for Select and Partition with Noisy Comparisons
(STOC 16) with M. Braverman and M. Weinberg
[3] Competitive Analysis of the Top-K Ranking Problem (SODA 17)
with X. Chen, S. Gopi, and J. Schneider
BENJAMIN MILLER
Thesis. Simple Bayesian Mechanism Design
Advisor. Shuchi Chawla, University of Wisconsin - Madison
Brief Biography. Benjamin Miller is a PhD candidate in the Department of Computer Sciences at the University of Wisconsin-Madison, advised by Shuchi Chawla.
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He completed his B.S. in Computer Science and Engineering Physics at Cornell
University. His research focuses on designing and analyzing simple mechanisms.
Benjamin was awarded a UW-Madison Cisco Systems Distinguished Graduate Fellowship in 2016 and 2017.
Research Summary. My interests lie in the intersection of algorithm design and
game theory. In particular, I am interested in designing mechanisms which are
simple—computationally efficient and natural for participants—yet approximately
optimal.
Revenue Maximization with Many Buyers. Consider a seller with many goods for
sale who wishes to maximize revenue. The optimal auction may require randomized outcomes with sensitive dependence on buyers’ bids. Furthermore, running
the optimal auction—or even determining the participants’ optimal bids—is often
computationally intractable. With Shuchi Chawla [CM’16], I showed that a much
simpler mechanism which sequentially offers fixed prices (entry fee and item prices)
earns a constant fraction of the optimal revenue. Our result belongs to a fruitful line
of work on such simple mechanisms; ours was the first for multiple heterogeneous
buyers with a broad class of valuations.
Welfare Maximization with Complements. Recent work has shown that simple pricing-based mechanisms can be very effective in allocating limited resources
to maximize participants’ total value. Unfortunately, strong negative results are
known for pricing complements (items for which the buyer’s value is superadditive).
These settings arise naturally; for example, a user of a cloud resource may have
no value for an allocation of compute time which is too short to complete her job.
Therefore, in [CMPT], we studied more general mechanisms in which resources may
be bundled before sale and buyers’ valuations belong to a restricted class suitable
for modeling e.g. the cloud computing problem. We showed that pricing can still
obtain good guarantees in this context.
Revenue Maximization with Risk-Averse Buyers. Most work in algorithmic mechanism design assumes that buyers are risk-neutral. For example, in the simplest
auction setting—one item, one buyer—a deterministic price maximizes the seller’s
revenue. In recent work [CGMP], we studied auction design under prospect theory,
the predominant descriptive model of decision-making in the face of uncertainty.
We gave a characterization of the optimal auction, which in general may be randomized. Nevertheless, we showed that a deterministic price recovers a significant
fraction of the optimal revenue under a realistic bound on risk aversion. However, in
a setting with repeated sales, we showed that no constant approximation is possible
unless the seller has detailed knowledge of the buyer’s risk attitude.
Representative Papers.
[1] Mechanism Design for Subadditive Agents via an Ex-Ante Relaxation
(EC 2016) with S. Chawla
[2] Aversion to Uncertainty and Its Implications for Revenue Maximization (in submission; arXiv:1703.08607) with S. Chawla, K. Goldner, and E. Pountourakis
[3] Pricing for Online Resource Allocation: Beyond Subadditive Values
(in preparation) with S. Chawla, D. Paparas, Y. Teng
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ILAN NEHAMA
Thesis. Computational Issues in Judgment Aggregation
Advisor. Noam Nisan, Hebrew University of Jerusalem
Brief Biography. Ilan Nehama is currently a post-doctoral research fellow at TelAviv university, hosted by Prof. Michal Feldman and Prof. Yishay Mansour from
the computer science department; and Prof. Eilon Solan from the mathematics
department. He completed his PhD (with specialization in rationality) at the Federmann center for study of rationality at the Hebrew university under the supervision of Prof. Noam Nisan. Additionally, he received an M.A. in computer science
with specialization in rationality at the Hebrew university (supervised by Prof. Gil
Kalai; Thesis title: Implementing Social Choice Correspondences using k-Strong
Nash Equilibrium), a B.Sc. in CS, and a B.A. in math, both at the Technion. In
addition, Ilan both studied and taught graduate microeconomics and game theory courses, studied graduate macroeconomics and graduate behavioral economics
courses, and served as a lecturer in a programming course and as a TA in a graduate
mathematics for CS course (All in the Hebrew university).
Research Summary. My research interests are on the boundary between microeconomics and CS, and mainly in applying the tools and perspectives, more common
in CS, to analyzing real-life economic scenarios.
During my graduate studies, I worked mainly on extensions of economic characterizations to probabilistic perturbations of the properties, modeling and analysis
of economic scenarios under extreme ambiguity using the worst-case prior-less approach, and on approximate mechanism design without money for facility location
problems.
Approximation & Perturbation of Economic Characterizations: I’m interested in
shedding light on classic characterizations in microeconomics (e.g., Arrow’s Thm for
SWF and von-Neumann-Morgenstern, Savage, and Anscombe-Aumann’s characterizations for rational decision making) by studying the way such characterizations
change when perturbing the strict properties. For instance, I studied perturbations of ‘Doctrinal Paradox’ scenarios in judgment aggregation: I proved that for a
large family of agendas there is no mechanism that satisfies the perturbed desired
properties in a non-trivial way.
Games in the Presence of Ambiguity: The common practice in economics is
modeling the agents as having some Bayesian or close to Bayesian belief on the
parameters of the world. In this line of research I offer methods to analyze cases
in which, not only do the players not know some information on the world, but
they cannot even form any kind of belief on it. Hence, this project can be seen as
an extension of CS’ worst-case approach to interactive scenarios. In my paper, I
presented a general framework and two solution concepts - MIN-NE (which corresponds to worst-case analysis) and a refinement of it MINthenMAX-NE. I justified
the new solution concepts by presenting a set of desired axioms, and applied them to
two common models of interactive scenarios. I hope to continue this line of research
by analyzing predictions to more general scenarios in which we expect the agents to
have only a partial knowledge on the world, and by introducing information update
rules to the model.
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In my current postdoctoral fellowship in Tel-Aviv university, I’m working mainly
on two projects: Problems of information transmission from experts to a non-expert
principal (cheap-talk scenarios) and the ways the principal can utilize an a-priori
symmetry in such scenarios. And studying prophet and secretary problems and
their application of economic scenarios.
Representative Papers.
[1] Analyzing Games with Ambiguous Players’ Types using the MINthenMAX
Decision Model (AAMAS 2017)
[2] Mechanism Design on Discrete Lines and Cycles (EC 2012)
with E. Dokow, M. Feldman, and R. Meir
[3] Approximately Classic Judgment Aggregation (Annals of Mathematics and Artificial Intelligence 2013 & WINE 2011)
ALAN ROYTMAN
Thesis. Making Decisions Under Uncertainty for Large Data Domains
Advisor. Mikkel Thorup, University of Copenhagen
Brief Biography. Alan Roytman is a postdoctoral student of computer science at
the University of Copenhagen. He is broadly interested in theoretical computer
science, and more specifically in game theory, online algorithms, and streaming algorithms. Before coming to the University of Copenhagen, he was a postdoctoral
student at Tel Aviv University, where he held the I-CORE Postdoctoral Fellowship.
He received his Ph.D. in computer science from the University of California, Los
Angeles, where he was advised by Adam Meyerson and Professor Rafail Ostrovsky.
His Ph.D. thesis focused on applications dealing with large data that arrives on the
fly, particularly online algorithms for load balancing problems and streaming algorithms for clustering problems. He received his B.A. in mathematics and computer
science from the University of California, Berkeley.
Research Summary. My research mostly lies within theoretical computer science,
and more specifically the area of algorithms, including algorithmic game theory,
online algorithms, and streaming algorithms. My research interests in game theory
concern measuring the inefficiency of equilibria for various solution concepts, along
with mechanism design.
Much of my research in game theory concerns studying notions related to the
Price of Anarchy in a variety of settings and algorithmic mechanism design. In
particular, we are the first to define the notion of the Price of Mediation, which is
the ratio of the worst correlated equilibrium to the worst Nash equilibrium. This
ratio aims to quantify how much harm a selfish and inept mediator can cause to
society. We give various upper and lower bounds on this ratio for general matrix
games and load balancing games. My work also focuses on understanding how the
presence of budgets affects the inefficiency of equilibria in simple auction formats,
such as simultaneous first price and second price auctions. Moreover, in the context
of mechanism design, my work includes designing pricing schemes in scheduling settings where strategic input jobs arrive on the fly and must be assigned to machines
so as to keep loads balanced. We give a pricing scheme that matches the best online algorithm (i.e., where the input to the algorithm arrives on the fly and is not
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strategic) when machines have speeds. We also show a separation result between
online algorithms and pricing schemes when jobs have arbitrary processing times
on machines.
I also have research interests in the area of online algorithms. Many of my interests concern problems motivated by energy efficiency in the cloud and data centers.
For instance, I have results for the setting where tasks in data centers are modeled
via multidimensional vectors (where each coordinate corresponds to various components on a machine). In particular, I have studied load balancing problems and
bin packing problems within this framework. In the load balancing line of work, we
have designed algorithms that are simultaneously competitive against two benchmarks that are at odds with each other: energy efficiency and quality of service. In
the context of bin packing, we give tight results for the setting where vectors are
small relative to each bin’s capacity.
Representative Papers.
[1] Makespan Minimization via Posted Prices (EC 2017)
with M. Feldman and A. Fiat
[2] Packing Small Vectors (SODA 2016)
with Y. Azar, I.R. Cohen, and A. Fiat
[3] Streaming k-means on Well-Clusterable Data (SODA 2011)
with V. Braverman, A. Meyerson, R. Ostrovsky, M. Shindler, and B. Tagiku
JON SCHNEIDER
Thesis. Learning Algorithms in Strategic Environments
Advisor. Mark Braverman, Princeton University
Brief Biography. Jon Schneider is a PhD student at the Department of Computer
Science in Princeton University advised by Professor Mark Braverman. He holds
a S.B. in Mathematics from MIT with a minor in Economics. He is interested in
research questions at the interface between game theory and machine learning.
Research Summary. I am interested broadly in algorithmic game theory, and more
specifically in understanding how learning algorithms perform (and when they fail)
in a variety of strategic environments.
One line of work I am excited about is understanding how low-regret algorithms
for the multi-armed bandit problem behave in strategic settings studied in dynamic
mechanism design. Together with Mark Braverman, Jieming Mao, and Matthew
Weinberg, we proposed a model for a strategic variant of the multi-armed bandits
problem where the arms are strategic agents. In this model, when you pull an
arm, instead of directly receiving a reward, the arm receives the reward and can
choose how much of the reward to pass along to you. We show that, under this
model, classic adversarial low-regret algorithms (such as EXP3) perform particularly poorly - there exists a simple market-sharing equilibrium for the arms where
the arm-puller receives close to no revenue - yet there do exist simple mechanisms
for the arm-puller which guarantee significant revenue. In more recent work, we
have been analyzing the problem of how to design auctions/mechanisms under the
assumption that bidders use low-regret strategies to choose their bids, and have
some results forthcoming.
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Another topic I find interesting is how to learn an underlying ranking of items via
pairwise comparisons that may be strategic, non-transitive, or noisy.
√ In work with
Xi Chen, Sivakanth Gopi, and Jieming Mao, we developed new Õ( N )-competitive
algorithms for identifying the top K out of N items from noisy pairwise comparisons
(specifically, where the noise in the comparisons satisfies constraints imposed by
the Strong Stochastic Transitivity model). Previous algorithms for this problem
were all Ω(N )-competitive at best. On the strategic side of things, with Ariel
Schvartzmann and Matthew Weinberg, we examined tournament structures that
minimize the incentive for pairs of players to collude, showing that random singleelimination tournaments are optimal in this instance.
I have also done work earlier in my PhD on computational aspects of information
theory (ICALP 2016) and dynamical systems (Phys. Rev. Lett. 2015). I am
interested in working on problems in game theory where these tools can be applied.
Representative Papers.
[1] Condorcet-Consistent and Approximately Strategyproof Tournament Rules
(ITCS 2017) with A. Schvartzman and S. M. Weinberg
[2] Competitive Analysis of the Top-K Ranking Problem (SODA 2017)
with X. Chen, S. Gopi, and J. Mao
[3] Multi-armed
Bandit
Problems
with
Strategic
Arms
(preprint,
arXiv:1706.09060)
with M. Braverman, J. Mao, and S. M. Weinberg
SHAI VARDI
Thesis. Designing Local Computation Algorithms and Mechanisms
Advisor. Adam Wierman, California Institute of Technology
Brief Biography. Shai is a postdoctoral scholar at the Social and Information Sciences Laboratory at the California Institute of Technology, where he works with
Adam Wierman and Omer Tamuz. He completed his PhD in Computer Science at
Tel Aviv University with Yishay Mansour in 2015, and spent a year at the Weizmann Institute of Science as a postdoctoral researcher working with Uriel Feige. His
research interests lie primarily within the realm of algorithm and mechanism design, with a focus on local computation algorithms and fairness in dynamic games.
Recently he has been working on applications of the theoretical techniques that
he and his coauthors have developed to problems in optimization, learning and algorithmic game theory. He was awarded the Google Europe Fellowship in Game
Theory and the I-CORE Algorithms Postdoctoral Fellowship.
Research Summary. My research focuses on developing tools for addressing new algorithmic and economic challenges posed by modern computer systems. For many
problems that are considered to be “solved” by traditional standards, the solutions are impractical due to real-world constraints. My work seeks to devise new
methodologies that address these issues, using techniques from various disciplines
in computer science. Two main examples are the following:
Local Computation Algorithms (LCAs). In classical algorithmic models, an algorithm is given an input and is required to compute an output. When dealing
with truly massive data, such as the Internet, just reading the entire input may
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turn out to be impossible. In 2011, we introduced the LCA framework, in which an
algorithm is required to produce only a specified part of the output, and is expected
to access only a “small” part of the input (without any pre-processing). For which
problems and inputs are there LCAs with provably good complexity guarantees?
My research in this area has centered on exploring the possibilities and limitations
of LCAs. While most of the work has been theoretic, it is driven by applicability
to real-world problems. In [1], we design a local computation mechanism for stable
matching, under some conditions that are have been shown to commonly occur in
practice. When queried on a man (or woman), we can quickly reply to whom he
(she) is matched, such that the combined solution is an almost stable matching.
More recently, I have been working on using LCAs to solve to a variety of large-scale
problems in convex optimization, machine learning and game-theoretic settings.
Dynamic Fair Resource Allocation. For many (static) fair resource allocation
problems, the problem is, for the most part, solved. Real systems, however, are
usually dynamic, with users arriving and leaving the system. A major difficulty
in maintaining fairness in dynamic settings comes from the price of reallocating
resources. In [2], we introduce controlled dynamic fair division’, in which the goal
is to maximize a natural notion of fairness subject to a hard constraints on the
number of disruptions allowed. We present an instance-optimal algorithm (the
input to the algorithm is a vector of allowed disruptions) for the single resource
case and show that we can achieve surprisingly strong fairness guarantees. I am
currently working on applications of these techniques in cloud systems.
Representative Papers.
[1] Local Computation Mechanism Design (ACM TEAC 2016 and EC 2014)
with A. Hassidim and Y. Mansour
[2] Controlled Dynamic Fair Division (EC 2017)
with E. Friedman and C. A. Psomas
[3] On the Probe Complexity of Local Computation Algorithms (in submission)
with U. Feige and B. Patt-Shamir
BO WAGGONER
Thesis. Acquiring and Aggregating Information from Strategic Sources
Advisor. Yiling Chen, Harvard University
Brief Biography. I am a postdoc at the University of Pennsylvania’s Warren Center
for Network and Data Sciences, where I am hosted by Aaron Roth and Michael
Kearns. I received my PhD from Harvard in 2016 and bachelors from Duke in 2011
(CS/math), and have participated in research internships with Google (Mountain
View) and Microsoft (New England). Teaching experience at Harvard includes
undergraduate theory and graduate AI/EconCS seminar courses. Non-research
interests include coding, science fiction, and running.
Research Summary. I am fascinated by (probabilistic) information and its value
both to people and to algorithms. Much of my research, and the focus of my thesis,
is on mechanisms that coordinate agents to obtain, reveal, and aggregate information. The goal of this aggregation may be to generate an accurate forecast about
a future event, produce a hypothesis to approximate a machine-learning objective,
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or choose a welfare-maximizing allocation under uncertainty. The approaches often
incorporate perspectives and tools from game theory, AI, machine learning, privacy,
and algorithms.
For example, I am particularly excited about the role of what we call substitutable and complementary information. These turn out to characterize equilibria
of prediction markets and may aid in their design; and furthermore, they seem
to have useful connections to algorithms and complexity of information acquisition problems. Another basic direction is the study of elicitation. This developing
field of research considers the relationship between machine-learning loss functions
(which can also be viewed as scoring experts’ predictions) and the hypotheses or
predictions produced by an algorithm or expert facing those losses.
Along with and complementary to the above, I enjoy a range of topics in AI,
theory, and machine learning, e.g. differential privacy and randomized or online
algorithms, leading to diverse work at venues such as HCOMP, SODA, and NIPS.
In terms of style, my work is mainly theoretical and tends to identify some new
problem setting or intuition, then develop theorems (and occasionally experiments)
to capture that intuition. I have been fortunate to work with many wonderful
researchers to develop these interests, particularly my advisor Yiling Chen, mentors
at Google and Microsoft, and current collaborators at Penn.
Representative Papers.
[1] Informational Substitutes (FOCS 2016)
with Y. Chen
[2] Low-Cost Learning via Active Data Procurement (EC 2015)
with J. Abernethy, Y. Chen, and C. Ho
[3] Multi-Observation Elicitation (COLT 2017)
with S. Casalaina-Martin, R. Frongillo, and T. Morgan
JENS WITKOWSKI
Thesis. Robust Peer Prediction Mechanisms
Advisor. David C. Parkes, Harvard University
Brief Biography. Jens Witkowski is a postdoc at the Institute for Machine Learning
at ETH Zurich, where he works with Andreas Krause. His research interests lie in
the intersection of computer science and economics, with a focus on eliciting and
evaluating crowd-sourced information. Jens has worked extensively on theoretical
and empirical approaches to peer prediction and probabilistic forecasting. From
August 2014 to June 2015, he was a postdoc in the Good Judgment Project at
the University of Pennsylvania, developing methods for the early identification of
so-called “superforecasters.” From 2010–2014, Jens was a Fellow of the School of
Engineering and Applied Sciences at Harvard University, where he worked on robust
peer prediction mechanisms with David C. Parkes. He received his Ph.D. (2014)
and Master’s (2009) degrees in Computer Science from Albert-Ludwigs-Universität
Freiburg, Germany.
Research Summary. I am interested in principled, robust solutions to practically
relevant problems at the intersection of economics and computer science. Within
this general area, my research focuses on eliciting and evaluating information that
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is reported by potentially self-interested participants. I have worked on both forecasting and peer prediction: in forecasting, participants report probabilities about
the likelihood of a future event, where the event outcome is eventually publicly
observed. Consider eliciting forecasts about the probability that there will be a
lethal confrontation between China’s military and the military of another country
before June 1st, 2018. Eventually, it will be known whether this event materialized,
and this can then be used to score the elicited forecasts, incentivizing participants
to report their best estimates. In peer prediction, on the other hand, the challenge
is to elicit information without ever gaining access to ground truth. Consider a
survey that asks members of an academic society to report whether they have ever
taken part in questionable research practices, such as p-hacking. The truth is never
revealed, so that, to score a participant’s report, peer prediction methods can only
use the reports of other participants.
In my thesis, I developed peer prediction methods that relax the strong common
knowledge assumptions of earlier designs. For example, I developed the first peer
prediction method that does not rely on the common prior assumption. Moreover, we showed how machine learning can be used to learn truthful mechanisms
across multiple questions. In recent work, we fully characterize the design space
of all minimal peer prediction mechanisms using tools from computational geometry. This then allows us to show uniqueness of several well-known mechanisms
and to develop a framework for constructing new mechanisms. In my thesis, I
also developed the first Bayesian truth serum that is truthful for a finite number
of participants. Recently, development economists from MIT successfully applied
and positively evaluated this robust Bayesian truth serum in the field in India,
where they used it to elicit community information on entrepreneurial ability. In
another line of work, we combine forecasting and peer prediction to identify expert
forecasters before event outcomes materialize. We also demonstrate our method’s
effectiveness empirically, using data from the Good Judgment Project.
Representative Papers.
[1] A Robust Bayesian Truth Serum for Small Populations (AAAI 2012)
with D. Parkes
[2] A Geometric Perspective on Minimal Peer Prediction (AAAI 2016 and
TEAC 2017) with R. Frongillo
[3] Proper Proxy Scoring Rules (AAAI 2017)
with P. Atanasov, L. Ungar, and A. Krause
JAMES WRIGHT
Thesis. Modeling Human Behavior in Strategic Settings
Advisor. Kevin Leyton-Brown, University of British Columbia
Brief Biography. James Wright is a postdoctoral researcher at Microsoft Research.
He studies problems at the intersection of behavioral game theory and computer
science, with a focus on applying both machine learning techniques and models derived from experimental economics to the prediction of human behavior, especially
in strategic settings.
He completed his Ph.D. in Computer Science at the University of British
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Columbia (2016), where he was advised by Kevin Leyton-Brown. His dissertation
won an Honorable Mention for the SIGecom Doctoral Dissertation Award.
Research Summary. A wealth of experimental evidence demonstrates that human
behavior in strategic situations is often poorly predicted by classical economic models. Behavioral game theory studies deviations of human behavior from the standard
assumptions, and provides many models of these deviations. These models typically
focus on explaining a single anomaly. Although understanding individual anomalies is valuable, the resulting models are not always well-suited to predicting how
people will behave in generic settings, which limits their application to questions of
interest in algorithmic game theory, such as “What is the optimal mechanism for
implementing a particular objective?”.
I am interested in applying machine learning techniques to construct behavioral
game theoretic models that have high predictive accuracy, and in applying these
models to problems in algorithmic game theory, as well as economic problems understood more broadly. As an example of the first direction, I previously analyzed
and evaluated behavioral models in simultaneous-move games, eventually identifying a specific class of models (iterative models) as the state of the art. I then
proposed and evaluated an extension that improves the prediction performance of
any iterative model by better incorporating the behavior of nonstrategic agents. In
recent work, I have expanded my focus to modeling human learning in repeated
play, both at a population level and at the level of individual players.
Despite growing interest in behavioral game theory over the past decade, many
important questions about its application remain open. One direction of my current research aims to apply models from behavioral game theory to problems of
prediction and analysis in real-world data.
Representative Papers.
[1] Deep Learning for Human Strategic Modeling (NIPS 2016)
with J. Hartford and K. Leyton-Brown
[2] Level-0 Meta-Models for Predicting Human Behavior in Games (EC 2014)
with K. Leyton-Brown
[3] Beyond Equilibrium: Predicting Human Behavior in Normal-Form Games
(AAAI 2010) with K. Leyton-Brown
HAIFENG XU
Thesis. On the Role of Information in Strategic Interactions
Advisors. Shaddin Dughmi and Milind Tambe, University of Southern California
Brief Biography. Haifeng Xu is a PhD candidate in the Computer Science Department at the University of Southern California, advised by Shaddin Dughmi and
Milind Tambe. His research interests lie at the intersection of artificial intelligence
and algorithmic game theory, with a focus on developing theoretically grounded
techniques for solving real-world problems. He has worked extensively on modeling and analyzing how information affects the behavior of self-interested agents
from a computational perspective. His work on addressing information leakage in
game-theoretic models for security resource allocation has been integrated into the
next-generation software for scheduling US federal air marshals. He is a recipient
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of the 2017 Google PhD fellowship and the USC CAMS prize for mathematical
excellence. His work has received the 2016 AAMAS best student paper award and
the 2016 SecMas Workshop best paper award.
Research Summary. Strategic interactions are often rife with uncertainty. Players’
different information regarding these uncertainties creates information asymmetry,
which further complicates players’ strategic behavior. Despite recent progress in
computational game theory, much remains to be understood with regard to the
effects of information in strategic environments and their potential applications.
This is the gap that my thesis research aims to bridge.
My research addresses two aspects of information. The first concerns how an
agent or system designer might actively utilize an informational advantage when
interacting with other agents. One of the foundational models in this space is the
Bayesian persuasion (BP) model which studies how a principal with privileged access to information might use her advantage to influence another agent’s decisions.
We initiate a systematic algorithmic examination of the BP model and its natural
generalization to the setting of persuading multiple self-interested agents, and resolve the computational complexity for each. Going beyond theory, I explore the
application of persuasion in security games which concern the optimal randomized
allocation of security resources to protect critical targets from adversaries’ attack.
This leads to novel models, new algorithmic challenges (e.g., optimal joint design
of resource scheduling and persuasion scheme) and real-world applications (e.g.,
enhancing rangers’ patrolling in conservation areas via strategic UAV signaling).
Recently, with collaborators from Google, I started to investigate the application
of persuasion in ad auctions to improve revenue.
The second thread of my research seeks to mitigate the harms of “information
leakage” (i.e., an informational disadvantage) in games, particularly security games.
For example, in the scheduling of federal air marshals for flight protection, the
adversary (e.g., a terrorist) may, through surveillance or infiltration, obtain information about the protection status of outgoing flights, and use this information to
predict the protection status of returning flights. To address this vulnerability, I
propose the design of mixed strategies which are robust to such leakage of information. A scalable implementation has been integrated into the next-generation
software for scheduling US federal air marshals. The deployment of this approach
to handle similar concerns when designing patrol routes for wildlife protection is
an ongoing project.
Representative Papers.
[1] Algorithmic Bayesian Persuasion (STOC 2016)
with S. Dughmi
[2] Algorithmic Persuasion with No Externalities (EC 2017)
with S. Dughmi
[3] Security Games with Information Leakage: Modeling and Computation (IJCAI
2015) with A. X. Jiang, A. Sinha, Z. Rabinovich, S. Dughmi and M. Tambe
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Over the past decade, an exciting connection has developed between the theory of posted-price
mechanisms and the prophet inequality, a result from the theory of optimal stopping. This
survey provides an overview of this literature, covering extensions and applications of the prophet
inequality through the lens of an economic proof of this classic result. We focus on highlighting
ways in which the economic perspective drives new advances in the theory of online stochastic
optimization, and vice versa.
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1.

OVERVIEW

We are tasked with dividing up and selling a pool of resources among rational applicants, and our goal is to make the allocation as efficient (or, perhaps, as profitable)
as possible. To what extent are optimal mechanisms approximated by simple sales
protocols? This question stands at the forefront of algorithmic mechanism design,
despite a lack of consensus on precisely what is meant by “simple.” While it’s
admittedly difficult to move past “I’ll know it when I see it,” a natural contender
for simplicity is sequential posted pricing. In a posted price mechanism, a seller
or platform uses their knowledge of the market to design a menu of prices that
are offered to customers as they arrive, who can then purchase whatever they like
while supplies last. This is certainly a natural and practical approach to allocating
resources, ubiquitous in real-world markets. But it is natural to wonder to what
extent the posted-price paradigm approximates the performance of more complex
market-resolution methods.
As it turns out, this question is closely related to the so-called prophet inequality.
The prophet inequality was proven in the 70s in the context of optimal stopping
theory, an offshoot of stochastic optimization. Since the connection between the
prophet inequality and pricing was introduced to the economics and computation
community a decade ago, numerous papers have extended the prophet inequality
and used its insights to develop methods of constructing prices for increasingly
complex markets.
In this survey, I give a brief overview of this literature through the lens of an
economically-oriented proof of the prophet inequality. Beyond the direct applications to pricing and mechanism design, this economic perspective turns out to be
useful for extending the reach of the prophet inequality as a tool for stochastic
This survey is based on a tutorial given by the author at WINE 2016.
Author’s address: B. Lucier, Microsoft Research, One Memorial Drive, Cambridge, MA 02142
USA. Email: brlucier@microsoft.com.
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optimization and online algorithms. We will survey these connections through a
sequence of applications, beginning with the original prophet inequality and leading
to inherently combinatorial and multi-dimensional settings.
Outline of the Paper. In Section 2 I review the history of the original prophet
inequality in the stopping theory literature, and its connection to simple pricing
problems. In Section 3 I present a proof of the prophet inequality that is motivated by the connection to pricing. Then in Section 4 I give an overview of results
that extend the prophet inequality to more complex optimization tasks, using the
economic proof as a guide but staying within the realm of single-parameter problems. After pausing in Section 5 to describe a unifying framework, I move on to
multi-dimensional extensions in Section 6. Then in Section 7 I circle back to the implications for mechanism design. This survey will focus mainly on the connection
between prophet inequalities and welfare maximization (i.e., allocating resources
for economic efficiency), but at the end of the section I briefly describe applications
to revenue maximization as well. Finally, Section 8 concludes and suggests some
research directions for further exploration.
2.

INTRODUCTION: A BRIEF HISTORY OF THE PROPHET INEQUALITY

Imagine that you are invited to play the following game. You are presented with a
sequence of n treasure chests. Each chest contains a cash prize, but the chests are
locked and you cannot see their contents. However, each chest has a distribution
over non-negative values printed upon it. You are told that the value of the prize
in each chest was drawn independently from its displayed distribution. The host
running the game will open the chests for you, one at a time. When a chest is
opened, you can see the prize and must make a choice. You can either accept the
prize, ending the game immediately; or you can reject the prize, in which case it is
lost to you forever and the game will proceed with the next chest. How should you
play this game to maximize your expected winnings?
The optimal strategy for this game can be worked out by backward induction.
If you reach the final chest, then it is certainly optimal to take its prize. This lets
you calculate your expected winnings if you play optimally, starting at round n.
Given this, the correct strategy for the second-to-last chest is to accept the prize if
and only if its value is greater than your expected winnings if you continue to the
final chest. This lets you calculate the expected winnings of the optimal strategy
beginning at round n− 1. Iterating this reasoning yields an optimal strategy for the
entire game, corresponding to a non-increasing sequence of acceptance thresholds.
This type of stochastic optimization problem (and its solution) was well-studied in
the 70s, in the field of optimal stopping theory. Krengel and Sucheston [Krengel and
Sucheston 1978] asked the following question: how does the expected value of the
optimal strategy compare with the expected maximum prize? In other words, how
well does an optimal game contestant perform relative to an omniscient prophet,
who can see inside the chests and therefore trivially wins the best prize every time?
Krengel and Sucheston proved a multiplicative bound: the gambler’s expected winnings is always at least a quarter of the expected maximum prize. Garling then
noted (in a private communication) that this bound could be improved to half
the optimal prize [Krengel and Sucheston 1977]. The existence of a 2-approximate
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policy for this problem became known as the prophet inequality.
In fact, a simple example shows that this approximation factor of 2 is bestpossible. Suppose there are only two treasure chests. The first one deterministically
contains a prize of 1. The second chest contains 1/ǫ with probability ǫ, where
ǫ ∈ (0, 1] is arbitrarily small, and otherwise contains nothing. The maximum prize
is 1/ǫ with probability ǫ, and otherwise 1, so the expected maximum prize is 2 − ǫ.
On the other hand, no strategy yields an expected value greater than 1. The first
chest always contains 1, and the contestant can either (a) take it (getting 1 for sure)
or (b) leave it, which means they must take a chance on the second chest whose
expected prize is also 1. There is therefore no policy with approximation factor
better than 2 − ǫ for any ǫ > 0.
Later, Samuel-Cahn [Samuel-Cahn 1984] noted that one can achieve this same 2approximation using a particularly simple, non-optimal strategy: accepting the first
prize greater than a certain threshold θ [Samuel-Cahn 1984]. Moreover, it suffices
to set θ equal to the median of the distribution of highest prizes.1 It is notable
that this choice of θ is invariant to the order in which the prizes are revealed. This
strategy therefore remains 2-approximate even if the order is chosen by an adaptive
adversary who, in each round, can select the next chest to open based on the values
revealed in the previous chests.
Following the original prophet inequality established by Krengel, Sucheston, and
Garling, there was a significant line of work studying this optimality gap under
restrictions on the distributions, relaxations of the independence assumption, and
various classes of stopping rules and criteria. This literature is far too broad to
cover here, but we recommend the survey [Hill and Kertz 1992] for highlights. One
notable result from that line of work is that the factor of 2 can be improved if the
distributions are identical [Hill and Kertz 1982]. The tight approximation factor of
≈ 1.342 for identical distributions was established quite recently in the computer
science literature [Abolhassani et al. 2017; Correa et al. 2017].
2.1

The Pricing Connection

The prophet inequality was reintroduced to the economics and computation community by [Hajiaghayi et al. 2007], who noted a natural analogy to a simple pricing
problem. In this analogy, there is a seller with a single indivisible item to sell, such
as a used car. A sequence of n potential buyers, indexed 1, . . . , n, will approach
the seller one by one. Each buyer i has a private value vi for the car, drawn from
a distribution Di that is known to the seller. These distributions can potentially
vary between customers; for example, the seller might infer some information about
the buyer’s type from their apparel, the questions they ask about the vehicle, and
so on. The buyer and seller are free to negotiate using an arbitrary (and possibly
randomized) protocol, which ultimately leads to a decision to sell or not, and if so
at what price. Once the car is sold, future buyers must be turned away; and if a
1 In

this solution, there is a subtlety surrounding tie-breaking in the event that a prize is precisely
equal to θ. One could imagine a policy that always selects such a prize, and another policy that
always rejects such a prize. Samuel-Cahn shows that at least one of these two policies will yield
a 2-approximation, but neither policy works all of the time. Later, we will present another choice
of threshold that gives a 2-approximation regardless of the way such ties are broken.
ACM SIGecom Exchanges, Vol. 16, No. 1, August 2017, Pages 26–49

29

·

B. Lucier

customer decides not to purchase and leaves, they never return.
Viewing the customers as treasure chests, the prophet inequality establishes the
existence of a sales protocol that guarantees at least half of the optimal gains from
trade (that is, social welfare) in expectation. Taken literally, the prophet inequality
would require that each buyer’s value be fully revealed to the seller upon arrival,
similar to observing the prize when a treasure chest is opened. But recall SamuelCahn’s solution, which is to simply accept the first buyer whose value exceeds a
threshold θ. This protocol can be implemented even when buyer values are private,
and has a very natural interpretation: post a take-it-or-leave-it price of θ on the
car, and simply allow each customer to purchase if they so choose, while supplies
last.
We can conclude that a simple posted-price mechanism gives a 2-approximation
to the optimal welfare, regardless of the order in which customers arrive. Moreover,
no other mechanism can improve upon this guarantee, since the lower bound example described above extends directly to any equilibrium of any sales protocol: the
first customer is known to the seller to have value 1, so any sales protocol simply
reduces to the seller choosing whether or not to sell to the first buyer, and the lower
bound follows.
This posted-price mechanism is simple, natural, and practical. It has many
desirable properties, even among other pricing methods. Its choice of price is:
Anonymous. All customers are offered the same price, regardless of their type
distribution.
Static. The choice of which price to offer which customer does not change as the
mechanism progresses.
Order-Oblivious. The pricing rule does not depend on the order in which agents
arrive, and in fact the order can be chosen by an adaptive adversary.
Moreover, since each customer is simply offered a take-it-or-leave-it price that
they can choose to accept or not, the mechanism is ex post individually rational and
incentive compatible in dominant strategies. In fact, it is obviously strategyproof [Li
2017], since each customer has at most one strategic decision to make (whether or
not to purchase), and their payoff is not affected by anything that occurs after that
decision is made. It is also weakly group strategyproof (i.e., resilient to collusion
between customers), since no customer can, through his or her actions, reduce the
price offered to any other customer. This solution is so appealing that it naturally
begs the question: can we extend it to more complex allocation problems as well?
3.

AN ECONOMIC PROOF OF THE PROPHET INEQUALITY

Before presenting extensions to other optimization problems, we will pause here to
present a proof of the prophet inequality. This is a variation on an argument by
Kleinberg and Weinberg [Kleinberg and Weinberg 2012], and mathematically the
arguments are very similar. Nevertheless, I want to present the proof below because
it inherently makes use of the connection between prophet inequalities and posted
prices. The resulting economic interpretation will be convenient when we move on
to extended settings that require more nuance.
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We want to prove that there exists a threshold policy yielding, in expectation, at
least half of the expected maximum value. To simplify notation, let us write V ∗ for
the random variable whose value is maxi vi , the maximum of the n realized prizes.
The threshold policy we will consider is the one that accepts the first prize whose
value exceeds 21 E[V ∗ ], if any, where the expectation is over the realization of the
prizes.2 We must show that the expected prize generated by this policy is at least
1
∗
2 E[V ].
Theorem 3.1 [Kleinberg and Weinberg 2012]. The policy that accepts the
first prize that is at least 12 E[V ∗ ] has expected reward 12 E[V ∗ ]. This is true regardless of the decision made when a prize is equal to 12 E[V ∗ ].
To prove this, we will view the threshold policy as setting a price of p = 21 E[V ∗ ]
on an indivisible good for sale, and then allowing n bidders, each with a value vi
drawn from Di , to sequentially choose whether or not to purchase. This is certainly
equivalent to the threshold policy, with the expected gains from trade (i.e., welfare)
taking the role of the expected prize won. These gains are made up of two parts: the
expected revenue, which forms the seller’s utility, and the expected buyer surplus,
which is the sum of buyer utilities. We will bound these two parts separately.
Revenue: The expected revenue of this policy is simply p times the probability
that the item is sold. So, by the choice of p, the expected revenue is
1
E[V ∗ ] · Pr [ item is sold ] .
(1)
2
Buyer Surplus: Note that if the item is not sold by the time the process reaches
buyer i, then buyer i can choose to purchase the item if she so desires. The expected
utility of buyer i is therefore at least (vi − p)+ := max{vi − p, 0}, in the event that
the item is not sold before buyer i has a chance to purchase. But, crucially, whether
or not the item is sold prior to i’s decision is independent of i’s value. The expected
buyer surplus is therefore at least
X
E[(vi − p)+ ] · Pr [ i has a chance to purchase ] .
(2)
i

Suppose that the item is left unsold at the end of the process, after all the buyers
have come and gone. Then it must be that every customer had a chance to purchase.
This means that (2) is at least
!
X
+
E[(vi − p) ] · Pr [ item is unsold ] .
i

Then since

X
i

E[(vi − p)+ ] ≥ E[max (vi − p)+ ]
i

≥ E[max vi ] − p
i

=
2 Recall

1
2

E[V ∗ ],

that this is not the policy originally proposed by Samuel-Cahn [Samuel-Cahn 1984].
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we conclude that the expected buyer surplus is at least
1
E[V ∗ ] · Pr [ item is not sold ] .
2

(3)

Adding (1) and (3), we conclude that the expected welfare generated by this sales
process is at least 12 E[V ∗ ], as desired.
3.1

Discussion

Why was 21 E[V ∗ ] the “right” price to use? We can view this threshold as balancing
between two ways in which the prophet inequality can fail. If the price is too low,
then a low-valued buyer might purchase, denying the chance to a higher-valued
buyer later on. If the price is set too high, it becomes increasingly likely that no
buyer purchases and the item is left unsold, generating no welfare.
The main idea behind the proof above is that revenue and surplus cover these
two failure cases, respectively. The revenue of the pricing mechanism offsets the
expected opportunity cost of serving a customer. That is to say, the price is high
enough to discourage purchase by those whose value is too low relative to the
expected maximum value.
On the other hand, the aggregate buyer surplus offsets the expected value “left
on the table” — i.e., that could have been served in retrospect. Intuitively, if the
item often goes unsold, then it must also be the case that each buyer often has
an opportunity to purchase. The price 12 E[V ∗ ] is low enough that the buyers can
successfully leverage these opportunities to obtain high expected utility.
The Smoothness Connection. Notably, the latter half of the argument above —
i.e., the bound on buyer surplus — requires only that agents have the opportunity
to purchase. It does not require us to analyze which customer actually buys the
item. This is reminiscient of the recent literature on smoothness and the price
of anarchy [Roughgarden 2012; Syrgkanis and Tardos 2013], where the goal is to
analyze the efficiency of an auction at equilibrium but the nature of the game is
too complex to fully characterize equilibrium outcomes. The smoothness paradigm
bounds the performance of an auction (or, more generally, a game) using only
the existence of profitable actions, regardless of whether or not those actions are
actually taken by the participating agents. As it turns out, this connection will
be helpful when we later extend the prophet inequality to more general settings.
As we shall see, many price of anarchy results established via smoothness have
corresponding prophet inequalities. We discuss this connection further in Section 5.
Comparison with Market Prices: It is instructive to compare the prophet
inequality with the notion of a market-clearing price. Consider a deterministic,
full-information version of the problem, where the customer values are known in
advance. In this situation, the problem becomes trivial: setting price maxi vi yields
the fully efficient outcome, assuming that customers buy in case of indifference. In
fact, any price that lies strictly between the maximum value and the second-highest
value would result in the efficient outcome, and causes each buyer to be “satisfied”
in the sense of always being able to buy the item if they value it more than its
price. This is a special case of Walrasian equilibrium, which characterizes a lattice
of market-clearing prices that guide the market toward an optimal assignment of
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goods [Kelso and Crawford 1982]. In comparison, the prophet inequality price
guarantees only an approximation to the optimal welfare, and does not guarantee
that each customer ends up with a utility-maximizing purchase, but it applies even
when there is uncertainty in the market — that is, when buyer values are stochastic
— and does not rely on the nature of tie-breaking.
Robustness: In additional to being robust to how ties are broken in case of indifference, this proof of the prophet inequality is also highly robust to market misspecification. Namely, if the price we choose is perturbed slightly — say, 21 E[V ∗ ] ± ǫ —
then the resulting welfare guarantee degrades gracefully to 21 E[V ∗ ]−ǫ.3 This makes
it possible to estimate an appropriate price, given a limited number of samples from
the value distributions, with only a small loss in performance. This robustness to
sampling errors is interesting in and of itself, and will be particularly useful when
we extend to more complex settings and must address concerns of efficient computation. This robustness can be pushed further to derive prophet inequalities with
even just a single sample from each distribution [Azar et al. 2014].
4.

VARIATIONS: ACCEPTING MULTIPLE PRIZES

We now turn to extensions of the prophet inequality to broader optimization tasks.
In this section, we survey extensions of a particular form. There is still a sequence of treasure chests, each containing a single prize drawn independently from
a chest-specific distribution, and acceptance or rejection decisions are still irrevocable. However, it may be possible to accept more than one prize. Such a problem
is specified by some constraint on the sets of prizes that can be simultaneously
accepted.
It will be helpful to fix some notation. We will index the chests by 1, . . . , n. We
will assume that the chests arrive in this order for notational convenience, although
many results are order-oblivious and hold even when the arrival order can be chosen
adversarially. We’ll write vi for the prize in chest i, which is a random variable
drawn independently from distribution Di . We will write vectors in boldface, so
that v = (v1 , . . . , vn ) is the profile of all prizes. An allocation is a choice of which
chest(s) to accept. We will write F for the set of feasible allocations. We will always
assume that F is downward-closed, meaning that any subset of a feasible allocation
is also feasible. We will write OPT(v) for the maximum total value attainable by
any feasible allocation, in retrospect.
For example, in the original prophet inequality, F consists of all singletons plus
the empty allocation, and for any profile of values v we have OPT(v) = maxi vi .
4.1

Extension 1: Accepting up to k Prizes

In addition to interpreting the prophet inequality in the context of posted prices,
Hajiaghayi, Kleinberg, and Sandholm [Hajiaghayi et al. 2007] gave a natural extension to the case where up to k ≥ 1 prizes can be accepted. In the pricing analogy,
3 While

it’s true that a small change in the price could increase or decrease the probability of sale
dramatically, this only causes a shift between the revenue and buyer surplus, and the argument
described above still goes through essentially unchanged. One simply uses p ≥ 21 E[V ∗ ] − ε and
p ≤ 12 E[V ∗ ] + ǫ in the final lines of the revenue and surplus bounds, respectively.
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there are k identical items for sale, and each buyer is interested in at most one. Not
only does the prophet inequality extend, but in fact the achievable approximation
factor improves, tending to 1 in the limit as k grows.
Theorem 4.1 [Hajiaghayi et al. 2007]. In the prophet inequality setting where
k ≥ 1 prizes can be accepted,
q there is a fixed threshold strategy achieving approxi-

mation factor at most 1 +

8 ln(k)
.
k

The idea behind their argument is a natural one: choose a price p so that the
expected number of buyers who want to purchase — i.e., with value at least p —
is a little less than k: say k − δ for some appropriately-chosen value of δ. We can
interpret this p as the solution to a fractional relaxation of the problem, with a
somewhat stricter feasibility constraint (k − δ instead of k). If δ is chosen properly,
standard concentration bounds imply that the actual number of buyers with realized
value greater than p will lie between k − 2δ and k, with high probability.
Let’s prove the claim that, for any v such that this event occurs, the welfare
generated is at least (1 − 2δ
k )OPT(v). One way to see this is with a slight twist
on the economic proof from Section 3, bounding separately the revenue and buyer
surplus. This is very similar to the proof outlined by Hajiaghayi, Kleinberg, and
Sandholm [Hajiaghayi et al. 2007].
Revenue: Since at least k − 2δ customers will purchase, the revenue generated is
at least (k − 2δ)p.
Buyer Surplus: Since at most k buyers have value greater than p, each buyer
who wanted to purchase at this price had an opportunity to do so. Similar to the
single-item
case from Section 3, this implies that the total buyer surplus is at least
P
+
(v
−
p)
. Since the sum is at least the value of its top k terms, and since
i
i
OPT(v) is precisely the sum of the k largest values in v, we conclude that the
expected buyer surplus is at least
OPT(v) − kp.
and adding the revenue comMultiplying this bound on the buyer surplus by k−2δ
k
pletes the claim.
√
It turns out that setting δ = 2k log k provides an appropriate tradeoff between
the probability that the number of customers wishing to purchase lies strictly between k − 2δ and k, and the approximation guarantee of (1 − 2δ
subject to that
k )p
event. This ultimately leads to an approximation factor of 1 + O( log k/k).
In addition to this
√ upper bound, [Hajiaghayi et al. 2007] also established a lower
bound of 1 + Ω(1/ k) for any online
√ protocol. Alaei [Alaei 2014] later provided an
improved upper bound of (1 − 1/ k + 3)−1 , matching this lower bound. Notably,
in addition to being asymptotically optimal, this improved bound recovers the tight
bound of 2 for k = 1.
4.2

Extension 2: Matroid Constraints

Matroids are one of the most well-studied classes of downward-closed set systems.
A downward-closed feasibility constraint F forms a matroid if, for each S, T ∈ F,
if |S| < |T | then there exists some a ∈ T \S such that S ∪ {a} ∈ F. We refer a set
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that is feasible with respect to a matroid as independent. Matroids generalize the
cardinality constraints from Section 4.1. An illustrative example is the graphical
matroid: the buyers correspond to the edges in a fixed graph G, and it is feasible
to sell to a subset S of buyers if and only if S does not contain a cycle.
Kleinberg and Weinberg [Kleinberg and Weinberg 2012] extended the prophet
inequality to all matroid constraints. In particular, for any matroid F, they presented a pricing policy that yields a approximation factor of 2. Their protocol is
order-oblivious and allows an adaptive adversary to choose the arrival order, but
the prices used in their policy are dynamic and personalized (as opposed to static
and anonymous).
To define their pricing rule, we must first define what is meant by a residual value.
Take any feasible set of buyers S, and suppose T is optimal
feasible allocation from
P
among those that contain S. That is, T maximizes i∈T vi subject to T ∈ F and
S ⊆ T . Then the residual value after S is OPT(v | S) = v(T ) − v(S). In other
words, the residual value is the maximum total value remaining, in a world where
the elements of S have already been taken.
The pricing rule of Kleinberg and Weinberg is now as follows. When buyer i
arrives, suppose that S is the set of buyers that have already been served. If S ∪ {i}
is feasible, then buyer i will be offered price
1
E[OPT(v | S) − OPT(v | S ∪ {i})].
(4)
2
We can interpret this price as half the opportunity cost of providing service to buyer
i, given the decisions that have already been made by the time buyer i arrives. If
S ∪ {i} is infeasible, then buyer i cannot purchase; we can think of this as setting
pi = ∞.
pi =

Theorem 4.2 [Kleinberg and Weinberg 2012]. Under the pricing scheme
described above, the expected welfare generated is at least 21 E[OPT(v)].
Why do these prices work? Again, we can take intuition from the economic
proof of the prophet inequality. To convey this intuition, let’s consider the fullinformation version of the problem, where all agent values are known in advance.4
In this case, the prices and purchasing decisions are deterministic; we can write S
for the set of buyers who ultimately purchase, and write S<i for the set of buyers
who purchase before i arrives. Then if S<i ∪ {i} is feasible, the price offered to
agent i is
1
(OPT(v | S<i ) − OPT(v | S<i ∪ {i})) .
2
Again, let’s bound the revenue and buyer surplus generated by these prices.
pi =

(5)

Revenue: The prices are defined precisely so that the revenue offsets the opportunity cost of serving the buyers who are accepted. Recall that S is the set of buyers
who accept their prices. By a telescoping sum, the total revenue generated is equal
4 The

deterministic setting admits simpler proofs than the one we describe here. We are nevertheless interested in this economic proof in part because it extends directly to the general problem
with stochastic values, and builds intuition for that more general argument.
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to
X

pi =

X1
i∈S

i∈S

2

(OPT(v | S<i ) − OPT(v | S<i ∪ {i}))

1
(OPT(v) − OPT(v | S)).
(6)
2
Buyer Surplus: We claim that the prices are set low enough that the total buyer
surplus is at least half of the residual value left when the mechanism completes. The
proof of this claim requires some facts about matroids, and we will not reproduce
it here, but it is captured in the following proposition:
=

Proposition 4.3 [Kleinberg and Weinberg 2012]. For any sets S and T
such that S ∪ T ∈ F, the sum of prices offered to T is at most 21 OPT(v | S).
If S is the set of agents who purchase, and T is the set of maximum total value
such that S ∪ T is feasible, then (by downward-closedness of F) it must be that
each customer in T had the opportunity
to purchase. We therefore have that the
P
(v
−
pi ), which by
total
buyer
surplus
is
at
least
i
i∈T
P
P Proposition 4.3 is at least
1
v
−
OPT(v
|
S).
But
from
our
choice
of
T
,
i
i∈T
i∈T vi = OPT(v | S), and
2
hence the total buyer surplus is at least
1
OPT(v | S).
(7)
2
Adding the revenue bound (6) to the buyer surplus bound (7) gives the desired
welfare bound of 12 OPT(v).

We went through the reasoning above for the full-information version of the
problem. In fact, the argument extends almost immediately to arbitrary value
distributions, by considering the expected revenue and buyer surplus and making
liberal use of the magic of linearity of expectation.5 Indeed, we can (and should)
interpret each price from (4) as precisely the expectation — over the distribution of
buyer types — of the price (5) we chose to post in the full-information version of the
problem. This has the flavor of an extension theorem: to solve the stochastic version
of the problem, it suffices to produce a sufficiently well-behaved solution to the fullinformation version. The general solution then follows by taking expectations. As
we will see, this is no accident — a similar extension result captures many prophet
inequality proofs in the literature, and we will formalize this in Section 5.
Beyond a Single Matroid. In addition to proving a prophet inequality for matroid constraints, Kleinberg and Weinberg showed that this extends to a approximation factor of (4k − 2) for the intersection of k matroids, and that this linear
dependence on k is necessary. Feldman, Svennson and Zenklusen later improved
this upper bound to e(k +1) [Feldman et al. 2015]. Dütting and Kleinberg extended
the matroid result to a 2-approximate prophet inequality for polymatroids, which
are natural convex relaxation of matroid constraints [Dütting and Kleinberg 2015].
5 There

is an important subtlety when bounding the expected buyer surplus. In particular, one
has to be careful about introducing correlation between S>i and T . A common approach is to
take expectations twice: once to determine S, and then a second time to determine T . We discuss
this further when we present a more general framework in Section 5.
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Finally, [Rubinstein and Singla 2017] extend the matroid prophet inequality to
settings where the objective function is not necessarily additive over the elements
selected, but can instead be an arbitrary submodular function; they establish a
prophet inequality with constant approximation factor for this problem.
4.3

Extension 3: Knapsack Constraints

In a knapsack constraint, each customer i is associated with a size si ∈ [0, 1] in
addition to their value vi . The feasibility constraint
is that a set S of customers
P
can be simultaneously satisfied if and only if i∈S si ≤ 1.

Fractional Knapsack. Feldman, Svennson, and Zenklusen considered prophet
inequalities for knapsack constraints, but under a fractional relaxation of the problem [Feldman et al. 2015]. In this relaxed problem, we can allocate
each agent
P
x
v
a level of service xi ∈ [0,
1].
The
total
value
generated
is
then
i i i , and the
P
feasibility constraint is i xi si ≤ 1. We recover the original knapsack problem by
restricting each xi to lie in {0, 1}. Note that, unlike the previous examples, here we
can serve each customer in multiple possible ways. The interpretation of a prophet
inequality in this setting is that each customer, upon arrival, must be assigned a
service level xi ∈ [0, 1]. This decision is irrevocable and cannot be modified once
made. Once each customer’s level of service has been determined, the next customer arrives. The pricing analogy for this problem is natural: there is a single
unit of a divisible resource for sale, and each customer i has value vi /si per unit of
good received, up to a maximum of si units.
A prophet inequality with constant approximation factor for fractional knapsack constraints was first established by [Feldman et al. 2015]. The approximation
factor was subsequently improved to 2 by [Dütting et al. 2017]. Moreover, this
2-approximate prophet inequality applies even if, for each customer i, both the size
si and value vi are privately known to the customer and arbitrarily correlated with
each other. That is, one can think of (vi , si ) as the type of customer i, and we allow
types to be drawn from some (known) distribution over tuples.
The approach of Dütting et al. is to post a static, anonymous price p per unit
of the resource, then offer this price to each arriving customer and allow them to
purchase as much of the good as desired, while supplies last. If we write V ∗ for the
random variable denoting the total value of the optimal allocation (over randomness
in the type profile), the price posted by the seller is p = 12 E[V ∗ ].
Theorem 4.4. For the knapsack problem described above, the policy that posts
a per-unit price of 21 E[V ∗ ] and allows each buyer to purchase their desired quantity
(up to the amount remaining) has approximation factor 2.
Why is this the right price to post? As with matroid constraints, it is useful to
first consider the full-information version of the problem, where the customer types
are known to the seller in advance.
In this case, write x∗ for the optimal allocation,
P
∗
which has total value V = i vi x∗i . Then the seller will post price 12 V ∗ . Again,
we will bound separately the revenue and buyer surplus of this pricing policy.

Revenue: Suppose that a total of Y ≤ 1 units of the good are sold by the pricing
policy. Then the revenue generated is simply p · Y , which is equal to
1 ∗
2V

· Y.

(8)
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Buyer Surplus: Note that since Y units are sold in total, there are at least 1 − Y
units available to be purchased by each customer. In particular, there is enough
left over to provide each customer with their optimal allocation, si x∗i , scaled down
by a factor of (1 − Y ). So each customer must get at least as much utility as they
would by purchasing si x∗i (1 − Y ) units. This yields a welfare bound of
!
X
X
X
(vi − psi )x∗i (1 − Y ) =
(vi x∗i ) − p ·
(si x∗i ) · (1 − Y )
i

i

i

≥ (V ∗ − p) · (1 − Y )

(9)
= 21 V ∗ (1 − Y )
P
where in the inequality we used the fact that i si x∗i ≤ 1. Adding the revenue and
buyer surplus bounds from (8) and (9), we have that the total welfare is at least
1 ∗
2V .
As with the argument for matroid constraints, this bound extends directly to
the general stochastic version of the problem by taking expectations and exploiting
linearity. The expected revenue will be p = 12 E[V ∗ ] times the expected quantity
sold, which is 12 E[Y ]. To bound the expected buyer surplus, we note that each
buyer i obtains at least as much utility as they would if they used the following
strategy: purchase the quantity they expect to receive in the optimal allocation
(given their type, with expectation taken over the types of the other customers),
scaled down by the amount of resource available. This gives an expected surplus
that is at least (E[V ∗ ]−p) = 21 E[V ∗ ] times the expected quantity left over, E[1−Y ].
Adding these two quantities gives an expected welfare bound of 12 E[V ∗ ].
Integral Knapsack. The argument above applied to a fractional knapsack constraint. Dütting et al. further established a prophet inequality with approximation
factor 5 for integral knapsack constraints [Dütting et al. 2017]. This result also
employs a static, anonymous price.
Their argument follows the same general pattern as the arguments we have seen
so far, but considers separately the contribution of buyers with si > 1/2 (the “large”
buyers) and buyers with si ≤ 1/2 (the “small” buyers) to the optimal welfare. The
large buyers are easy to handle: since an optimal allocation can accept at most one
large buyer, the original prophet inequality implies the existence of a single takeit-or-leave-it price, for the entire quantity of good, that gives a 2-approximation to
the welfare contribution of large buyers. For small buyers, a slight variation on the
fractional knapsack argument above, using 32 V ∗ for the per-unit price rather than
1 ∗
2 V , yields a 3-approximation to the optimal welfare attainable from small buyers.
Combining these two bounds and considering the worst case over combinations of
large and small buyers leads ultimately to an approximation factor of 5.
Finally, a brief note about computation. The prices for the “small-buyer” case
were based on an optimal allocation x∗ , but recall that finding such an optimal
allocation is an NP-hard task! Fortunately, this argument applies even if x∗ is only
an approximately optimal allocation, in which case the approximation factor of the
prophet inequality degrades by the approximation factor of the allocation method.
In particular, we can use the allocation returned by an FPTAS for knapsack [Ibarra
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and Kim 1975] and obtain a (5 + ǫ)-approximate prophet inequality using prices
that can be computed in polynomial time.
4.4

A Lower Bound: General downward-closed constraints

Given our success so far at deriving prophet inequalities with constant approximation factors, it is tempting to ask whether there is a constant prophet inequality for
arbitrary downward-closed feasibility constraints. As it turns out, this is not the
case. Babaioff, Immorlica and Kleinberg established a lower bound for secretary
problems, which also implies the following lower bound for prophet inequalities.
Theorem 4.5 [Babaioff et al. 2007]. There exists a downward-closed feasibility constraint for which no online acceptance protocol can achieve approximation
factor better than Ω(log n/ log log n). In this example, the values are drawn i.i.d.
from a distribution supported on {0, 1}, and the arrival order is non-adaptive.
An Upper Bound. A prophet inequality for arbitrary downward-closed feasibility
constraints was established by [Rubinstein 2016]. The policy is randomized and
yields an approximation factor of O(log n log r), where r is the size of the largest
feasible set. It remains open to determine whether this dependence on r can be
removed, or whether a similar approximation can be obtained with a deterministic,
price-based policy.
5.

INTERLUDE: BALANCED PRICES

The arguments from the previous section all follow a similar general paradigm. For
any given deterministic set of values, exhibit prices that satisfy two properties: (a)
the prices are high enough that the revenue generated from any outcome offsets
the opportunity cost of making those selections, and (b) the prices are low enough
that the buyer surplus offsets any residual value left on the table when the process
ends. Posting these prices leads to an approximation result for the deterministic
optimization problem. The more general stochastic result then follows by taking
expectations. In this section, we make this extension theorem explicit.
Recalling that prices might be dynamic (as for matroids) and the outcome space
for each buyer might not be binary (as for fractional knapsack), we’ll need to introduce some notation. We will represent an allocation by a vector x = (x1 , . . . , xn ),
with xi representing the decision made in round i of the game. As before, we will
tend to assume that customers arrive in the order they are indexed for convenience,
although most results we discuss are order-oblivious. We’ll say that a pricing rule
assigns a price pi (x | y) to each potential outcome x for agent i, given that partial
allocation y has already been made and x is feasible given y. We’ll write x<i for
the allocation made to agents prior to i, so that pi (xi | x<i ) is the price offered to
agent i, in order to get outcome xi , given that the previous buyers made selections
x1 , . . . , xi−1 .
Given some allocation x, we’ll write Fx for the set of “residual” allocations that
are disjoint from x, and can be combined with x to form a feasible allocation. For
example, if F is the set of all allocations that accept at most 5 prizes, and x is the
allocation that accepts prizes 4 and 7, then Fx contains all allocations that accept
at most 3 prizes, none of which are 4 or 7. Recalling the notion of marginal value
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from the matroid extension, we will write OPT(v | x) for the maximumPpossible
residual value over all allocations in Fx . That is, OPT(v | x) = maxy∈Fx i vi (yi ).

Balanced Prices. The following definition describes what it means for a set of
prices to be “balanced” for a deterministic set of values v. This is a variation
on a notion of balanced thresholds due to [Kleinberg and Weinberg 2012]. The
main difference is that the definition below is extended to allow a more general set
of outcomes, which will be useful when we consider multi-dimensional settings in
Section 6. We also note that Kleinberg and Weinberg considered balancedness with
respect to a profile of distributions, rather than a fixed valuation profile.
Definition 5.1. For α, β > 0, a pricing rule p is (α, β)-balanced for valuation
profile v if for all x ∈ F,

P
1
(1)
i∈N pi (xi | x<i ) ≥ α · OPT(v) − OPT(v | x) , and
P
′
(2) for all x′ ∈ Fx :
i∈N pi (xi | x<i ) ≤ β · OPT(v | x).

If in the second condition we replace the right hand side with β · OPT(v) (a weaker
condition), we say p is weakly (α, β)-balanced.

The definition of (α, β)-balancedness captures sufficient conditions for a postedprice mechanism to guarantee high welfare when agents have a known valuation
profile v. Condition 1 precisely states that the revenue generated by allocating
some x is at least some fraction of the value lost due to allocating x. Condition 2
states that, for any residual allocation x′ that is possible after x has been allocated,
the total price of x′ is not too large relative to the optimal residual welfare. As
we’ve now shown in multiple examples, these two conditions are sufficient to derive
a welfare bound when the values are known in advance. In the relaxation to weak
balancedness, we require only that the total price of any allocation is not too large
relative to the optimal (non-residual) welfare. Since any residual welfare is bounded
by the optimum total welfare, this is indeed a weaker requirement.
An Extension Theorem. Our interest in (α, β)-balanced pricing rules comes
from the fact that their implied welfare bounds for deterministic instances extend
to stochastic settings as well.
Theorem 5.2 [Dütting et al. 2017]. Suppose that, for each valuation profile
v in the support of the buyers’ distributions, the pricing rule pv is (α, β)-balanced
α
the posted-price mechanism with pricing rule δp, where
for v. Then for δ = 1+αβ
1
ṽ
· Ev [OPT(v)]. If instead
pi (xi | y) = Eṽ [pi (xi | y)], generates welfare at least 1+αβ
v
p is weakly (α, β)-balanced, then we can take δ = min{α, 1/2β} and the welfare
1
generated is at least 4αβ
· Ev [OPT(v)].
The intuition behind Theorem 5.2 follows the economic prophet inequality arguments we have seen so far. The definition of balancedness almost directly implies
a welfare result for a deterministic value profile, with a revenue bound following
directly via telescoping sum and a surplus bound following by having each buyer
consider purchasing x′i , where x′ ∈ F is the welfare-optimal allocation in Fx . The
extension result then follows by taking expectations over value profiles. Some care
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is needed to maintain independence between purchasing decisions when taking expectations in this way; we refer the interested reader to [Dütting et al. 2017] for
further details.6
Example 5.3. As a simple example of how to apply Theorem 5.2, consider again
the standard prophet inequality from Section 3. Here, each xi is either 1 (accept)
or 0 (reject). Consider the pricing rule given by pi (1 | x) = maxi vi . That is, each
customer is offered a price of maxi vi for purchasing, as long as it is feasible to do
so. This price rule is static and anonymous. It is also easy to check that it is (1, 1)balanced: for the first condition, the sum of prices for any non-empty allocation
is maxi vi , which is equal to the optimal outcome. For the second condition, x′ is
non-trivial only if x does not allocate the item, in which case the price of allocating
α
= 21 ,
to any agent is maxi vi which, again, is equal to OPT(v | x). Taking δ = 1+αβ
our theorem directly implies that setting price 12 E[maxi vi ] leads to the original
prophet inequality with approximation factor 2.
Theorem 5.2 is stated for general pricing rules. Note, however, that if pv is
static, anonymous, and/or order-oblivious for each v, then the prices suggested by
Theorem 5.2 inherit these properties as well.
The strength of Theorem 5.2 comes from the fact that it’s sufficient to consider
only deterministic instances when constructing prices. As it turns out, this simplification will be particularly helpful when we consider broader, multi-dimensional
scenarios in the next section.
The Smoothness Connection Revisited. A crucial aspect of Theorem 5.2 is
that, when bounding the performance of the price-based policy, it is not necessary
to explicitly analyze which items are purchased by which buyers. When bounding
the buyer surplus, it suffices to consider only potential actions of the buyers, and
in particular to argue that prices are low enough to enable certain “high-utility”
buying strategies. This trick has the most bite when buyers have many possible
actions available, such as when there are multiple items for sale; we consider such
multi-item scenarios in the next section. As we noted in Section 3, this argument
is reminiscient of the so-called smoothness method for bounding the welfare of a
mechanism at equilibrium [Roughgarden 2012; Syrgkanis and Tardos 2013]. In a
smoothness argument, one derives a bound on the utility of buyer by considering
a simple “deviation” strategy that they could have played. Similarly, our proof
bounds each buyer’s utility by considering a certain canonical item — or set of
items — that they could have purchased. Mathematically these arguments have
similar structure, and indeed the prophet inequalities we will establish in Section 6
using Theorem 5.2 have approximation factors that are similar to known smoothness
bounds for related auctions [Christodoulou et al. 2016; Syrgkanis and Tardos 2013].
6 Roughly

speaking, when bounding the buyer surplus, it is important to maintain independence
between what agent i considers purchasing and what subsequent agents actually purchase. This
can be handled by taking expectations twice: once to determine the actual agent values, and hence
what agents will actually purchase; and then a second time to define the x′i that agent i considers
purchasing. This can be interpreted as having the agent “hallucinate” random valuations v′ for
the other agents, and consider purchasing according to the residual allocation x′ that would be
welfare-optimal for v′ . See [Dütting et al. 2017] for further details.
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MULTI-DIMENSIONAL PROPHET INEQUALITIES

So far we have focused on situations where a single value vi is revealed in each
round, and the decision-maker chooses whether or not to accept the value (or, in
some cases, a level of fractional acceptance). In this section, we turn to scenarios
where the decision-maker must make a more involved decision in each round. For
example, there may be multiple chests opened each round, and the optimizer can
accept some subset of them. In terms of our pricing analogy, this might correspond
to a seller with multiple heterogeneous products to sell. As in the case of a single
item, we will be particularly interested in price-based solutions: the seller assigns a
price to each potential choice, and then for each buyer the allocation chosen is the
one that maximizes the buyer’s utility at those prices.
This section is based heavily on [Feldman et al. 2015], which studies high-welfare
posted-price mechanisms for combinatorial auctions, and [Dütting et al. 2017],
which applies the concept of balanced prices to a variety of stochastic optimization problems.
6.1

Matching Markets

Let’s begin with a simple extension of the standard prophet inequality to a multiitem setting. In this scenario, there are multiple items for sale, and each arriving
customer i has some value vij for each item j. The values are assumed to be
independent across customers, but a single customer’s values can be arbitrarily
correlated across items. The customers are unit-demand, which is to say that each
customer wants at most a single item. Here we let xi be the item allocated to agent
i, or ∅ if agent i obtains no item.
This scenario was studied by [Alaei et al. 2012], who presented a 2-approximate
prophet inequality for this setting. Here we will present a different argument, which
establishes a 2-approximate prophet inequality by way of static item prices. That
is, the seller will choose a price for each item, and offer this menu of prices to each
customer. Each customer, upon arrival, can purchase whichever item they prefer
most at the given prices. The prices will be static, anonymous, and order-oblivious.
What price should be set on item j? Guided by Theorem 5.2, we will focus on
constructing balanced prices for a given value profile v. Write Vj∗ for the value
generated by item j in the optimal assignment. That is, if the optimal allocation
assigns item j to buyer i, then Vj∗ will be equal to vij . We will then take the (static
and anonymous) price of item j to be pj = Vj∗ .
We claim that these prices are (1, 1)-balanced. For the first condition of balancedness,
note that the revenue generated by selling some set S of items is equal
P
to j∈S Vj∗ , which is at least the loss in optimal value suffered if those items were
removed from the market. For the second condition, note that if some set S of
items were
P sold, then the total residual welfare available in the remaining items is
at least j6∈S Vj∗ , which is equal to the sum of prices of all the remaining items.
Theorem 5.2 then implies that the static, anonymous prices pj = 12 E[Vj∗ ] imply
a prophet inequality with approximation factor 2. In other words, in order to
determine the price of item j, we should take the expected contribution of item j
to the optimal welfare, over all value realizations, and divide this by 2.
Example 6.1. Suppose there are two items, {a, b}, and two buyers, {1, 2}. Buyer
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1’s values are deterministic: v1a = 5 and v1b = 6. Buyer 2’s value for item a is
deterministically v2a = 3, but her value for b is stochastic and equally likely to be
either 0 or 10. If v2b = 0, then the optimal assignment gives a to buyer 2 and b to
buyer 1, yielding Va∗ = 3 and Vb∗ = 6. If v2b = 10, then the optimal assignment
gives a to buyer 1 and b to buyer 2, leading to Va∗ = 5 and Vb∗ = 10. Taking half
the average of each item’s welfare contribution, the pricing scheme above would
1 6+10
= 4.
post item prices pa = 21 · 3+5
2 = 2 and pb = 2 · 2
Submodular Combinatorial Auctions. The argument above extends directly
to a richer space of combinatorial auctions with submodular valuations. In this
setting there are still multiple items for sale, but now each buyer can purchase
multiple items. We can then think of each xi as an arbitrary subset of the set M
of all items, and the feasibility constraint is that xi ∩ xk = ∅ for any two buyers i
and k. The items exhibit decreasing marginal values for each buyer.
To extend our 2-approximate prophet inequality to this setting, the idea is to
consider the so-called XOS representation of a valuation [Lehmann et al. 2001],
which expresses the valuation function as a maximum over linear functions. This
allows us to define the contribution of an item j to the welfare generated by an
allocation x∗ : if j is assigned to buyer i, then Vj∗ is simply the weight of j in the
additive function that defines the value vi (x∗i ). As in the unit-demand case, pricing
each item j at half of its expected contribution to the social welfare leads to a
2-approximate prophet inequality. We refer the interested reader to [Feldman et al.
2015] for more details.
Multiple Copies of Each Item. In addition to establishing a 2-approximate
prophet inequality for matching markets,
√ [Alaei et al. 2012] showed that the approximation factor improves to (1 − 1/ k + 3)−1 when there are at least k identical
copies of each item. This directly extends the result of [Alaei 2014] for cardinality constraints discussed in Section 4.1, yielding the same approximation factor
in a multidimensional setting. This analysis was then extended further by [Alaei
et al. 2013] to obtain a similar approximation factor for the generalized assignment
problem.
6.2

Multiple-Choice Matroid Constraints

When we sketched the argument for the matroid prophet inequality in Section 4.2,
we essentially established that a certain dynamic pricing policy is (1, 1)-balanced.
As it turns out, this argument extends directly to a multi-dimensional version of
the matroid prophet inequality as well. Instead of taking a matroid constraint over
buyers directly, imagine that there is a universe of elements E partitioned into
disjoint subsets E1 , . . . , En . The decision maker must allocate to each buyer i a
subset xi ⊆ Ei . The feasibility constraint is defined by a matroid over E, and an
allocation is feasible if and only if ∪i xi is independent according to that matroid.
In other words, there is a matroid feasibility constraint over elements, and multiple
elements can be presented to the optimizer simultaneously. Each elements has an
associated value, and the value of a subset xi is simply the sum of the individual
item values. The proof we sketched in Section 4.2 extends directly to this multidimensional setting, leading again to a prophet inequality with approximation factor
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2 via posted prices. As for single-dimensional matroid constraints, the prices applied
here will be dynamic and personalized, though the approximation is order-oblivious.
Recall that it suffices to define a balanced pricing policy for a fixed valuation
profile v. The pricing policy we use prices each collection of elements at half of the
opportunity cost they impose on the residual value. That is, for each i, if x<i is the
collection of allocations made previously, then the price of some feasible allocation
xi (which, recall, is a subset of Ei ) is set to
pi (xi | x<i ) =

1
(OPT(v | x<i ) − OPT(v | x≤i )) .
2

Note that these prices may not take the form of prices on individual elements, but
rather might be arbitrary bundle prices, as illustrated in the following example.
Example 6.2. Suppose the constraint is that at most 2 elements can be accepted.
In the first round, the optimizer is presented with two elements whose values are
both deterministically 2, and in the second round the optimizer is presented with a
single element whose value is deterministically 10. In this case, the price assigned
to any single element in the first round is 1 (half of 2) but the price assigned to the
pair of both elements is 6 (half of 12, the value of the optimal solution).
As with matching markets, this pricing strategy extends naturally to cases where
the value of agent i for a set of elements xi is not necessarily additive, but can be
an arbitrary submodular valuation over the set of elements selected. This yields a
2-approximate prophet inequality for this setting as well [Dütting et al. 2017].
6.3

Combinatorial Auctions

We next consider a combinatorial auction problem. There are m items for sale
and n buyers. Each buyer i has a valuation function vi that assigns non-negative
value to every subset of at most d items. There is an O(d)-approximate algorithm
for maximizing welfare in the offline version of this problem, and a lower bound
of Ω(d/ log d) assuming P 6= N P [Trevisan 2001]. Our goal is to match this O(d)
approximation with a prophet inequality using posted item prices.
We will again consider the simpler full information case where all valuations are
known in advance. Note that the pricing problem is still non-trivial in the deterministic case, and in fact there may not exist prices that lead to the optimal allocation.7
We will construct balanced prices as follows: given valuation profile v, consider the
welfare-maximizing allocation x∗ (which we can assume allocates all items). Then
for each item j, say j ∈ x∗i , set the price of j to pj = vi (x∗i )/|x∗i |. These prices
are set so that the total price of all items is precisely OPT(v). At the same time,
prices are high enough that, for any set of goods S, the total price of S is at least
1/d of the value of allocations in the optimal allocation x∗ that intersect S, which
bounds the total loss of welfare if the goods in S were removed. This establishes
7 For

example, suppose there are three items and four single-minded bidders. The first three
bidders each have value 2 for a different pair of items, and the last bidder has value 3 for the set
of all three items, so at most one bidder can get positive value, and it is optimal to allocate all
items to the last bidder. However, at any item prices where the last bidder is willing to purchase,
one of the other bidders will purchase first. This leads to a 3/2 approximation.
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that these prices are weakly (d, 1)-balanced. Theorem 5.2 then immediately implies
that these prices lead to a prophet inequality with approximation factor 4d.
This argument can be extended to a broader class of MPH combinatorial auctions, which restricts the extent of complementarities between items in the preferences of any buyer [Feige et al. 2015]. It turns out that a natural extension of the
price scheme described above is weakly (d, 1)-balanced for MPH-d combinatorial
auctions, leading again to a price-based prophet inequality with an O(d) approximation factor, using static and anonymous item prices.
6.4

Discussion: Computation

The arguments above establish existential prophet inequalities. But in these inherently combinatorial settings, we must consider whether the appropriate prices can
be computed. There are two barriers here. First, it is necessary to compute the
required balanced prices for any given fixed valuation. Second, it is necessary to
take expectations with respect to the distribution over all valuation profiles. For
the second issue, it is helpful that the welfare implication of balanced prices is inherently robust as discussed in Section 3: perturbing prices by some small amount
ǫ will in turn degrade the welfare guarantee by a small amount. It is therefore
possible to estimate the necessary prices by sampling a polynomial number of value
profiles, computing balanced prices for each, and using the average of the prices
computed.
The first issue is more fundamental. In each of the pricing schemes described
above, the first step is to find an optimal allocation; this is then transformed into
appropriate prices by “dividing” the welfare among the individual elements. This
approach is inherently intractable when the allocation problem is NP-hard. One
way to approach this issue is to base prices instead on an approximately optimal
allocation, as we did for the knapsack prophet inequality. It turns out that this is
consistent with the balanced-price approach; it simply degrades the final approximation factor of the prophet inequality by the approximation factor of the allocation
algorithm being used. This approach was used to construct an O(1)-approximate
prophet inequality for submodular combinatorial auctions, and an O(d2 ) approximation for combinatorial auctions with set size d [Feldman et al. 2015].
A different approach is to consider instead a fractional relaxation of the allocation
problem, which can be solved exactly in polynomial time. Many of the pricing
schemes discussed so far extend naturally to fractional allocations as well, leading to
balanced prices for those relaxed problems. The result is a prophet inequality, based
on posted prices, that applies when buyers are allowed to make fractional purchases.
A natural thought, then, is to simply keep the same prices, but remove all fractional
allocations from the menu. In other words, use the fractional version of the problem
to compute prices, then use those prices as a solution to the original, integral
problem. As it turns out, for some problems this restriction does not degrade the
approximation factor at all! When this works, we end up with a prophet inequality
with the same approximation factor we would have enjoyed if we could have solved
the original (NP-hard) problem exactly. This approach has been used to construct
a 2-approximate prophet inequality for submodular combinatorial auctions, and an
O(d) approximation for combinatorial auctions with set size d [Dütting et al. 2017].
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MECHANISM DESIGN IMPLICATIONS

Having now built up a portfolio of prophet inequalities, we can consider their implications for mechanism design. Each of the prophet inequalities described above
can be implemented as a sequential posted-price mechanism that is ex post individually rational and incentive compatible in dominant strategies. This yields,
in particular, a 2-approximate truthful mechanism for submodular combinatorial
auctions, an O(d)-approximate truthful mechanism for combinatorial auctions with
maximum allocation size d, and others. Importantly, these mechanisms assume a
Bayesian setting, and their performance guarantees hold in expectation over the
realized buyer preferences. They calculate prices using agent value distributions,
and therefore require some degree of market knowledge. However, this dependence
affects only the welfare guarantees, rather than the incentive properties, and (as
discussed in Section 3) the price computation can be made robust to errors.
Let’s compare these posted-price mechanisms to the literature on simple auctions, which are not incentive compatible but have good performance guarantees
at equilibrium. For example, a natural mechanism for combinatorial auctions (and
submodular combinatorial auctions) is the simultaneous item auction, where each
item is sold separately but simultaneously in a sealed bid auction, and the winner
of each item pays their bid for it. Bayes-Nash equilibria of this auction format have
worst-case performance guarantees that are similar to the prophet inequalities established above [Christodoulou et al. 2016; Syrgkanis and Tardos 2013; Feige et al.
2015]. Moreover, this auction format can be implemented without any prior knowledge of agent preferences. That said, simultaneous item auctions offload the problem of actually finding an equilibrium (and forming beliefs about the preferences of
others) to the bidders, and this is known to present computational challenges [Cai
and Papadimitriou 2014]. In contrast, a posted-price mechanism pushes the computational heavy lifting to the price designer, and as we’ve seen this (approximate)
price-selecting task is computationally tractable for a variety of interesting settings.
Revenue Maximization. To this point, I have discussed the mechanism design
implications of prophet inequalities exclusively with respect to welfare maximization. As it turns out, prophet inequalities also inform the design of posted prices for
approximate revenue maximization. While a comprehensive treatment of Bayesian
(revenue) optimal mechanism design is beyond the scope of this survey, it would be
remiss of me not to provide at least a high-level overview of this line of literature. I
recommend [Hartline 2013] for an overview of the concepts from Bayesian optimal
mechanism design used below.
For single-parameter settings, such as those covered in Section 4, the connection
to revenue maximization makes use of Myerson’s theorem that equates expected
revenue with virtual value [Myerson 1981]. Roughly speaking, for each buyer i
we can define a virtual value function that depends on Di , the distribution over
agent i’s value, and maps each value to a (possibly negative) virtual value. A
standard result in Bayesian mechanism design equates the revenue of a mechanism
with its expected virtual welfare. One can therefore approximate the revenue of the
optimal mechanism by applying the prophet inequality policy to the virtual values,
rather than the original values. E.g., for a single item, one could accept the first
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prize whose virtual value is greater than half the expected maximum virtual value.8
This yields an order-oblivious posted-price mechanism, albeit one with potentially
personalized prices. We refer the interested reader to [Chawla et al. 2010] for more
details on this approach. An interesting question is how well one can approximate
the optimal revenue using an anonymous price, rather than personalized prices;
[Alaei et al. 2015] show that an e-approximation is possible using a single posted
price, under a standard regularity assumption on the value distributions.
Myerson’s characterization does not hold in general multi-dimensional settings,
so this direct application of prophet inequalities to revenue maximization does not
apply. However, there have been significant advances in applications of prophet
inequalities to specific revenue-maximization problems. One of the first such innovations was an approximately revenue-optimal sequential posted-price mechanism
for matching markets, under an additional assumption that each agent’s values for
the items are independent of each other [Chawla et al. 2007; Chawla et al. 2010].
This work provides a direct argument that bounds the optimal revenue in the unitdemand case by the optimal revenue of a related single-parameter problem. Among
other techniques, [Chawla et al. 2010] show how to invoke the prophet inequality,
using virtual values in the related single-parameter problem, to obtain an approximation result for revenue. Similar techniques have been used to extend beyond
the unit-demand case to scenarios with, e.g., matroid constraints [Kleinberg and
Weinberg 2012], under the assumption of independent values across items.
More recently, a line of work in algorithmic mechanism design has extended the
connection between virtual welfare and revenue for multi-dimensional problems.
These connections interpret virtual values in the context of marginal revenue and
dual solutions in an associated allocation program [Alaei et al. 2013; Cai et al. 2013;
Cai et al. 2016]. This has led to improved upper bounds on the optimal revenue
in multi-item mechanism design problems, opening the door for approximation
results and the application of multi-dimensional prophet inequalities to revenue
maximization. This line of inquiry is very nascent at the time of this survey,
but has been used to generate constant approximations to the optimal revenue,
using posted prices, in broader classes of multi-item problems. In particular, [Cai
and Zhao 2017] establish the existence of sequential posted price mechanisms that
O(1)-approximate the optimal revenue in submodular combinatorial auctions (and
others), under an independence assumption across items. These advances appear
to mark the beginning of an exciting direction for future study.
8.

CONCLUSIONS AND FUTURE DIRECTIONS

In this survey, I described a simple economically-motivated proof of the prophet
inequality. As I hope to have convinced you, this form of argument is convenient
for establishing prophet inequalities for broad classes of combinatorial markets,
and thereby build simple, incentive compatible posted-price mechanisms for various
resource allocation problems. A natural direction to pursue is to try to apply this
technique to other allocation problems. For example: scheduling traffic in a fixed
8 This brief description omits a step known as ironing, which is necessary when virtual value functions are non-monotone; for a more thorough treatment of such issues we again suggest [Hartline
2013]
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network, assigning cloud resources to computing jobs, combinatorial auctions with
subadditive valuations, and others. In particular, recalling the connection with
smoothness discussed in Section 5, settings for which price of anarchy bounds are
known (e.g., subadditive combinatorial auctions [Feldman et al. 2013]) seem like
promising candidates for new price-based prophet inequalities.
Some of the prophet inequalities described here are established using static,
anonymous item prices. These are all desirable properties, for various reasons.
Other results use more general pricing schemes that are dynamic, personalized,
and/or price bundles rather than individual items. For what problems is this extra
power necessary? For a given problem of interest, what is the gap in approximation
power between, for example, static and dynamic pricing schemes?
All of the results considered here assume that the designer wishes to maximize
the sum of rewards gained over the rounds. One might instead consider other ways
of aggregating the prizes selected. For example, [Assaf and Samuel-Cahn 2000]
established a variant of the original prophet inequality where the goal was to select
up to k prizes that maximize the best of the k prizes chosen. Relatedly, [Rubinstein
and Singla 2017] consider a prophet inequality over a matroid constraint where a
single item can be selected (or not) each round, and the goal is to maximize a
submodular (or subadditive) objective function over the set of items chosen. To
what extent can this be extended to other feasibility constraints, or broader classes
of aggregation functions?
For some of the problems discussed, the achievable approximation factor improves
as markets grow large, in the sense of having multiple copies of items (or, more
generally, needing to accept multiple prizes before any one prize becomes infeasible).
Both the original prophet inequality and the matching-market prophet inequality
have approximation factors tending to 1 as the number of copies of each item grows.
Is there a sense in which this generalizes to broader classes of allocation problems,
such as combinatorial auctions? In many cases, in the continuous large-market
limit, aggregate market uncertainty is eliminated entirely and the pricing exercise
reduces to the computation of market equilibrium prices. This question therefore
has the most bite in large-but-finite markets, where a primary concern is the rate
of convergence to efficient outcomes.
We’ve seen that in many instances, appropriate prices can be computed efficiently
by sampling instances of the market, finding balanced prices, and then averaging
over these prices. This assumes the ability to sample from the distribution over market instances. Can we instead learn prices efficiently through more natural feedback
mechanisms, such as the revealed preference from buyer purchasing decisions? Is
there a sense in which natural (or, at least, local) price-adjustment methods converge robustly to approximately balanced (or otherwise “good”) prices in the face
of market uncertainty, avoiding the cycling behavior of traditional tâtonnement in
the absence of market equilibria?
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Recent years have witnessed the rise of many successful e-commerce marketplace platforms like
the Amazon marketplace, AirBnB, Uber/Lyft, and Upwork, where a central platform mediates
economic transactions between buyers and sellers. A common feature of many of these two-sided
marketplaces is that the platform has full control over search and discovery, but prices are determined by the buyers and sellers. We summarize our results from [Banerjee et al. 2017] where,
motivated by this application domain, we study the algorithmic aspects of market segmentation
via directed discovery in two-sided markets with endogenous prices. We consider a model where
an online platform knows each buyer/seller’s characteristics, and associated demand/supply elasticities. Moreover, the platform can use discovery mechanisms (search, recommendation, etc.) to
control which buyers/sellers are visible to each other. We develop efficient algorithms for throughput (i.e. volume of trade) and welfare maximization with provable guarantees under a variety of
assumptions on the demand and supply functions.
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1.

INTRODUCTION

Though markets are an ancient institution, they have been transformed in recent
years by the rise of online marketplaces. Many of today’s most important online
marketplaces are platforms with both buyers and sellers. These include marketplaces for goods (Amazon, eBay, Etsy), and increasingly, for services: transportation (Lyft, Uber); physical and virtual work (Taskrabbit, Postmates, Upwork);
lodging (Airbnb); shipping and delivery (Google Express, Amazon Fresh, Shyp);
etc. Unlike traditional markets, these online platforms enable more fine-grained
monitoring of participants, and more detailed control via pricing, terms of trade,
visibility and directed search, information revelation and recommendation, etc. The
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challenge of harnessing this increase in data and control has led to a growing literature in the design of online marketplaces.
The focus of this work is on the role of directed discovery mechanisms in matching
demand and supply in modern online marketplaces. In particular, we consider
marketplaces exhibiting four characteristics:
i. Buyers/sellers are horizontally differentiated – each having heterogenous valuations and preferences for matching with agents on the other side of the market.
ii. Each agent has a public type, i.e., a known list of characteristics. Agents’
valuations for different matches are independently distributed conditioned on
their public type.
iii. The platform has full control over directed discovery mechanisms – which sellers
(buyers) are visible to a buyer (seller) on the other side of the market.
iv. Transaction prices are endogenously determined by the agents, based on who
they are shown on the other side of the market.
These features are common in many online marketplaces. For example, in AirBnB,
although listing prices are set by the ‘hosts’ (i.e., sellers), the platform can control
which listings are visible to a ‘guest’ (i.e., buyer ). Similarly in Upwork, the price
of a job is determined via negotiation between contractors (buyers) and freelancers
(sellers); the platform determines which job-postings are seen by which freelancers.
In all these settings, the platform knows the public types of agents, but is unaware
of their exact utility except in aggregate.
Techniques to segment buyers via direct control of prices are studied in economics
under the heading price discrimination. These techniques however do not extend
to the settings illustrated above, where direct price control is not allowed. This motivates developing a theory for search-based market segmentation, where a platform
can segment buyers and sellers in a market based on their types, but prices emerge
endogenously (via market clearing) based on which segments have access to each
other. We are interested in the algorithmic challenges of optimal segmentation of
marketplaces via directed-discovery.
2.

MODEL

We now describe our formal model for studying search-based market segmentation.
Agent types and valuations: We consider non-atomic agents, where each arriving buyer/seller belongs to one of a finite number of demand and supply types. For
any demand-type i, a continuum of agents arrive at the marketplace at a rate di ;
similarly, for any supply-type j, agents arrive at a rate sj . For any given price p,
the platform knows the fraction of arriving buyers/sellers of demand/supply type
willing to transact, which are encoded in the form of known supply and demand
curves for each type. In more detail: we assume that each buyer of type i has a
private reservation value for a transaction, drawn from a reservation-value distribution Fi (·), and each seller of supply type j ∈ S has a private transaction cost
drawn from a reservation-cost distribution Fj (·). Consequently, if the transaction
price is set to p, then the rate of arrival of type-i buyers is given by the demand
curve di (1 − Fi (p)), and similarly, the rate of arrival of type-j sellers is given by
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the supply curve sj Fj (p). The supply curves are non-decreasing, while the demand
curves are non-increasing.
Agent compatibility and directed discovery mechanisms: A buyer/seller’s
type also determines the set of compatible types on the other side of the market
(i.e., types of agents with whom she can transact). For instance, on Upwork, the
requirements of a job should be reasonably close to the skills of the freelancer; on
AirBnB, the desired location of a guest should be close to the location of the host’s
listing; and so on. We assume this information is given to the platform designer
in the form of an interaction graph, a bipartite graph between demand and supply
types with edges connecting compatible types.
The platform only controls which buyer/seller types have access to each other
in the marketplace; subsequently, transactions take place at endogenously defined
market-clearing prices. The algorithmic challenge faced by the platform designer is
to choose a bipartite visibility graph, i.e., any subgraph of the interaction graph, in
order to maximize a given objective. The platform can then be designed to ensure
that agents of a given buyer/seller types can only view compatible types which are
included in the visibility graph. The objectives we consider are throughput (i.e., rate
of successful matches), and welfare (i.e., social surplus generated by the matches);
the former is a proxy for revenue in settings where the platform receives a fixed
commission per match.
3.

SUMMARY OF OUR RESULTS

In the above setting, we want efficient algorithms to choose visibility graphs that
(approximately) optimize throughput and welfare. Both objectives can be viewed
as set functions of the supply and demand types that are pooled together, and
we prove that even in very simple settings (in particular, for a complete bipartite
visibility graph), these functions are (approximately) super-additive. This presents
a significant technical hurdle, as, for such functions, obtaining even a coarse approximation of the maximum objective is NP-Hard. In fact, we prove that both
throughput and welfare are NP-Hard to approximate beyond a constant multiplicative factor.
In view of the above, our aim is to find properties of the supply and demand curves
that are plausible in practice, but moreover, admit polynomial-time approximation
algorithms. To this end, we show the following:
- For general supply and demand curves, we provide algorithms that obtain a
4 approximation to the optimal segmentation for throughput, and a 3.164 approximation for welfare.
- For concave supply and demand curves, we provide a simpler algorithm that
gets a 4 approximation for throughput and 8 approximation for welfare, and
moreover, is oblivious to the exact curves, only needing to know the maximum
supply or demand for each type.
- For identical and log-concave supply/demand curves, we provide a simple greedy
algorithm which improves the approximation ratio for throughput to 3.164.
- Finally, we show via simulations the efficacy of search-based segmentation
in markets, as compared to a natural full-access baseline, wherein supply is
matched to demand under the endogenously-determined uniform pricing.
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A key technique underlying all our results is a common structural characterization: we show that for any interaction graphs and arbitrary demand and supply
curves, there exists a 2-approximate solution where each segment either contains
only one demand type or only one supply type. Using this result, we show that
the throughput (resp. welfare) functions become sub-additive (resp. submodular)
instead of being super-additive! This makes the problem tractable and amenable
to existing algorithms for sub-additive (resp. submodular) welfare maximization.
4.

RELATED WORK AND CONCLUSION

Two-sided markets have a rich literature in Economics. There is a large body
of work on two-sided matching markets [Shapley and Shubik 1971; Azevedo and
Leshno 2014] where one/both sides of the market are assumed to be atomic, and
prices can be set per agent. In contrast, marketplace platforms typically deal with a
large mass of agents on both sides of the market, with market-clearing determining
the equilibrium prices. Algorithmically, this makes the segmentation problem NPHard in our setting, while it is poly time if the price can depend on the match.
Our work is closer in spirit to price-theoretic models of two-sided markets with
non-atomic agents. Much of this work assumes however that prices can be set
for different sides of the market with the goal of getting agents to report their
types truthfully [Gomes and Pavan 2011], maximizing social surplus or revenue
of the platform [Weyl 2010], or modeling competing platforms [Armstrong 2006;
Rochet and Tirole 2003]. In contrast, we focus on search-based segmentation with
endogenous prices, where the platform only controls which type of users on either
side are visible to each other. This model is new to the best of our knowledge and
is a relevant model for two-sided platforms in diverse contexts.
On the other hand, search frictions in two-sided markets have also been widely
studied, in particular, in the context of labor markets [Diamond 1982; Rogerson
et al. 2005] and dating platforms [Halaburda et al. 2015]. In contrast to our work,
these models do not have prices, and instead, focus on how market segmentation
determines probability of discovery, which in turn can lead to larger welfare.
In terms of algorithmic techniques, partitioning items into sets in order to maximize welfare is a well-studied problem, with constant factor approximation algorithms for subadditive [Feige 2009] and submodular [Nemhauser et al. 1978; Vondrak 2008] welfare functions. Our functions are approximately super-additive, and
in general, partitioning is a computationally hard problem. There has been work on
developing good approximation algorithms for restricted classes of super-additive
functions [Feige et al. 2015; Abraham et al. 2012]; however, our functions do not
fall into these classes.
While our work is a first step in the algorithmic study of two-sided platforms
with non-atomic users, we list some open questions below:
- Complex constraints on pools: e.g., flow constraints in an electricity market
with generators and consumers [Bose et al. 2014].
- Incorporating heterogenous service-costs: Our work extends to handle certain
models for service costs; however handling general models of cost depending on
supply and demand types is an open problem.
- Posted prices with endogenous customer choice: An alternate setting is to set a
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price for each pool, and allow agents to selfishly choose their optimal pool. This
has applications in settings where each pool corresponds to a time interval, and
the platform matches riders and rides with the goal of minimizing congestion
(cf [Gomes and Pavan 2011; Besbes and Lobel 2015] for related models). Do
such settings admit to efficiently computable Walrasian equilibria?
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1.

DEFINING INFORMATIONAL SUBSTITUTES AND COMPLEMENTS

The goal of Informational Substitutes [Chen and Waggoner 2016] is to raise the
question: When should we consider a set of pieces of information to be “substitutes”
or “complements”, and how can such definitions be useful?
The key intuition for “substitutes” that we hope to leverage here is diminishing marginal value: A1 and A2 are “substitutes” if having either one makes the
other less desirable.1 But while it is understood how to model substitutable items,
new challenges are raised by information. How do we model “information” at all?
Where does the “value” of information come from? What is a “marginal” unit of
information, e.g., is information divisible?
This note will briefly describe a model for value of information, how we use this
to define substitutes and complements according to the above intuition, and how
these definitions may be applied in prediction markets and algorithms.
Information and its value. In this work, we model information probabilistically, as in Bayesian games. There is a known prior distribution on an event2
E of interest and on “signals” (events, possibly observable and correlated with E)
that might be available. An agent observing one or more signals makes a Bayesian
update to a posterior distribution about other signals and E.
Given this framework, what is the “value” or “utility” for a piece of information?
1 For example, in the case of items, “bread” and “pasta” are considered substitutes for an agent
if the marginal value of bread, v(bread) − v(nothing), becomes smaller if she already has pasta,
v(bread, pasta) − v(pasta). This intuition is captured by submodular valuation functions v.
2 For this note, we think of events as random variables on a finite set of outcomes.
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We follow [Howard 1966]: Consider a single agent facing a decision problem of
selecting a decision d ∈ D to maximize expected utility, which depends on E:
max E u(d, E)
d∈D

If this agent first observes a signal A, then she may be able to make better decisions.
V(A) denotes the expected utility when observing the signal A prior to acting:
V(A) :=

E

a∼A

max E [u(d, E) | A = a] .
d∈D

This reads: “the expectation, over observations of A, of the utility for acting optimally given that observation.” An example is pictured in Figure 1.
We propose three versions of the definitions, “weak”, “moderate”, and “strong”
substitutes. These respectively correspond to marginal information being captured
by an entire additional signal; any deterministic function of a signal; or any randomized function of a signal. The appropriate definition to use depends on the
assumptions of the situation, such as strategies available to a strategic agent.
Defining weak substitutes.3 We define a set of signals {A1 , . . . , An } to be weak
substitutes for a particular decision problem if V is submodular: for any subsets of
signals A′ ⊆ A and any other signal Ai ,
V(A ∪ Ai ) − V(A) ≤ V(A′ ∪ Ai ) − V(A′ ).
Each side is the marginal value of Ai to, respectively, A and A′ , so the inequality
says “the more you know, the less marginally valuable is Ai ”.
We emphasize that substitutable relationships among signals arise from the interplay of two factors: (1) the information structure of the signals themselves, i.e.
how are they correlated with each other and with the event; (2) the utility function
or decision problem the agent faces. Except in very rare cases (see the full paper),
we cannot conclude substitutability from the information structure alone; signals
that are substitutes to one agent may not be substitutes to another.
Defining moderate and strong substitutes. In a strategic setting, the above
definitions are not sufficient because, for instance, an agent does not have to choose
between either completely revealing a signal Ai or completely hiding it. She can
choose to partially reveal Ai . For instance, if Ai is a barometer reading, she could
choose to e.g. round it to the nearest integer before announcing it. This would
give some less informative signal A′i = f (Ai ), where f in this example is the
rounding function. We use a partial ordering to capture this informativeness and
write A′i  Ai .4 The definition of moderate substitutes is exactly the same as for
weak, except that the inequality must hold not just for Ai but also hold for all
A′i  Ai .
3 Complements are defined completely analogously using increasing marginal value and supermodularity, so we focus on the substitutes case here.
4 The set of all such signals form a lattice with this partial ordering if using Aumann’s partition
model [Aumann 1976]. The partial ordering is almost identical to Blackwell’s ordering [Blackwell
1953], but here we only care about how much a signal tells the agent about E.
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Fig. 1: Visualizing Value of Information. An agent, “Elphaba”, must decide either to take
her umbrella or not. Nature’s event E ∈ {rain, no rain} uniformly. Let u(umbrella, rain) = 0.6,
u(no umbrella, no rain) = 1, and otherwise 0. An example signal A is a meteorologist prediction
of either rain or no rain, which we suppose is accurate with probability 0.8.

1

expected
utility
0

no umbrella

take umbrella
meteorologist
predicts no rain

prior

belief Pr[E=rain]

meteorologist
predicts rain

1

(a) Expected utility for each action. For each action, Elphaba faces some (affine!)
expected utility as a function of her belief about rain. She will always take the optimal
action after observing any available information. E.g. if she observes the meteorologist
predicting rain, then she updates to belief Pr[E = rain] = 0.8 and takes the umbrella; her
expected utility given the prediction is 0.8u(umbrella, rain) + 0.2u(umbrella, no rain) =
0.48 (purple dot, right). If she observes no signal, her belief remains at 0.5 and she
chooses not to take the umbrella, obtaining expected utility 0.5u(no umbrella, rain) +
0.5u(no umbrella, no rain) = 0.5 (orange dot, center).

1
V(A)

G(p)

V(no signal)

expected
utility
0

meteorologist
predicts no rain

prior

belief Pr[E=rain]

meteorologist
predicts rain

1

(b) Value of information. G(p) traces out the expected utility of the optimal action for
each possible belief, and is in a sense sufficient for understanding the decision problem.
It is a pointwise maximum of affine functions, hence always convex. V(A) is Elphaba’s
expected utility for observing the meteorologist’s prediction A, then acting optimally. (It
is the average of the cases where he predicts rain or no rain.) The marginal value of A
over nothing is V(A) − V(no signal). This is the amount by which Elphaba expects her
utility to increase, on average, if she turns on the weather channel before deciding.
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There is one restriction: moderate substitutes assumed that the function f was
deterministic. However, the agent could even release some randomized function or
garbling. This gives a much more fine-grained lattice of signals and partial ordering.
Signals are strong substitutes if the inequality holds for all A′i  Ai according to
this ordering, or in other words, for all A′i = f (Ai ) for any randomized function f .
Connections to (generalized) entropy. One very special decision problem is
predicting against the log scoring rule, where the “decision” is to choose a prediction
q ∈ ∆E (a distribution on E) and the score is u(q, e) = log q(e). It is proper, so
the
P optimal action is to report one’s posterior and the expected score is G(q) =
e q(e) log q(e), the negative Shannon entropy of q. In this case, marginal value
is equal to mutual information, i.e. V(A) = H(E) − H(E|A) = I(E; A), and
also equals the expected KL-divergence between prior and posterior beliefs. It
also follows from prior work that independent signals are complements for the log
scoring rule (a fact that generalizes well to other decision problems), while signals
conditionally independent on E are substitutes (a fact that does not).
Each decision problem has a corresponding convex G(q), the “expected utility
for acting optimally with belief q” (e.g. Figure 1). We can then view −G(p)
as a “generalized entropy” (it satisfies some nice entropy axioms), take Bregman
divergence of G in place of KL, and the above discussion generalizes.
2.

APPLICATIONS

Prediction markets. The goal of a prediction market, given a group of agents
with private signals, is to aggregate these into a prediction about an event E conditioned on all of the signals. In “scoring rule” prediction markets, agents take turns
making predictions p(1) , p(2) , . . . in a pre-specified order, each observing previous
predictions. After the market closes, the event E = e is observed, and an agent
who made prediction p(t) is paid by the “improvement in score” that this prediction made over the previous one, according to a proper scoring rule S: namely,
S(p(t) , e) − S(p(t−1) , e).
The question we address is under what conditions information is aggregated “as
quickly as possible”, with agents fully and truthfully reporting their beliefs at the
earliest opportunity in equilibrium, as opposed to withholding information. The
main result is that the equilibria of the market match this ideal if and only if signals
are substitutes. Meanwhile, the “worst-possible” equilibria with maximally-delayed
aggregation are characterized by cases where signals are complements.
These results hold for “strong” versions of substitutes and complements, which
is appropriate because in general agents may use randomized strategies. (Recall
that the definitions depend on a particular utility function of a decision problem;
in this case, it is the scoring rule S chosen by the market designer. So these results
have some implications for market design.)
Algorithms for information acquisition. In analogy with literature on submodular maximization problems, consider for instance: There is a set of signals
A1 , . . . , An available with prices π1 , . . . , πn . A decisionmaker with a utility function
u(d, e) and a budget constraint B must choose a subset of signals to purchase, after
which she will observe them and take the optimal action. Which subset should she
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choose? One can also imagine many other constraint systems than the budget (or
“knapsack”) constraint above. We call this class of problems SignalSelection.
Interesting questions arise involving how to model the input, but roughly, we show
that when the input is accessible efficiently via oracles, SignalSelection reduces
both to and from set function maximization: choosing a subset S of {1, . . . , n} to
maximize some set function f (S) under (to continue the example above) a budget
constraint B, where including index i costs πi .
If and only if the original signals were weak substitutes, f is a submodular set
function; if and only if weak complements, a supermodular function.5 This implies
that SignalSelection has polynomial-time approximation algorithms if signals
are “weak” substitutes, but does not for complements or in general.6
3.

KEY PRIOR WORK

In that the paper proposes definitions for informational substitutes and complements, it is a follow-up to [Börgers et al. 2013] and extends the main ideas of that
paper. Where we study the game-theoretic equilibria of prediction markets where
agents participate multiple times, it is a follow-up to [Chen et al. 2010] and [Gao
et al. 2013], which address the key special case of the log scoring rule. Where
we study the SignalSelection problem of actively acquiring information under
constraints, it follows or extracts ideas from the submodular optimization and information acquisition literatures, see e.g. [Krause and Guestrin 2005; Krause and
Golovin 2012].
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5 The

“weak” definitions are appropriate because the problem statement requires selecting “all or
none” of each signal, not partial information about any signal.
6 We believe this will be unsurprising and not particularly new to the submodular maximization
and information acquisition community. The contribution, if any, lies more in identifying a general
formulation of the problem setting and connecting it to the substitutes condition.
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In this letter, we report on our work providing a polynomial time reduction from Bayesian incentive
compatible mechanism design to Bayesian algorithm design for welfare maximization problems.
Unlike prior results, our reduction achieves exact incentive compatibility for problems with multidimensional and continuous type spaces.

1.

INTRODUCTION

Does running an incentive compatible mechanism require more computational resources than running an algorithm for the same problem? In other words, is there
a computationally eﬃcient reduction from mechanism design to algorithm design?
Such a reduction, if it existed, would be an exceedingly powerful tool. System designers could ignore issues of private information and strategic behavior, and instead
focus on coming up with algorithms that achieve their objectives in an environment
where all information is public. Those algorithms could then be transformed by a
general-purpose reduction into mechanisms that work as desired even when users
of the system are strategic.
A reduction as envisioned can only exist under speciﬁc assumptions. If monetary transfers are not allowed, the Gibbard-Satterthwaite Impossibility Theorem
[Gibbard 1973; Satterthwaite 1975] puts severe limitations on the social choice
functions that can be implemented in dominant strategy equilibrium. Even for
mechanisms with monetary transfers, there are important objectives, such as approximate makespan minimization in job scheduling, that are easy to achieve algorithmically but impossible to implement as a dominant-strategy equilibrium of
a mechanism [Nisan and Ronen 2001; Ashlagi et al. 2012] no matter what computational resources one devotes to the mechanism. Finally, there are computaAuthors’ addresses: shaddin@usc.edu, hartline@eecs.northwestern.edu, rdk@cs.cornell.edu,
rad@cs.stanford.edu
ACM SIGecom Exchanges, Vol. 16, No. 1, August 2017, Pages 60–73

61

·

S. Dughmi, J. Hartline, R. Kleinberg, and R. Niazadeh

tional barriers that stand in the way of reducing mechanism design to algorithm
design. A long line of work culminating in [Papadimitriou et al. 2008; Dughmi and
Vondrák 2015; Dobzinski and Vondrák 2016] furnished examples of social welfare
maximization problems for which there exist computationally eﬃcient constantfactor approximation algorithms, yet no computationally eﬃcient mechanism can
implement a constant-factor approximation to social welfare in dominant-strategy
equilibrium. In particular, this rules out the possibility of an eﬃcient reduction from
dominant-strategy mechanism design to algorithm design, even when the objective
is social welfare maximization.
These negative results on dominant-strategy implementation motivate relaxing
the solution concept to Bayesian incentive compatibility (BIC). The search for
black-box reductions from BIC mechanism design to algorithm design was initiated
by Hartline and Lucier [2010; 2015]. For single-parameter domains they presented
a reduction, parameterized by an arbitrarily small ǫ > 0, that incurs at most
ǫ loss in expected social welfare and runs in time poly(n, ǫ−1 ), where n denotes
the number of agents. The insights underlying this reduction were translated to
environments with multi-dimensional type spaces in [Bei and Huang 2011; Hartline
et al. 2011], resulting in a reduction that makes use of an oracle for computing
interim allocation functions, a #P-hard problem. Alternatively, rather than exactly
computing the interim allocation function one can estimate it by sampling. This
results in a reduction that achieves ǫ-BIC rather than BIC, and whose running
time is poly(n, ǫ−O(∆) ) where ∆ is a parameter representing the dimensionality of
the type spaces. For discrete (i.e., zero-dimensional) type spaces, the incentivecompatibility of the reduction was improved from ǫ-BIC to BIC by [Hartline et al.
2015].
These positive results raised hope that there might be a polynomial time reduction from Bayesian incentive compatible mechanism design to algorithm design for
welfare maximization problems in general. However, as explained in §2.4 below, it
was actually quite unclear whether such a reduction could exist when type spaces
are continuous and multi-dimensional. Our paper [Dughmi et al. 2017] resolves this
question aﬃrmatively: we present a polynomial time reduction that achieves exact
BIC and places no restriction on agents’ type spaces. The key novel ingredient in
our reduction is a set of algorithms for mapping a tuple of input distributions to
an output distribution, in a computational model where the input and output distributions are represented implicitly by sampling oracles rather than explicitly by
listing the probability of each sample point of the distribution. This model, which
we call expectations from samples, generalizes the literature on Bernoulli factories
in probability theory [Keane and O’Brien 1994; Latuszyński 2010].
Our reduction builds heavily upon ideas from the prior work on black-box BIC
reductions, and we devote §2 to sketching some of those ideas and highlighting
the key barrier that our work overcomes. In §3-4 we explain some of the main
novel ideas underlying our reduction. We conclude in §5 with some remarks about
limitations of our approach and open questions.
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BACKGROUND AND OVERVIEW OF THE REDUCTION

We assume each agent i has a private type ti independently sampled from type
space T i ; the proﬁle of all agents’ types is denoted by t. There is a set O of
outcomes, and agent i’s value for outcome o is given by a function vali (ti , o) taking
values in [0, 1]. Agents are risk-neutral and have quasi-linear utility.
Our reduction
Q is given black-box access to an algorithm computing an allocation
function A : i T i → O. It is also given a sampling oracle for each agent’s type
space. The objective is to use these oracles to implement, in polynomial time, a
mechanism for which truthtelling is a Bayes-Nash equilibrium and whose expected
social welfare loss, relative to A, is bounded by ǫ:
"
#
"
#
X
X
i i
i i
E
val (t , M(t)) > E
val (t , A(t)) − ǫ.
i

i

For an allocation function A, the interim allocation function for agent i outputs the
outcome distribution obtained by averaging over the randomness in other agents’
reports:


Ai (ti ) = E A(ti , t−i ) .
2.1

Ironing as type resampling

For linear single-parameter domains — in which types are scalars, outcomes are
vectors indexed by agents, and vali (t, o) = t · oi — an allocation function is implementable by a BIC mechanism if and only if each of its interim allocation functions
is monotone. The key insight of Hartline and Lucier [2010; 2015] was that even
if the interim allocation function Ai instituted by the black-box algorithm is nonmonotone, we can make it monotone by “ironing”. The ironing procedure identiﬁes
a set of intervals on which Ai is non-monotone and modiﬁes the interim allocation
function to be constant on those intervals. As observed by Hartline and Lucier,
this can be accomplished the following resampling procedure: if the reported type
ti belongs to an ironing interval I, then we draw a fresh random sample si from
I and substitute si in place of ti when calling the allocation function. (For convenience, deﬁne si = ti in the event that ti does not belong to one of agent i’s ironing
intervals.) Let Āi (ti )denote the interim allocation function of this modiﬁed mechanism, i.e. Āi (ti ) = E Ai (si ) | ti . The resampling procedure satisﬁes three crucial
properties.
(1) Distribution preservation: si has the same distribution as ti .
(2) Monotonicity: Āi (ti ) is monotonic in ti .




(3) Welfare improvement: E vali (ti , Āi (ti )) ≥ E vali (ti , Ai (ti )) .

The ﬁrst property implies that, if all agents other than than i are truthful, then i
is indiﬀerent between bidding against proﬁle t−i or bidding against s−i . This fact,
in conjunction with the second property, implies that the modiﬁed mechanism is
BIC. The third property ensures that the mechanism’s expected social welfare is at
least as good as the original algorithm’s.
An important obstacle to designing a black-box reduction based on this idea is
that the reduction has only oracle access to A, so it cannot directly manipulate
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the interim allocation functions Ai . Instead it must simulate the ironing procedure using only sample access to the type distribution of each agent, and oracle
access to the allocation function. This inevitably leads to small sampling errors in
estimating the ironed allocation function, which introduces the potential for small
amounts of non-monotonicity. To avoid spoiling the mechanism’s incentive compatibility, the reduction of [Hartline and Lucier 2010] mixes in a “blatantly monotone
mechanism”: with a small probability, instead of using the resampling procedure
described above, the mechanism simply ignores the reports of all agents other than
i and implements allocation function that is strictly monotone in i’s reported type.
The strict incentive for truthtelling instituted by this blatantly monotone mechanism overwhelms the small incentive for misreporting that might potentially be
brought about by sampling error in estimating Āi .
2.2

Replicas and surrogates

In generalizing the approach of Hartline and Lucier from single-dimensional to
multi-dimensional types, the ﬁrst question that needs to be addressed is: what is
the multi-dimensional counterpart of ironing? This question was answered in [Bei
and Huang 2011; Hartline et al. 2011].
For general (as opposed to single-dimensional) type spaces, Rochet’s [1987] wellknown characterization of truthfulness says that an allocation function is implementable by a BIC mechanism if and only if each of its interim allocation functions satisﬁes cyclic monotonicity: for every ﬁnite sequence of types of agent i,
ti1 , ti2 , . . . , tim , and every permutation π, we have
m
X
j=1

val

i

(tij , Ai (tij ))

≥

m
X

vali (tiπ(j) , Ai (tij )).

j=1

(To verify this condition for all permutations, it suﬃces to verify it for cyclic
permutations, which explains the term “cyclic monotonicity”.) In light of the
ideas presented in the preceding subsection, then, it makes sense to interpret
multi-dimensional ironing as a type resampling procedure that satisﬁes distribution
preservation, cyclic monotonicity, and welfare improvement. Bei and Huang [2011],
and, independently, Hartline et al. [2011] discovered a type resampling procedure
that satisﬁes all three properties. It couples the true type and the resampled “sur-
rogate” into a joint distribution on pairs (ti , si ) that maximizes E vali (ti , Ai (si ))
subject to the constraint that the marginal distributions of ti and of si are both
equal to the type distribution of agent i.
When the type space T i is ﬁnite and ti is uniformly distributed on T i , the
coupling can be computed by solving a maximum weight matching problem on a
bipartite graph whose two vertex sets are both in one-to-one correspondence with
T i ; the edge joining ti0 to ti1 is deﬁned to have weight vali (ti0 , Ai (ti1 )). More generally, if T i is ﬁnite and the distribution of ti is non-uniform, the optimal coupling
can be computed by reducing to a minimum-cost circulation problem.
However, for continuous type spaces the coupling is an inﬁnite object and cannot
be directly manipulated algorithmically. If one relaxes the welfare improvement
property to approximate welfare improvement,




E vali (ti , Āi (ti )) ≥ E vali (ti , Ai (ti )) − ǫ,
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then there is a workaround that consists of approximating the continuous distribution on T i by the empirical distribution of a ﬁnite random sample. In the replicasurrogate matching reduction of [Hartline et al. 2011], one draws two m-tuples of
independent random samples from type space: a proﬁle of replicas r1 , . . . , rm and
a proﬁle of surrogates s1 , . . . , sm . A random one of the replicas rj is replaced with
the agent’s reported type ti (which, assuming truthful bidding, is drawn from the
same distribution
as rj ). Edge weights between replicas and surrogates are de
ﬁned by E vali (rj , Ai (sk )) as above, and a maximum-weight perfect matching is
computed. The type resampling procedure then ﬁnds the edge in the matching
that contains ti and outputs its opposite endpoint. This satisﬁes exact BIC, and it
satisﬁes ǫ-approximate welfare improvement if the number of samples, m, is large
enough for the empirical distribution of the replicas and surrogates to serve as a
good approximation of the true type distribution. For this purpose, m = ǫ−O(∆)
samples suﬃce, where ∆ roughly corresponds to the dimension of the type space;
see [Hartline et al. 2011] for details.
2.3

Correcting sampling error using strictly IC mechanisms

The replica-surrogate matching reduction is not computationally eﬃcient because
computing the edge weights in the bipartite graph requires computing the interim
allocation function Ai , which in general is #P-hard. (It requires averaging over the
product of n − 1 other players’ type spaces.) One can estimate the edge weights by
sampling the allocation function’s output on random proﬁles of the other players’
types and averaging the results. This estimation inevitably involves some sampling
error, but the error tends to zero with the number of samples, m. Consequently the
replica-surrogate matching reduction using these estimated edge weights is ǫ-BIC
where ǫ → 0 as m → ∞, but is not necessarily BIC for any ﬁnite m. (See Lemma
4.1 of [Hartline et al. 2015] for an example.)
As noted earlier, for single-dimensional type spaces this diﬃculty is resolved in
[Hartline and Lucier 2010] by running a “blatantly monotone” mechanism with
some small probability, whose purpose is to correct the small incentives for misreporting caused by the error in estimating the edge weights vali (rj , Ai (sk )). In the
case of the replica-surrogate matching reduction, it is more diﬃcult to correct for
these errors. Ironically, the trouble is with small misreports, those in which the
reported type assigns almost the same value, to every outcome, as the true type. A
strictly incentive compatible mechanism has limited power to punish small misreports, and this power is further limited by the fact that the strictly IC mechanism
is used only with small probability. On the other hand, since the function mapping the estimated edge weights to a maximum-weight matching is discontinuous,
small misreports that cross such a discontinuity can greatly aﬀect the mechanism’s
outcome distribution. The problem is analogous to the problem of overﬁtting in
machine learning, and the solution is the same in both cases: regularization. Hartline et al. [2015] modify the objective function of the maximum-weight matching
problem by adding a strongly concave function that promotes outcome distributions that balance probabilities among many alternatives. The result is that the
outcome distribution varies slowly as a function of an agent’s reported type, which
limits the potential beneﬁt of small misreports. When the type space is ﬁnite, it
is possible to construct a strictly IC mechanism that penalizes misreports strongly
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enough to correct these incentive constraint violations.
2.4

A barrier at dimension two

The story of progress up to this point may give the impression that a black-box
reduction from BIC mechanism design to algorithm design would inevitably exist
for multi-dimensional continuous type spaces as well. Actually, there was a good
reason to doubt the existence of such a reduction. All of the previously described
reductions tolerated small errors in estimating interim allocation functions, and
corrected those errors by mixing in a strictly IC mechanism with small probability.
The reason this works is that when the type space is ﬁnite or one-dimensional,
any mechanism whose allocation function is suﬃciently close to IC can be made
perfectly IC by adding a strictly IC allocation function. This is no longer the case
when the type space has two or more dimensions.1
To explain why, it is helpful to specialize to the case when there are n outcomes
and type space is an open subset of Rn , with the n components of a type vector representing the agent’s valuations for the n outcomes. An interim allocation function,
mapping types to distributions over outcomes, can thus be encoded as a function
from Rn to itself. When this function is diﬀerentiable, its partial derivatives form
a square matrix called the Jacobian, and a twice-diﬀerentiable allocation function
is truthful if and only if its Jacobian matrix is symmetric and positive semideﬁnite
(PSD) at every point of the type space [McAfee and McMillan 1988]. Randomizing between one mechanism and a second, strictly IC, mechanism has the eﬀect of
taking a convex combination of the ﬁrst mechanism’s Jacobian with a symmetric
positive deﬁnite matrix. If the ﬁrst mechanism’s Jacobian matrix is symmetric but
not PSD, this operation can make it PSD. But if the ﬁrst mechanism’s Jacobian
is asymmetric, then combining it with a symmetric positive deﬁnite matrix will do
nothing to ﬁx the asymmetry. This issue does not arise unless the dimension of the
type space is at least two, because an n-by-n matrix cannot be asymmetric unless
n ≥ 2.
Thus, extending the existing black-box reduction methods to accommodate multidimensional continuous type spaces requires coming up with a type resampling
procedure that, when composed with the black-box allocation function, has a symmetric Jacobian matrix. Given that we can only evaluate the allocation function
by sampling, and that the set of symmetric n-by-n matrices has measure zero when
n ≥ 2, it was not clear a priori whether any such procedure would exist. The key to
overcoming this barrier was to incorporate, and extend, a family of exact sampling
methods developed in the applied probability literature on Bernoulli factories. The
next section details these ideas.
3.

EXPECTATIONS FROM SAMPLES AND BERNOULLI FACTORIES

One way of looking at the replica-surrogate matching reduction of [Hartline et al.
2011] for a ﬁxed agent i is by considering a diﬀerent auction where there exists a
buyer for each replica and an item for
 each surrogate.
 If the buyer j has type rj ,
deﬁne her value for the item k to be E vali (rj , Ai (sk )) . Note that as before the true

1 Here, and for the remainder of this subsection, we abuse terminology by calling an allocation
function IC if it is equal to the interim allocation function of a BIC mechanism.
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agent i is indeed a random one of these buyers. Now, the reduction in [Hartline et al.
2011] simply runs an incentive compatible social welfare maximizing mechanism for
this auction problem, also known as the VCG mechanism, and re-samples the true
agent’s type according to the matching selected by the VCG allocation. As long
as this mechanism is incentive compatible the ﬁnal reduction is exact BIC, and
as long it preserves the maximum social welfare (either exactly or by an additive
loss ǫ per-replica) the ﬁnal reduction satisﬁes ǫ-approximate welfare improvement
per-agent for large enough m, as stated earlier.
3.1

Sampling a cycle monotone perfect matching

As a workaround to not calculate the interim allocation rule, our paper [Dughmi
et al. 2017] looks at a relaxed problem in which we only need to sample a perfect
matching, rather than calculating the expected values for replica-surrogate edges
and computing the maximum-weight perfect matching. Moreover, we need our
sampling procedure to output a randomized matching satisfying three properties:
(1) its social welfare loss per-replica is bounded by an additive ǫ in expectation;
(2) it is exactly cycle monotone (truthfully implementable with some payments);
(3) given sampling oracles {vali (rj , Ai (sk ))}j,k , it can be sampled eﬃciently.
Given such a sampling procedure, we can also compute the truthful payments
implicitly in polynomial time by using the result of [Babaioﬀ et al. 2015]. This then
gives us a polynomial time reduction that is exact BIC and satisﬁes ǫ-approximate
welfare improvement relative to the ideal reduction of [Hartline et al. 2011] peragent (which already has a welfare loss bounded by ǫ relative to the allocation
algorithm A for each agent).
3.2

Expectations from Samples

The problem of sampling an exactly cycle monotone perfect matching is an example of our expectations from samples computational model. This model calls
for sampling a distribution that is a precise function of the expectations of some
random inputs, which themselves are given by sample access. Formally, let f :
[0, 1]m → ∆(X), where X is an abstract set of outcomes (matchings, in our example). We say an algorithm implements f from samples if, when given sample
access to random variables v1 , . . . , vm with unknown expectations µ1 , . . . , µm , its
output is distributed precisely as f (µ1 , . . . , µm ). In our matching problem, we seek
a function f which is approximately optimal for the max-weight matching problem,
is exactly cycle monotone, and is implementable from samples.
3.3

Single-agent multiple-urns

Our algorithm for sampling a cycle-monotone perfect matching is built on a solution
to a simpler problem, also in the expectations from samples model. In this problem,
which we call single-agent multiple-urns, there is a single agent who needs to be
assigned to one of the m diﬀerent urns. For a given agent type t, every urn i has
an associated distribution Di (t) over [0, 1]. Assigning the agent to urn i generates
a value Vi (t), where Vi (t) , Ev∼Di (t) [v]. The objective is to design a polynomial
time incentive compatible (or in other words truthful ) mechanism with a welfare
loss bounded by ǫ relative to the maximum welfare, i.e. maxi Vi (t).
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The main restriction in the single-agent multiple-urns that makes it challenging
is that we assume the auctioneer does not know the urn valuation functions Vi (t),
and only has access to sampling oracles Di (s) for every urn i and type s. From
the above description, it is clear that single-agent multiple-urns is essentially the
matching problem when there is only one replica. As we show in §4, the solution
to this problem is also the main building block for designing the perfect matching
sampling procedure that satisﬁes (1),(2) and (3).
It is tempting to try the ﬁrst candidate solution that comes to mind; assigning
the exact maximum value urn (and charging no money). This is clearly truthful.
However, it is not hard to see we cannot implement this allocation rule with only
samples from {Di (s)}, no matter how many samples we take. In other words, the
arg-max function is not exactly implementable in the expectations from samples
model. The good news is that this is not the only truthful allocation. In particular,
it is well-known that one can penalize deterministic allocations such as the argmax function by regularizing the welfare objective, and one still gets a truthful
allocation. In the mechanism design literature, such allocation functions are often
called affine maximizers. If the regularizer takes values between 0 and ǫ, the welfare
is approximately preserved with at most ǫ loss. Then, we ask the following question:
is there a member of the family of maximum regularized-welfare allocations that
can be sampled by only eﬃciently sampling from oracles {Di (t)}, where t is the
truthful type?
The key technical idea we use to answer this question is generalizing and incorporating Bernoulli factories [Keane and O’Brien 1994; Latuszyński 2010]. We next
introduce this tool and explain its applications in solving relevant questions in the
expectations from samples computational model. We will return to our mechanism
design problem afterward, to see how to apply these solutions.
3.4

Bernoulli factories and races

The Bernoulli factory problem, introduced in [Keane and O’Brien 1994], is the
following. Suppose you have access to a coin with unknown bias p. Your task is to
sample from a new coin with bias f (p) for a given function f : [0, 1] → [0, 1], given
access to as many samples as desired (hopefully not many) from the original coin.
As some clarifying examples, for f (p) = p2 one can ﬂip the coin twice, and outputs
a heads if both coin ﬂips are heads,
  and tails otherwise. Another example is the
Bernoulli factory for f (p) = E pX , when X is a random variable over N. To do
this, realize X ﬁrst, then ﬂip the coin X times, and ﬁnally output heads if all coin
ﬂips are heads, and output tails otherwise.
The question of existence of Bernoulli factories has been the main subject of
interest in this literature. In particular, [Keane and O’Brien 1994] provide necessary
and suﬃcient conditions for f under which a Bernoulli factory exists and [Nacu and
Peres 2005] suggest an algorithm for simulating an f (p)-coin based on polynomial
envelopes of f . The canonical challenging problem of Bernoulli factories – and a
primitive in the construction of more general Bernoulli factories – is the Bernoulli
doubling problem: f (p) = 2p for p ∈ (0, 1/2). See [Latuszyński 2010] for a survey
on this topic. The multivariate version of Bernoulli factory is also studied. One
example is linearly mixing the coins [Huber 2015], e.g. sampling a coin with bias
f (p1 , p2 , p3 ) = p1 + p2 + 0.5 · p3 given pi -coins for i = 1, 2, 3. In particular, by
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the Bernoulli doubling result of [Nacu and Peres 2005], it is not hard to see if
p1 + p2 ∈ [0, 1 − δ] then summing two coins can be done with only O(1/δ) samples.
To apply the idea of Bernoulli factory to the problem of sampling cycle monotone
allocations, we generalize Bernoulli factories to the random selection from samples
problems in our paper [Dughmi et al. 2017]. In a random selection from samples
problem, a set of elements is given. Moreover, a coin with unknown bias pi is
given for each element i. The objective is to sample an element from a distribution
f (p1 , . . . , pm ) over elements, given only access to the pi -coins as sampling oracles.
Two interesting
P problems are distriPexamples of random selection from samples
butions fi = pi / j pj , i.e. linear weights, and fi = eλpi / j eλpj , i.e. exponential
weights. The algorithm that solves the former is simple and natural: pick a coin at
random and ﬂip it, if the coin ﬂips heads pick it, and otherwise repeat the process.
We call this algorithm the Bernoulli race. For the latter problem,
 note
 that for
X drawn from a Poisson distribution with parameter λ we have E pX = eλ·(p−1) .
So, one solution would be pre-processing the coins using the Bernoulli factory for
eλ(p−1) ﬁrst (as described earlier), and then running a Bernoulli race for these
exponential coins. We call this algorithm the exponential Bernoulli race.
3.5

Entropy regularization and fast exponential Bernoulli race

Back to the single-agent multiple-urns problem, remember that our goal was sampling from an allocation, i.e. a distribution q = (q1 , . . . , qm ) over the urns, that
is also a regularized welfare maximizer. Given that we know how to do an exponential Bernoulli race, one appealing idea would beP
to penalize the welfare with a
negative entropy regularizer (−1/λ) · H(q) = 1/λ · i qi log(qi ), for λ = log(m)/ǫ.
In this way, the optimal allocation q∗ will have a loss bounded
P by ǫ as desired,
because the entropy is bounded by log(m), and qi∗ = eλVi (t) / j eλVj (t) , which can
be implemented by the exponential Bernoulli race given access to coins with biases
{Vi (t)}i∈[m] . Recall that we have sample access to distributions {Di (t)}i∈[m] whose
expectations are {Vi (t)}i∈[m] , and we can convert those to Bernoulli distributions
with the same expectations.2
There is only a caveat regarding the running time. It is not hard to see that the
running time of exponential Bernoulli race is proportional to the inverse of sum
of terms of the form eλ(Vi −1) . Now if all the expected values have a constant gap
from 1, the running time will be exponential in λ. To make this race fast, a key
observation is that the distribution q∗ is invariant to a uniform additive shift to
all of the Vi ’s. Therefore, here is a technical trick that can make this algorithm
fast: by sampling from the coins and performing empirical estimation, simulate a
boosting coin with bias L such that maxi {Vi + L} ∈ [1 − O(δ), 1 − δ] for δ = 1/λ.
Now, pre-process all the input coins by mixing them with the boosting coin, which
guarantees there always exists a coin with boosted bias ≈ 1. This forces the race
to terminate quickly, causing the fast Bernoulli race to solve the problem in time
polynomial in 1/ǫ and m.

2 Given sample access to a distribution D supported on [0, 1], we sample a Bernoulli distribution
with the same expectation as follows: draw X ∼ D, then output a draw from Bern[X].
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PUTTING THE PIECES TOGETHER

We can now describe how our paper [Dughmi et al. 2017] applied the solution of the
single-agent multiple urns problem to sample a welfare preserving cycle monotone
perfect matching. The ﬁrst tempting idea to try is simple: what if we go over
the replicas one by one, run the fast exponential Bernoulli race for the current
replica over remaining unmatched surrogates to sample one surrogate, and then
assign the replica to this surrogate? This perfect matching is truthful per-replica
and is therefore a cycle monotone matching. However, this algorithm is almost the
greedy algorithm (i.e. going over replicas one by one, and adding the maximumweight unmatched edge incident to every replica), which is only a constant factor
approximation to the maximum-weight perfect matching.
On the positive side, if we navigate the greedy algorithm using the optimal dual
solution of the linear program for the maximum-weight perfect matching as a compass, greedy will ﬁnd the optimal solution. This navigation can be done by shifting
the value of edges incident to a replica by the optimal dual variables of the corresponding surrogate vertices and then running greedy. Yet, we do not have access to
the optimal dual solution and we do not have access to an exact arg-max function.
We need to calculate the optimal dual solution (in a truthful way) and we need to
only use our eﬃcient sampling oracle for the exponential weights (i.e., the fast exponential Bernoulli race), which is essentially a randomized smooth approximation
to the arg-max function.
4.1

Entropy regularized perfect matching

The right way of combining the above primal-dual ideas is by considering a replicasurrogate matching mechanism that maximizes the welfare when
 penalized with
the negative entropy regularizer. Let Vj,k , E vali (rj , Ai (sk )) , let xj,k be the
probability that replica j gets assigned to surrogate k, and let PB be the perfect
matching polytope. We then consider this convex program:
max

{xj,k }

s.t.

X

j,k

xj,k Vj,k −

x ∈ PB .

1
λ

X

j,k

xj,k log xj,k ,

It is not hard to see that the optimal solution to this program would have the form
P
∗
∗
of exponential weights, i.e. x∗j,k = eλ·(Vj,k −αk ) / k′ eλ·(Vj,k′ −αk′ ) , where α∗ is the
optimal Lagrangian dual vector of the above concave program. If we know this
optimal dual solution up front, we can eﬃciently sample from distributions x∗j for
each replica independently. To do so, roughly speaking, we ﬁrst mix each coin (j, k)
with a coin 1 − αk∗ , and we then sample an edge using the fast exponential Bernoulli
race. This sampling procedure will output a cycle monotone perfect matching (or
can be converted into a perfect matching by small technical tweaks in the case of
conﬂicts at the surrogate side), and for large enough λ will satisfy ǫ-approximate
welfare improvement per-replica. The main caveat is that we do not have access
to α∗ .
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Many-to-one perfect matchings

The ﬁrst technical ingredient we add in [Dughmi et al. 2017] to overcome the
problem of not knowing α∗ is considering many-to-one perfect matchings instead.
In this case, we have B · m replicas that need to be assigned to m surrogates, where
each surrogate has capacity B. The ideal model reduction of [Hartline et al. 2011]
still holds under this modiﬁcation, because per-replica welfare can only increase
for the maximum-weight perfect many-to-one matching. However, this will help us
to estimate the optimal dual solution by sacriﬁcing ǫ fraction of the replicas, and
calculating the dual for the sub problem restricted to these replicas (with budgets
scaled to ǫ · B). These replicas need to be sampled uniformly, so that we have an
unbiased estimator.
Here is how we may want to implement this. We shuﬄe the replicas randomly,
we look at them one by one in an online fashion (basically, we simulate an online
problem), and consider the ﬁrst ǫ fraction for dual estimation. It is pretty wellknown in the online matching literature, e.g. [Agrawal et al. 2009; Devanur et al.
2011; Badanidiyuru et al. 2013], that this approach combined with the greedy
algorithm will produce a near-optimal B-to-1 perfect matching for large enough
B (a polynomial in 1/ǫ and m). This is almost what we want, with the small
missing piece that the fast exponential Bernoulli race cannot implement the greedy
allocation exactly, as it samples from the exponential weights distribution rather
than outputting the maximum weight edge.
4.3

Online stochastic convex optimization

The last technical ingredient we use in [Dughmi et al. 2017] to ﬁll the missing
gap in §4.2 is to incorporate primal-dual techniques that solve online stochastic
convex optimization, e.g. in [Chen and Wang 2013; Agrawal and Devanur 2015],
rather than the approach suggested in §4.2. The main idea is basically learning
the optimal Lagrangian dual α∗ by applying a black-box no-regret online learning
algorithm. In fact, the optimal dual is the minimizer of the convex Lagrangian dual
function (which in our case is basically a linear function that is sum of the allocation
slacks on the surrogate side), and this fact can be used to apply a no-regret learning
algorithm for online convex optimization (or even online linear optimization in our
case) to learn the dual.
We start from the all-zero vector for the dual, and once we process a replica i we
update the dual variables by sending a query to the update rule of the no-regret
learning algorithm. We then use this updated dual α(i) to pre-process the coins
(i, j) for all surrogates j as described in §4.1. We can then use the fast exponential
Bernoulli race over these shifted coins to sample the next edge. However, we still
need to avoid violating the budgets on the surrogate side of the bipartite graph,
so that the algorithm outputs a perfect B-to-1 matching. In [Dughmi et al. 2017],
this is achieved by running the fast exponential Bernoulli race for each replica only
over surrogates with non-zero remaining budget. This procedure also samples a
cycle monotone matching. Moreover, by using standard techniques introduced in
[Chen and Wang 2013; Agrawal and Devanur 2015], we can analyze this algorithm
and show that for suﬃciently large B, polynomial in m and 1/ǫ, the welfare loss is
bounded by ǫ per-replica.
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Final reduction

To just put the pieces together, in [Dughmi et al. 2017] we develop an online algorithm for the entropy regularized replica-surrogate matching problem under random
order, and we then sample from this algorithm truthfully by the fast exponential
Bernoulli race per-replica. The ﬁnal reduction is polynomial time in m and 1/ǫ,
and will sample a cycle monotone perfect B-to-1 matching whose per-replica welfare
loss is bounded by ǫ. We then resample the agent’s type by ﬁnding the edge in the
sampled B-to-1 matching that contains the agent’s true type (on the replica side)
and outputting the surrogate type at the opposite endpoint of this edge. We repeat
the same procedure for all agents to obtain a proﬁle of surrogate types which is fed
into the black-box allocation function to yield the mechanism’s outcome. To bound
the total welfare loss (summed over all agents) by ǫ, we scale the per-replica welfare loss from ǫ down to ǫ/n; this scaling inﬂates the running time by an additional
poly(n) factor. Finally, we can compute payments that combine with this allocation procedure to yield a BIC mechanism using the implicit payment computation
method of [Babaioﬀ et al. 2015].
5.

CONCLUSION

In this letter, we surveyed the line of work on black-box reductions in Bayesian
mechanism design. We brieﬂy explained how techniques and tools in the expectations from samples computational model are applied in [Dughmi et al. 2017] to
achieve an exact BIC reduction with only a negligible additive loss in the expected
social welfare. While the existence of such a reduction is good news for Bayesian
mechanism design, there are limitations that are mostly unavoidable.
(1) Beyond expected social welfare: It is tempting to try converting an arbitrary
algorithm for an optimization problem into a computionally eﬃcient Basyesian
truthful mechanism. Interestingly, this is not possible for all optimization objectives. In particular, Chawla et al. [2012] show that no black-box reduction is possible
for the objective of makespan, even if we only require Bayesian truthfulness and an
average-case performance guarantee. This precludes extending our result beyond
the expected-welfare objective in a general fashion.
(2) Exponential dependence on dimension: Notably, the reduction in [Dughmi
et al. 2017] is a fully polynomial time approximation scheme to the reduction of
[Hartline et al. 2011]. However, the running time of [Hartline et al. 2011] has
exponential dependence on ∆, where ∆ roughly corresponds to the dimension of
the type space. Therefore, our reduction in [Dughmi et al. 2017] also suﬀers from
the same exponential dependence. Intuitively, this seems to be unavoidable for
reductions that can only access the type space by sampling and can only access the
outcome space by calling the allocation function on sampled type proﬁles.
We conclude with some open questions. The ﬁrst natural question, directly
related to the second limitation above, is to determine whether or not the exponential dependence on ∆ in the black-box reduction is unavoidable. Are there
black-box reductions whose running time exhibits a milder dependence on the structure of the type space? Another interesting question is to ﬁnd more connections
between Bayesian mechanism design and the expectations from samples computational model. Hopefully, these connections will lead to ﬁnding simpler or compuACM SIGecom Exchanges, Vol. 16, No. 1, August 2017, Pages 60–73
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tationally more eﬃcient reductions for speciﬁc environments, e.g. combinatorial
auctions.
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Market Mechanism Refinement on a Continuous
Limit Order Book Venue: A Case Study
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This letter describes an exercise in market mechanism refinement that was recently undertaken
on a major electronic trading venue: Thomson Reuters Matching. The exercise sought to address
problems associated with continuous markets that have been described in recent literature. To
this end, the design of the refinement is described, and its consequences are discussed.
Categories and Subject Descriptors: K.4.4 [Computers and Society]: Electronic Commerce

1.

INTRODUCTION

Worldwide, electronic trading of most financial instruments occurs on venues implementing the continuous limit order book (CLOB) [Gould et al. 2013]. On these
venues market participants oftentimes compete for resources in the CLOB [Melton
2017b]. When participants are price-making on an instrument, for instance, a resource they compete for is queue position for the bids and offers they submit at
each price-level in the CLOB [Moallemi and Yuan 2016]. To the detriment of ‘slow’
participants, ‘fast’ participants are able to obtain earlier such queue positions and
earn the profits associated with those earlier positions [Farmer and Skouras 2012].
Similarly, when participants are price-taking, a resource they compete for are the
favorably-priced bids (or offers) in the CLOB against which they expect to be able to
immediately sell (or buy) the instrument. Again, to the detriment of ‘slow’ participants, ‘fast’ participants can earn the profits associated with those favorably-priced
bids (or offers) by matching against them (and thus causing their removal from the
CLOB), leaving only unfavorably-priced bids (or offers) for the slower participants
to match against. In modern financial markets mere nanoseconds—the time taken
to send a single character over a gigabit network [CME Group 2017]—may separate
the ‘fast’ from the ‘slow’.
Despite its wide adoption in financial markets, two quite serious problems relating
to the continuous (cf. batch) nature of the CLOB have been identified in the recent
literature. The first is that it causes an ongoing, socially wasteful technology ‘arms
race’ among participants where each seeks to be marginally faster at sending ordermessages to a venue than their peers [Harris 2013; Budish et al. 2015]. It has
been argued that this first problem is a form of the prisoner’s dilemma because
participants would be better off if they could all agree to limit their expenditure on
technology in pursuit of speed [Budish et al. 2015]. The second is that it exacerbates
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Fig. 1.

Partial architecture of the TRM venue, and its subsequent refinement.

information asymmetries in market data distribution and order-message processing
that inherently manifest in the technology used to implement these venues [Melton
2017b]. This second problem is one of fairness—if one views a venue as a racetrack,
it is as if some participants in each race are being given ‘head-starts’ over others
(by being sent market data updates earlier), and some participants are getting to
run shorter distances than others (by their order-messages being subject to shorter
processing delays by the venue) [Melton 2017a]. The seriousness of these problems
is underscored by both the coverage they have received in mainstream media, and
the value ascribed to the market inefficiencies they cause, which worldwide has been
estimated in the hundreds of billions of dollars per year (see [Melton 2017b] and
references therein).
To address the two problems described above, an exercise in market mechanism
refinement was recently undertaken on a major electronic trading venue: Thomson
Reuters Matching (TRM)1 . What is interesting is that neither of the mechanisms
proposed in the academic literature that seek to address these problems (see [Harris
2013] and [Budish et al. 2015]) was selected for this refinement to TRM. Instead,
an entirely new mechanism—the Ideal Latency Floor [Melton 2015]—was designed
from scratch with the explicit goal of minimizing its impact on characteristics of
participants’ existing trading strategies that do not relate to speed. In this regard
use of the term refinement here is apt—radical departures from long-established
mechanisms (such as the CLOB) may pose significant risks for market participants
and venue operators alike, by rendering participants’ existing trading strategies
(in which they have likely made significant investments) unprofitable, and in turn
causing them to stop trading on the venue [Phelps et al. 2010].
2.

THE REFINEMENT

At a high-level the manner in which the refinement to the market mechanism was
implemented on the TRM venue is shown in Fig.1. In particular, the new (software)
module implementing the Ideal Latency Floor ‘intercepts’ order-messages before
they reach the instruments’ limit order books, imposes short deliberate delays upon
them so as to buffer them, and then releases them from this buffer to the existing
price-time matching algorithm in a generally different (temporal) order from that in
which they were received by the venue. When described at this level of abstraction
1 TRM

is one of just two major, long-lived interbank spot foreign exchange (FX) trading venues.
It launched in 1992, connects participants in more than 50 countries, and oftentimes trades in
excess of $100 billion USD notional value daily. From its launch until June 2016 it implemented
the CLOB.
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the mechanism hardly seems different to those proposed by [Harris 2013] where a
random delay between 0-10ms is imposed on order-messages before they are subject
to matching, and by [Budish et al. 2015] where order-messages are batched every
100ms before being subject to matching. In all these mechanisms the advantage of
being the ‘fastest’ participant is reduced because (unlike in the CLOB mechanism)
it is not necessarily the order-message that reaches the venue first that is subject
to matching first.
The specification of the Ideal Latency Floor mechanism is more involved than the
mechanisms of [Harris 2013] and [Budish et al. 2015], and a plain-English description
of it as it was deployed into production on TRM in June 2016 is as follows:2
—Upon receipt of an order-message (but not a cancel-request), the limit price of
that order is compared to the best bid or offer in its instrument’s limit order
book to determine if it is marketable. If it is, it is put in either the ‘taker as
buyer’ buffer or ‘taker as seller’ buffer for the instrument, depending on its side
(buy or sell). If the order is not marketable, it is put in the ‘maker bids at X’
buffer or ‘maker offers at X’ buffer for the instrument, where X is the order’s
limit price. (In this manner, there are a plurality of buffers for each instrument
on the venue, and crucially there is precisely one such buffer for each resource on
the venue for which participants may compete).
—Each buffer has an associated timer that begins counting up to 3ms whenever it
receives an order-message that causes it to transition from being an empty buffer
to non-empty buffer. Upon its timer reaching 3ms the buffer is drained (i.e.,
rendered empty again) by removing all its order-messages and subjecting them
to matching against its instrument’s limit order book.
—The specific procedure for draining a buffer involves determining a random ordering on the participants that sent the order-messages in it, then repeatedly
iterating over that random ordering of participants to remove the single oldest
such remaining order-message in the buffer for that participant. To illustrate: if
order-messages of the form P articipantOrderIdentif ier are received by the buffer
in the following sequence [A1 ,B1 ,B2 ,A2 ,A3 ,C1 ], and the random ordering of participants yields [B,A,C], then the draining of order-messages from the buffer will
be in the sequence [B1 ,A1 ,C1 ,B2 ,A2 ,A3 ].
—Neither cancel-requests nor immediate-or-cancel (IOC) order-messages that are
unmarketable upon their receipt are subject to buffering so are both processed
immediately against their instrument’s limit order book as they would otherwise
have been in a CLOB. (Cancel-requests enable participants to remove bids and
offers they previously submitted that would otherwise would remain active in the
limit order book; IOC orders, by definition, can only be used for price-taking so
can never appear in the limit order book as bids or offers).
3.

IMPACTS ON EXISTING TRADING STRATEGIES

The complexity evident in the design of Ideal Latency Floor described in the previous section was gradually and deliberately introduced over many iterations in its
2A

more formal and highly-parameterized specification of the mechanism is provided in [Melton
2015]. The description provided here is intended to be more gentle, and to illuminate the specific
parameters chosen for its deployment on TRM.
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design process by repeatedly asking two questions. Those two questions—noting
‘behavior’ refers to characteristics of participants’ trading strategies—were:
1. What new, undesirable behaviors might the mechanism incentivize?
2. What existing, desirable behaviors might the mechanism disincentivize?
The answers to these questions were of course colored by the author’s practical
experience in the field electronic trading, and by the duty owed to his employer,
the operator of the TRM venue. Regardless, the answers independently arrived at
during course of the mechanism’s design in 2013 in many cases seem to be consistent with those that have appeared in the academic literature. Along these lines, a
brief discussion of each of the characteristics of the mechanism’s design follows.
Participant-wise draining of a buffer. A criticism of the mechanism of [Harris
2013] is that a ‘fast’ participant could continue to exploit their speed by sending
multiple, redundant copies of the same order-message to a venue implementing
it [Budish et al. 2015].3 Various solutions to this problem exist—for instance,
imposing a tax on duplicate messages, introducing a rule on the venue to prohibit
the behavior, and so on, but the specific solution implemented here was to allocate
a resource not on a per order-message basis, but rather on a per participant basis.
In this way participants are not encouraged to alter their behavior to send multiple
copies of the same order-message to the venue, which among other things would
disadvantageously cause additional load on it.
One buffer per resource.4 Operators of venues tend to value participants engaged in market-making on it quite highly, because without the bids and offers
they are continually submitting other participants whose strategies mostly involve
price-taking would have nothing to match against [Mizuta and Izumi 2016]. The
most active of market-makers tend to submit bids and offers at multiple price-levels
in an instrument’s limit order book ‘all at once’ and it is important that they are
not disincentivized from doing this. If in the mechanism there were only one buffer
per instrument (and not one buffer per resource) then, ceterus paribus, a marketmaker would be disadvantaged in their allocation of individual resources on the
venue relative to other participants submitting relatively few order-messages at a
time.5
A ‘short’, order-message triggered delay. Many financial markets are fragmented in that the same instrument trades on a plurality of competing venues.
The sudden imposition of long delays in order-message processing by a venue may
disadvantageously cause participants to change their behavior to instead route
their order-messages to competing venues exhibiting shorter delays [Donier and
Bouchaud 2016]. The length of the delay here (3ms) was thus derived to be as the
smallest value that adequately addressed the issues of fairness and participants’
speeds on the venue (see [Melton 2017b; 2017a]). Further, by virtue of the delay’s
timer being triggered by the receipt of a first order-message in the ‘race’ for a re3 See

[Melton 2017b] and references therein for a documented, real-life example of this phenomenon.
be sure, it is not the financial instruments that trade on the venue that are, per se, the
resources here. Rather, the resources are various properties of each instrument’s limit order book
for which participants on the venue compete. These are: favorably-priced bids or offers when they
are price-taking, and queue position at each price-level when they are price-making.
5 See [Melton 2017b] for an example illustrating this.
4 To
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source, participants are not incentivized to alter their behavior to withhold their
order-messages from a venue until (say) just before a batch auction window (as in
[Budish et al. 2015]) closes. Indeed, mechanisms where participants are incentivized
to submit order-messages only at known points-in-time so as to minimize the delays they experience may also disadvantageously incentivize ongoing investments in
speed-related technology [Mizuta and Izumi 2016].
Participant-wise retention of temporal ordering in a buffer. Marketmaking participants oftentimes submit a plurality of small bids (or offers) ‘all at
once’ at the same price-level. In a CLOB, a market-marker can discern which of
their own order-messages are nearer the front of the queue at the price-level, and
which are nearer the back by simply keeping track of the order in which they were
submitted. When, due to a change in market conditions a market-maker wishes
to reduce quantity bid (or offered) at the price-level, they will likely do so by first
canceling their bids (or offers) that are occupying less valuable positions nearer
the back of the queue. The draining technique employed here ensures this existing behavior by market-makers is unaffected. It similarly ensures that participants
who are accustomed to price-taking multiple price-levels in a CLOB by sending one
order-message per price-level ‘all at once’ advantageously do not have to alter their
behavior.6
Removal of only a single order-message per participant per iteration.
While participants do not know the information content of future events that will
cause them to compete for resources on the venue, sometimes they do know the
timing of such events (e.g., regularly scheduled economic data releases). In light of
this, an undesirable behavior a fast participant may engage in is to send a ‘phony’
order-message just before the occurence of such an event to strategically start a
buffer’s timer ‘early’. To the detriment of ‘slow’ participants, this behavior will effectively shorten the period the timer runs for after the actual event. The draining
technique employed here disincentivizes this behavior by ensuring that if a ‘fast’
participant were to do this, a second equally fast participant would be guaranteed to
have his legitimate order-message that was sent in response to the information contained in the event subject to matching by the venue before the second, legitimate
message sent by the first participant. Indeed, the one buffer per resource approach
further defends against this same undesirable behavior because one cannot, for
instance, strategically submit a ‘phony’ order-message for a low-cost/low-return resource (e.g., bidding well beneath ‘the touch’) to strategically start the timer for a
distinct high-cost/high-return resource (e.g., buying ‘at market’).7
No delays for cancel-requests. The predator-prey relationship that oftentimes
exists between ‘fast’ takers and ‘slow’ makers is well-documented in the literature
[Farmer and Skouras 2012; Budish et al. 2015]. By not imposing delays on cancelrequests the approach ensures more favorable treatment of makers because they are
6 In

terms of price-taking here, if the following order-messages mirror exactly the state of the offers
in the limit order book, any sequence of them different from [buy 1 unit at 1.00, buy 1 unit at
1.01, buy 1 unit at 1.02] at matching will not be completely marketable.
7 This same line of reasoning explains why IOC order-messages that are unmarketable upon receipt
are not subject to delay—if they were, they could be used strategically (and at no economic cost
to a participant) to start the timer for a buffer.
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guaranteed to be able to cancel their bids or offers provided their cancel-request is
received by the venue within 3ms of the receipt of the fastest taker’s order-message.
Alternate approaches to handling cancel-requests are described in [Melton 2015],
but these may lead to (undesirable) strategic behavior of the form described earlier,
where cancel requests can be used at low economic cost to strategically start a
buffer’s timer ‘early’.
4.

CONCLUSIONS

The market mechanism refinement described in this letter seems to provide a number of advantages over others that have appeared in the literature. Further, its
success in actual use is reflected by (1) it being well-received by participants on
TRM, and (2) there being no plans to remove it from the venue or to further
modify it. While several other FX venues have also moved away from the CLOB
[Detrixhe 2016], it remains to be seen the extent to which venues in other asset
classes will follow suit. Finally, what underpins most of these mechanisms that
are in actual use and that have received citations in the literature is the general
technique of buffering; the extent to which non-buffering mechanisms [Melton 2016;
Kyle and Lee 2017; OneChronos 2016] will come into actual use remains to be seen.
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