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Editors’ Introduction
INBAL TALGAM-COHEN
Technion - Israel Institute of Technology
and
S. MATTHEW WEINBERG
Princeton University

This issue of SIGecom Exchanges contains an announcement of the upcoming
EAAMO 2021 conference, a report on the SIGecom winter meeting, three annotated
reading lists, and four research letters.
Rediet Abebe, Irene Lo, and Ana-Andreea Stoica are co-organizing the inaugural
EAAMO conference, and have put together a brief announcement targeted at the
SIGecom community.
Piotr Dworczak and Brendan Lucier co-organized the inaugural SIGecom Winter
Meeting, which was an excellent way to bring the SIGecom community together,
especially in the midst of the COVID-19 pandemic. They have put together a short
summary of the event.
This is the ﬁrst issue of SIGecom Exchanges to contain annotated reading lists.
These are short lists of papers with brief context, intended to help guide the reader
through a novel topic. In this issue, Elliot Anshelevich, Aris Filos-Ratsikas, Nisarg
Shah, and Alexandros A. Voudouris contributed an annotated reading list on Distortion in Social Choice Problems. Haris Aziz contributed an annotated reading
list on Two-Sided Matching with Diversity Concerns. Shengwu Li contributed an
annotated reading list on Simplicity in Mechanism Design. All three reading lists
are excellent, and we hope they serve as a template for submissions in future issues!
Itai Arieli, Yakov Babichenko, Fedor Sandomirskiy, and Omer Tamuz contributed
a letter related to their recent paper Feasible Joint Posterior Beliefs. This paper
appeared in EC 2020, and won the best paper award. Ivan Balbuzanov and Maciej H. Kotowski contributed a letter related to their recent paper Economies with
Complex Property Rights: The Role of Exclusion. This paper appeared in Econometrica, and was presented at the 2020 Highlights Beyond EC. Jugal Garg, Edin
Husić, and László A. Végh contributed a letter related to their recent paper Approximating Nash Social Welfare under Rado Valuations. This paper will appear
in STOC 2021. Tim Roughgarden contributed a letter concerning Transaction Fee
Mechanism Design. The letter is related to a paper by the same author that will
appear in EC 2021.
We would like to thank all authors for sharing their insights with the community!

Author’s address: italgam@cs.technion.ac.il; smweinberg@princeton.edu
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SIGecom Winter Meeting Report
PIOTR DWORCZAK
Northwestern University
and
BRENDAN LUCIER
Microsoft Research

We present a report on the inaugural SIGecom Winter Meeting which was held online on February
25, 2021. We highlight the goals of the workshop and summarize the format and content.
Categories and Subject Descriptors: J.4 [Computer Applications]: Social and Behavioral Sciences—Economics
General Terms: Algorithms, Economics, Theory
Additional Key Words and Phrases: Workshops

1.

INTRODUCTION

The ﬁrst SIGecom Winter Meeting was held on February 25, 2021. The workshop
lasted six hours, combining a lightweight technical workshop program with ample
opportunity for socialization. The main goal of the meeting was to bring the SIGecom community together, albeit in a virtual environment, motivated in part by the
relative lack of in-person gatherings the past year. We hope that this tradition will
continue in future years!
The topic of the workshop centered around early contributions to auction theory
by the recent Nobel prize winners, Paul Milgrom and Robert Wilson (see [Teytelboym et al. 2021]). The focus was on models beyond independent private value
(IPV) settings, starting with common-value auctions and interdependent valuations
and leading through the resulting insights about the importance of implementation
details in market design.
In developing the program, we emphasized being inclusive to young researchers
and those outside the core ﬁeld, while also encouraging active participation and
networking. To that end, the workshop began with a series of tutorials to bring
everyone up to speed on classic results on the topic, followed by a light social
program. The second half of the workshop included a sequence of invited talks,
chosen to give an overview of current work on the topic from a variety of perspectives
and approaches. When selecting the presenters, we aimed to achieve a good balance
between talks by economists and computer scientists. By doing so, we wanted to
expose the two communities to each other’s research styles, and thereby contribute
Authors’ addresses: piotr.dworczak@northwestern.edu, brlucier@microsoft.com. We would
like to thank the SIGecom board for inviting us to organize the SIGecom Winter Meeting, and
especially Nicole Immorlica for the subsequent support. We would also like to thank all of the
workshop speakers and participants. The help of student volunteers during the workshop is also
gratefully acknowledged.
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to bridging the gap between them.
The workshop took place on Gather.town, a virtual space designed to provide a
sense of presence. This was the same platform used to host EC 2020. The space
was divided into a small number of rooms, including an auditorium that linked
to the Zoom webinar where talks were given. Attendees were encouraged to use
the Gather.town program to socialize between talks and participate in the social
games. Overall, we were satisﬁed with how well Gather.town aligned with our goal
of generating interaction between the workshop participants.
Next we will brieﬂy describe the diﬀerent parts of the workshop program and
how we attempted to tie them together.

2.

TUTORIALS (2 HOURS WITH A BREAK)

To make sure all participants could get as much as possible out of the technical
program, we began the workshop with a series of tutorials on the subject matter.
We prioritized this part of the workshop in terms of time spent, since we felt it
was crucial to both junior members of the ﬁeld but also to providing a common
framework for researchers from diﬀerent backgrounds. Also, since the topic was
chosen to be something many EC researchers wouldn’t be directly familiar with,
our hope was that even senior members of the community would ﬁnd the content
interesting.
The tutorial was split into three parts.
Part 1. The ﬁrst part, presented by Piotr Dworczak, served as an introduction
to the topic of auctions with interdependent values and correlated signals. Interdependent values arise when bidders’ valuations for the object being sold depend
on the signal realizations of other bidders; correlated signals arise when the signals
observed by individual bidders are not independently distributed. Such a framework is natural when analyzing auctions for objects possessing qualities that are
unknown but valued by all bidders (for example, the amount of oil in a tract auctioned oﬀ by a state government). We emphasized that this model emerged from the
early research program, initiated by Bob Wilson and extended by Paul Milgrom,
investigating whether auctions could serve as a foundation for price discovery in
competitive markets.
The ﬁrst part of the tutorial featured a real-time common-value auction. The
goal was to illustrate the winner’s curse—the central new phenomenon arising in
auctions beyond the IPV setting. We showed the participants a picture with a large
amount of cash, which we knew was worth approximately ✩5.8MM. We then asked
the participants to bid in a second-price auction, imagining the the winner will get
the amount of cash shown in the picture. We received over a hundred bids, with
a winning bid of ✩25MM, and a second-highest bid of ✩24MM. This extreme result
(the winner would overpay for the object by a factor of 4) illustrated that bidding
one’s true estimate of the value is not an optimal strategy when the value is not
known. This served as a segue to the second part of the tutorial that focused on
explaining how bidders should optimally bid in such cases, and what implications
we can draw about the performance of diﬀerent auction formats.
ACM SIGecom Exchanges, Vol. 19, No. 1, June 2021, Pages 2–9
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Part 2. The second part of the tutorial was presented by Inbal Talgam-Cohen.
Inbal focused on reviewing the classical results pertaining to auctions with interdependent and correlated values. She ﬁrst explained how rational bidders should
reason about the possibility of a winner’s curse: In a second-price auction, the winner eventually learns the bid of the second-highest bidder, and hence each bidder
should condition her estimate of the value on the event that she ties for winning
the object. In a ﬁrst-price auction, the winner only learns that she won the object;
however, this in itself is an informative signal about the value of the object because
the winner learns, in a symmetric separating equilibrium, that her signal realization
was the highest among all the bidders. For all standard auction formats, similar
reasoning can be used to derive the equilibrium strategies.
Inbal then described some of the key insights emerging from this analysis. [Wilson
1977] and [Milgrom 1979] demonstrated that, under some conditions, the equilibrium price in both ﬁrst- and second-price auctions converges to the true value of
the object as the number of bidders grows. [Milgrom and Weber 1982] showed how
to compute equilibrium strategies and revenues for standard auction formats in the
general symmetric model with aﬃliation (a strong notion of positive correlation
of bidder’s signals). The English auction yields a higher expected revenue than
a sealed-bid second-price auction, which in turn dominates a ﬁrst-price auction.
This is a manifestation of the Linkage Principle which states that revenue can be
increased under correlated signals by creating a statistical link between the winner’s value and the price she pays—this is possible because certain auction formats
(such as the English auction) aggregate other bidders’ information into the eventual price that the winner faces. A similar argument can be used to show that a
revenue-maximizing seller should be transparent about the object she is selling by
publicly disclosing all her private information about its value prior to the auction.
At the end of the second part, Inbal reviewed some classical results about mechanism design in the correlated-signals environment. [Myerson 1981] showed an example in which the seller can extract all surplus when buyers’ value are correlated,
sharply contrasting with the results from the IPV setting. [Crémer and McLean
1988] greatly generalized this example, and demonstrated that full surplus extraction is possible generically even when the correlation of buyers’ signals is arbitrarily
small.
Part 3. Finally, Brendan Lucier gave a tutorial on robust auction design. One
of the take-aways from Part 2 is that, when buyer valuations are not independent,
it is possible to design single-item auction formats (like the Crémer-McLean auction) that extract all of the social surplus as revenue by exploiting correlation. But
these designs feel very brittle; how should we think about designing auctions that
are more “robust?” The tutorial began by discussing interim versus ex post solution concepts, and noting that the Crémer-McLean auction format is only interim
individually rational and hence implicitly makes strong assumptions about the participants’ beliefs. We then explored designs that insist on the stronger notion of
ex post individual rationality and incentive compatibility, where truth-telling and
participation are optimal even in hindsight.
In a model where values are privately-known but correlated, the famous Vickrey
auction is ex post truthful and maximizes social welfare. But what about revenue?
ACM SIGecom Exchanges, Vol. 19, No. 1, June 2021, Pages 2–9
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We described the lookahead auction of [Ronen 2001], which augments the Vickrey
auction with a ﬁnal take-it-or-leave-it price oﬀer. Speciﬁcally, the bidder with the
highest bid is ﬂagged as a provisional winner, but she is not actually given the item
unless she agrees to pay a price that can depend on the bids of the other bidders. If
values are correlated, the other bids could reveal a lot about the provisional winner’s
willingness to pay and hence increase the seller’s revenue. We proved that any such
auction is ex post truthful, and if the ﬁnal price oﬀer is calculated appropriately
it will obtain at least half of the expected revenue of the optimal ex post truthful
auction.
Finally, we discussed extensions to interdependent valuations. In this model
a buyer may not know her own value for the item for sale; rather, each buyer
has a signal, and a buyer’s value is a function of the signals of all buyers. We
showed that it may no longer be possible to maximize social welfare in an ex
post truthful manner, unless the value functions satisfy a single-crossing condition.
This condition basically means that, ﬁxing the other signals, each buyer has a
threshold on their signal above which it is eﬃcient to allocate them the item.
After introducing this condition, we showed how a natural extension of the Vickrey
auction maximizes welfare in an ex post truthful way. We also brieﬂy discussed
strategies for extending the Ronen lookahead auction in a similar fashion.
3.

SOCIAL PROGRAM (1.5 HOURS)

Following the tutorials, the schedule called for a long break to allow attendees
the chance to discuss and participate in social events. Again, the goal was to
bring in students and other young researchers who are most aﬀected by the lack of
community events this past year. The social content was intended to be lightweight
and voluntary. They included a student ﬁreside chat with Paul Milgrom and Bob
Wilson, and a set of social games that encouraged interaction. We’ll discuss each
of these below.
Fireside chat with Paul and Bob. We held a 30-minute session lightly moderated
by Piotr Dworczak, where the focus was to take questions from students. Topics
ranged from connections between economics and computer science, to strategies
for dealing with the pressures and setbacks of research, to the story of how Paul
learned about the Nobel prize. The ﬁreside chat was followed by socialization in a
special “ﬁreside” space in Gather.town, where Paul and Bob engaged with smaller
groups of students.
Auction bidding games. We ran two virtual common-value auctions, tying into
the theme of the workshop. We generated a common value (the same for the two
auctions) according to a disclosed distribution, and used a script to email each
participant a signal correlated with that value. Each participant could place a bid
in each of the two auctions. The ﬁrst was designed to simulate the incentives of a
ﬁrst-price auction: the winner was whoever bid closest to the true value without
going over. The other was designed to simulate the incentives of a second-price
auction: the winner was whoever bid closest to the true value, regardless of being
above or below. Our intention was to make this a social game, so participants
were encouraged to try and get others to share their signals. We observed a lot
ACM SIGecom Exchanges, Vol. 19, No. 1, June 2021, Pages 2–9
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The histogram of bids in the ﬁrst- and second-price auction games

of discussion about signals, so this seemed to be a success! We also described the
items up for auction as paintings by the organizers’ children; while this was done
mainly for fun and ﬂavor, we did send the paintings to the winners.
The true value of both items was drawn from the uniform distribution on [$0, $100],
and its realization was ✩81.77. The winner of the ﬁrst-price auction game was
Mehmet S. Ismail with a winning bid of ✩81.18; the winner of the second-price
auction game was Nikita Kalinin with a winning bid of ✩82.00. Figure 1 illustrates
the distribution of the bids in the two auctions (after discarding outlier bids that
did not belong to the support of the value distribution). Because the number of
bidders was large, under full information, it would be optimal in both auctions for
an individual bidder to place a bid close to the true value: The concentration of bids
around the true value serves as further evidence that bidders did share information
prior to bidding, which was the main point of the game.
Social network game. To encourage participants to meet new people, we also designed a social game that explicitly rewards ﬁnding others outside one’s immediate
circle. The idea was to create a chain of participants, where every link of the chain
corresponds to either co-authorship or having graduated from the same institution
most recently. Importantly, the chain could not include any edges between nonneighbors! This was to encourage people to ﬁnd others outside their “local cluster,”
and to not advantage senior members with a large set of coauthors. The winner of
the game was Linda Cai with a chain length of 5.
During the workshop breaks, we observed groups discussing how to build chains;
however, the eventual number of submissions was rather low, suggesting that perhaps the rules were over-complicated, or that participants were not provided suﬃciently strong incentives to formally register their chains using the submission form.
For this reasons, it is diﬃcult to assess to what degree the game achieved its goal
of fostering spontaneous interactions.
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INVITED TALKS (2.5 HOURS WITH A BREAK)

The ﬁnal session of the workshop was a sequence of invited talks. The focus here was
recent work that is related to the workshop topic, either directly or by illustrating
a line of work informed by these early papers on auction design. We strove for a
mix of computer science and economic perspectives.
Paul Klemperer, Geometry and Auctions. Paul’s talk, based primarily on his
joint work with Elizabeth Baldwin ([Baldwin and Klemperer 2019]), focused on
designing simple and eﬀective bidding languages for combinatorial auctions. While
the SMRA auction pioneered by Paul Milgrom and Bob Wilson for selling spectrum
licenses allows the bidders to express combinatorial preferences, its dynamic implementation may take a long time and aid collusion—making it inappropriate for
some applications, such as when the Bank of England had to oﬀer multiple types of
loans to ﬁnancial institutions during the ﬁnancial crisis of 2007. Paul described the
design of a Product-Mix Auction in which bidders simultaneously submit their bids
using a bidding language with a simple geometric interpretation. These bids are
then used to compute the competitive-equilibrium outcome with the lowest equilibrium prices. The bidding language makes use of a “tropical geometry” which
enables a simple graphical analysis of the bids, accommodates many types of substitutable preferences, and guarantees existence of competitive equilibria. Paul also
presented alternative bidding languages which could be more suitable depending on
the application; for example, the “arctic geometry” allows the bidders to express
their preferences using budget constraints.
Kira Goldner, Interdependent Valuations: Beyond Single-Crossing and SingleItem. Kira spoke about joint work with Alon Eden, Michal Feldman, Amos Fiat,
and Anna Karlin ([Eden et al. 2019]) that explores auction design for selling multiple
items to buyers with interdependent valuations. In the tutorial, it was shown how
to obtain high welfare or revenue when selling a single item to buyers that satisfy
the single-crossing condition. But the single-crossing condition is restrictive and
inherently single-dimensional, so extensions to combinatorial auctions seem to need
something more. Kira presented an alternative to single-crossing, where valuations
satisfy a submodularity condition over the set of all signals. This condition can
be used instead of the single-crossing condition to construct an ex post truthful
auction: the idea is to randomly sample a subset of the buyers’ signals, then use
that information to bound the values of the remaining buyers. Moreover, this
approach extends to combinatorial auctions as well, leading to an auction that
approximates the optimal welfare to within a constant factor while being ex post
truthful.
Songzi Du, Informationally Robust Auction Design. Songzi presented his joint
work with Benjamin Brooks ([Brooks and Du 2021]) on designing revenue-maximizing
auctions for a common-value environment under the assumption that the designer
only knows the marginal distribution of the common value but does not have a
Bayesian belief about bidders’ information about it. Instead, the designer seeks
a mechanism that performs best under the worst-case scenario over all possible
information structures. This robust approach to the design problem circumvents
challenge of [Crémer and McLean 1988] whose surplus-extracting mechanisms rely
ACM SIGecom Exchanges, Vol. 19, No. 1, June 2021, Pages 2–9
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crucially on the designer knowing the distribution of buyers’ signals. Songzi demonstrated that the maxmin mechanism takes the form of a “proportional auction:”
Each potential buyer submits a one-dimensional bid, and the object is allocated to
each buyer with probability proportional to the ratio of her bid to the sum of all
the bids. Despite the adversarial choice of the information structure, this auction
extracts all the surplus as the number of bidders goes to inﬁnity.
Vincent Conitzer, Automated Mechanism Design for Correlated Valuations. Vincent’s talk focused on his joint work with Michael Albert, Giuseppe Lopomo, and
Peter Stone ([Albert et al. 2021]) on the interplay between automated mechanism
design and robustness in the presence of correlation between buyers’ values. Very
delicate mechanism rules in the style of Crémer and McLean can pop out of optimization methods, and can depend very precisely on how the distributions are
speciﬁed. But this can be problematic when our understanding of the distributions
is noisy, such as when they are learned through samples. To that end, Vincent presented a visual interpretation of the Crémer-McLean lotteries, and showed how to
use this perspective to develop robust optimization methods that degrade gracefully
in the presence of noise. One can additionally ask that the resulting auction be ex
post incentive compatible with a certain high probability, a natural intermediate
solution concept between ex post and interim truthfulness, and the talk explored
conditions under which such mechanisms perform especially well.
Susan Athey, Concluding Remarks. To close the technical program, Susan Athey
provided personal and professional reﬂections on the impact of Paul and Bob’s work
in the ﬁeld of market design. She shared her perspectives on how major applications
of their auction theory analysis, including online platforms, Internet advertising,
and of course spectrum auctions, built upon the insights from their contributions.
5.

CONCLUSIONS

Over 500 participants registered for the workshop, and attendance in any given
event oscillated between 100 and 200. We have received encouraging feedback from
the workshop participants and presenters.
We ran a post-workshop survey among the participants to assess the degree to
which the meeting fulﬁlled its purpose, and to identify scope for improvement in its
future editions. On a 6-point scale (with 6 being the best score), 40% of responders
assesed the overall event at 6, 40% at 5, and 20% at 4. Similar scores were given
to individual parts, with slightly higher-than-average scores given to the tutorial
part, and slightly lower-than-average scores given to the social program. Roughly
2/3 of responders thought that the social breaks were of the right length, with
2/9 believing they were too short, and 1/9 believing they were too long. 90% of
responders said they are “very likely” to attend the second edition of the workshop
next year. We also received the following comments and suggestions:
—The topic of the workshop was relatively narrow, so it could help (in terms of
getting broader engagement) to organize a poster session. (As organizers, we
thought of organizing a poster session but gave up on the idea due to insuﬃcient
time that we had to arrange the submission process—it could be an idea worth
exploring in future years.)
ACM SIGecom Exchanges, Vol. 19, No. 1, June 2021, Pages 2–9
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—Social interactions were not as easy as one could hope, especially for students;
however, several responders emphasized that the social games were helpful in that
regard. Alternative suggestions included (i) a junior/senior lunch, (ii) assigning
people to random groups to share ideas, brainstorm on content of the seminar, or
simply socialize, and (iii) and increasing the time for “running around on breaks.”
Some acknowledged the diﬃculties due to time-zone diﬀerences—the workshop
lasted into late evening European time. Others concluded that “things went as
well as could be hoped for an online meeting.”
—It would be worth adding panel discussion(s), with panelists commenting on what
they think are currently important open research problems.
—Inviting Paul Milgrom and Bob Wilson provided a useful opportunity for students
to interact with Nobel prize winners and learn from their experiences.
Overall, we view the inaugural SIGecom Winter Meeting as a successful event
that paved the way for its future editions. We think that this type of community
building is important, and we hope it will continue going forward. While the virtual
format has some important limitations compared to in-person meetings, we believe
that it provides a useful complement to traditional events by making access easy
for everyone regardless of their location, resources, and connectedness. At the
same time, we hope that our experiences summarized in this report will help future
organizers improve upon the design of the Winter Meeting, in order to make it
increasingly eﬀective in fostering the social and professional connections within the
Econ/CS research community.
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Invitation to Participate in the ACM Conference on
Equity and Access in Algorithms, Mechanisms, and
Optimization (EAAMO✬21)
REDIET ABEBE
University of California Berkeley
IRENE LO
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ANA-ANDREEA STOICA
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The inaugural ACM conference on Equity and Access in Algorithms, Mechanisms, and Optimization (EAAMO✬21) invites participation from the SIGecom community. The conferrence aims to
highlight work where techniques from algorithms, optimization, and mechanism design, along with
insights from other disciplines, can help improve equity and access to opportunity for historically
disadvantaged and underserved communities. The conference is organized by the Mechanism Design for Social Good (MD4SG) initiative, and builds on the MD4SG technical workshop series
and tutorials at conferences including ACM EC, ACM COMPASS, and WINE. The conference
will have both an archival publication track as well as a non-archival track that welcomes papers
under submission or published in the previous year. Papers submitted to EC 2021 or that will be
submitted to EC 2022 are welcome in the non-archival track.
General Terms: Mechanism Design, Algorithms, Economics, Theory, Optimization, Equity
Additional Key Words and Phrases: Empirical Methods; Algorithmic Game Theory; Sociology;
Redistributive Mechanisms; Theory of Computation; Privacy, Algorithmic Fairness; Ethical Considerations

1.

INTRODUCTION

The 1st ACM Conference on Equity and Access in Algorithms, Mechanisms, and
Optimization (EAAMO✬21) will take place online on October 5-9, 2021.
The goal of this event is to highlight work where techniques from algorithms, optimization, and mechanism design, along with insights from the social sciences and
humanistic studies, can improve access to opportunity for historically underserved
and disadvantaged communities. The conference will have a Research Track and a
Policy & Practice Track, aimed at providing an international venue for researchers,
practitioners, and policy-makers to present and discuss work at this research interface.
EAAMO✬21 is organized by the Mechanism Design for Social Good (MD4SG)
initiative and builds on the MD4SG workshop series, hosted at and supported by
the ACM Conference on Economics and Computation (EC) as well as MD4SG✬20,
which ran as a stand-alone event. The conference also builds on tutorials and
other events in venues including COMPASS, EC, FAccT, and WINE. EAAMO✬21
Authors’ addresses: pc@eaamo.org
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is proudly sponsored by the ACM special interest groups SIGecom and SIGAI.
As Program Co-Chairs of EAAMO✬21, we invite members of the SIGecom community to submit their work and take part in the conference. EAAMO✬21 will feature keynote talks, panels, and contributed presentations across numerous ﬁelds. In
line with the MD4SG core values of bridging research and practice, the conference
will bring together researchers, policy-makers, and practitioners in various government and non-government organizations, community organizations, and industry
to build multi-disciplinary pipelines.
EAAMO✬21 will feature work in various formats and from diﬀerent disciplines.
The Research Track includes submissions in AI & Machine Learning, Applied and
Quantitative Modeling, Empirical Studies, Research Position Papers, and Theory.
The Policy & Practice Track solicits submissions in the form of Dataset Submissions,
Software Demonstrations, Position Papers, Problem Pitches, and Survey Papers.
Submissions to either track and focus area will have the option to be archival or
non-archival. In particular, the archival track welcomes submissions that constitute
new research papers that have not been published in conference proceedings or
journals before, including papers under submission to journals. The non-archival
track welcomes submissions that have been published no earlier than January 2019,
including papers submitted to EC 2021 or that will be submitted to EC 2022.
Papers under submission with at conferences with proceedings may be submitted
to the non-archival track. The proceedings of EAAMO✬21 will be published in the
ACM digital library.
Please refer to our detailed call for papers for the Research Track and for the
Policy & Practice Track for more information.
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The notion of distortion in social choice problems has been deﬁned to measure the loss in
eﬃciency—typically measured by the utilitarian social welfare, the sum of utilities of the participating agents—due to having access only to limited information about the preferences of the
agents. Here, we provide a comprehensive reading list on the related literature.
General Terms: Algorithms
Additional Key Words and Phrases: Social choice; Distortion

1.

INTRODUCTION

Social choice theory is concerned with aggregating the preferences of individuals
into a desirable collective decision, and has many applications such as choosing
an electoral candidate, a public policy, the recipient of an award, or something as
simple as the most appropriate time for a meeting. These preferences are typically
assumed to be captured by utility functions, which assign numerical values to the
diﬀerent options, indicating the intensity by which an individual prefers one possible
outcome to another. While the existence of such a cardinal utility structure is
rarely disputed, the predominant approach in social choice theory is to elicit more
limited preference information from the participants; in particular, they are usually
required to provide ordinal preference rankings over the diﬀerent outcomes. This
is primarily due to cognitive reasons, as it is much more conceivable to come up
with a ranking based on comparisons rather than a numerical utility structure.
The inevitable loss of information due to the restricted expressiveness of the
elicited preferences makes it rather challenging to optimize objectives of a cardinal
nature. A natural such objective is the maximization of the (utilitarian) social welfare, deﬁned as the sum of the individual utilities for the chosen outcome. How can
Authors’
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we make the right choice when we do not have access to the utilities themselves?
Driven by the principles of worst-case analysis and approximation algorithms, the
notion of distortion has been deﬁned to measure the worst-case deterioration of an
aggregate cardinal objective, such as the utilitarian social welfare, due to having
access to limited preference information, particularly ordinal rankings. The outcome minimizing the distortion then represents the best possible choice given the
available information.
Over the past 15 years, distortion has been studied extensively in the context of
many fundamental social choice problems, such as single-winner and multi-winner
elections, participatory budgeting, and matching, thus giving rise to a rich and
vibrant literature at the intersection of economics, computation, and artiﬁcial intelligence. The following articles provide a helpful introduction to this literature.
2.

READING LIST
∗ Elliot Anshelevich, Aris Filos-Ratsikas, Nisarg Shah, and Alexandros A. Voudouris.
Distortion in social choice problems: The ﬁrst 15 years and beyond.
arXiv:2103.00911, 2021.
This is a short survey on this topic.
∗ Craig Boutilier, Ioannis Caragiannis, Simi Haber, Tyler Lu, Ariel D. Procaccia,
and Or Sheﬀet. Optimal social choice functions: A utilitarian view. Artificial
Intelligence, 227:190–213, 2015.
This is one of the ﬁrst papers on this topic. It introduces and motivates the basic
concept of distortion. This paper studies the distortion of social choice problems
when agent utilities are normalized, and bounds the quality of solutions which
can be computed given only the ordinal preferences of the agents.
∗ Ioannis Caragiannis, Swaprava Nath, Ariel D. Procaccia, and Nisarg Shah.
Subset selection via implicit utilitarian voting. Journal of Artificial Intelligence
Research, 58:123–152, 2017.
This paper continues the line of inquiry set by the previous paper by considering
problems where a committee of candidates of a given size must be chosen. It
provides bounds on the optimal distortion as a function of the committee size,
and studies additive regret as an alternative measure of eﬃciency loss.
∗ Elliot Anshelevich, Onkar Bhardwaj, Edith Elkind, John Postl, Piotr Skowron.
Approximating optimal social choice under metric preferences. Artificial Intelligence, 264:27-51, 2018.
This paper considers distortion in social choice under the metric setting, where
voters and candidates are points in an arbitrary metric space, and a voter’s cost
for a candidate being selected corresponds to the distance between the voter
and the candidate. The paper motivates this setting, and provides a variety of
lower and upper bounds on the distortion of many classic voting rules.
∗ Vasilis Gkatzelis, Daniel Halpern, and Nisarg Shah. Resolving the optimal met-
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ric distortion conjecture. In Proceedings of the 61st IEEE Annual Symposium
on Foundations of Computer Science (FOCS), pages 1427–1438, 2020.
This paper resolves a central conjecture in social choice under the metric setting. It introduces a new, computationally eﬃcient voting rule for aggregating
voters’ ranked preferences to select a candidate, and proves that it is optimal
among deterministic rules in terms of distortion.
∗ Elliot Anshelevich and Wennan Zhu. Ordinal approximation for social choice,
matching, and facility location problems given candidate positions. ACM
Transactions on Economics and Computation, 9.2:9, 2021.
This paper considers social choice in the metric setting when the candidate
locations in the metric space are known, but for the voters, only their ordinal
preferences over the candidates are known. It provides stronger bounds on distortion using this information, and generalizes the results to many other graph
problems, including matching and facility location.
∗ Georgios Amanatidis, Georgios Birmpas, Aris Filos-Ratsikas, and Alexandros
A. Voudouris. Peeking behind the ordinal curtain: Improving distortion via
cardinal queries. Artificial Intelligence, 296:103488, 2021.
This paper considers the tradeoﬀ between distortion and elicitation, where besides the ordinal preferences, the voters can also provide limited cardinal information by means of answering value or comparison queries. It provides upper
and lower bounds on the possible tradeoﬀs between the number of queries per
agent and distortion, and shows that a relatively small number of queries sufﬁces to achieve desirable distortion bounds.
∗ Debmalya Mandal, Nisarg Shah, and David P. Woodruﬀ. Optimal communicationdistortion tradeoﬀ in voting. In Proceedings of the 21st ACM Conference on
Economics and Computation (EC), pages 795–813, 2020.
This paper and its predecessor also consider the aforementioned tradeoﬀ between distortion and elicitation, but allow arbitrary queries to the voters and
use the number of bits of information elicited as a measure of cognitive burden.
By uncovering novel connections to the literature on streaming algorithms and
communication complexity, they identify the optimal tradeoﬀ between distortion and elicitation for single-winner and multi-winner elections.
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Two-sided Matching with Diversity Concerns:
An Annotated Reading List
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UNSW Sydney

Diversity concerns come up in many important decision making settings including two-sided
matching, in particular centralized student admission matching. We overview papers on the
topic of two-sided matching with diversity concerns.
Categories and Subject Descriptors: I.2.11 [Distributed Artificial Intelligence]: Multiagent
Systems; J.4 [Computer Applications]: Social and Behavioral Sciences—Economics
General Terms: Theory, Algorithms, Economics
Additional Key Words and Phrases: Market design, two-sided matching, diversity, aﬃrmative
action.

Two-sided matching is one of the most prominent success stories of algorithmic
economics. This research area received a major acknowledgement when Roth and
Shapley won the 2012 Nobel Memorial Prize in Economic Sciences “for the theory
of stable allocations and the practice of market design.” A typical problem in twosided matching is to match members of two sides while taking into account their
preferences or priorities over each other. Centralized algorithms such as Deferred
Acceptance have been deployed to match agents to institutions across the globe.
Depending on the application context, the agents are students, job applicants, or
doctors and the institution are schools, employers, and hospitals. Recently, such
centralized approaches have also been suggested for the college admissions in the
USA.1
In past few years, diversity concerns have been discussed in many scenarios including student-intake and team compositions. The goals include prioritizing people who have extra talents or are from a historically disadvantaged background.
Another possible goal is building more balanced creative teams.
Whereas diversity concerns come up in many real-life contexts, they are are not
directly handled by classical matching approaches. This motivates a new theory
of two-sided matching that caters for various types of diversity concerns. Next,
we highlight some papers on the topic especially with respect to the school choice
problem.
(1) A. Abdulkadiroğlu and T. Sönmez. School choice: A mechanism design approach. American Economic Review, 93(3):729–747,
This is one of the seminal papers on two-sided matching and one of the ﬁrst
papers on school choice matching. The last section is a masterpiece of fore1 https://www.chronicle.com/article/can-algorithms-save-college-admissions

Authors’ addresses: haris.aziz@unsw.edu.au
ACM SIGecom Exchanges, Vol. 19, No. 1, June 2021, Pages 15–17

16

·

H. Aziz

sight as many actively debated issues including diversity concerns are brieﬂy
discussed.
(2) L. Ehlers, I. E. Hafalir, M. B. Yenmez, and M. A. Yildirim. School choice
with controlled choice constraints: Hard bounds versus soft bounds. Journal
of Economic Theory, 153:648–683, 2014.
This one of the most inﬂuential papers on the topic. The authors carefully
study the impact of treating diversity constraints as hard or soft. The paper
popularized the approach of using diversity quotas as soft constraints. Some of
the key ideas such as soft quotas were also discussed in earlier in an Theoretical
Economics paper by the last three authors. One simplifying assumption the
papers use is that each agent has exactly one type. In followup work, this
assumption is being challenged.
(3) F. Echenique and M. B. Yenmez. How to control controlled school choice.
American Economic Review, 105(8):2679–94, August 2015.
The paper improves our understanding of diversity-oriented choice functions
that satisfy the substitutes condition. Designing choice functions that satisfy
the substitutes condition has proved to be a highly valuable tool in transfering
general results from the theory of matching with contracts to the domain of
matching under diversity goals.
(4) S. D. Kominers and T. Sönmez. Matching with slot-speciﬁc priorities: Theory.
Theoretical Economics, 11(2):683–710, 2016.
The paper proposes a ﬂexible and innovative approach to capture diversity
goals. The key idea of their approach is that each slot of the school has its own
priority and slots of a school are ﬁlled in a particular order.
(5) R. Kurata, N. Hamada, A. Iwasaki, and M. Yokoo. Controlled school choice
with soft bounds and overlapping types. Journal of Artiﬁcial Intelligence
Research, 58:153–184, 2017.
This is one of the earliest works on addressing the problem when students may
have multiple and overlapping types. Its conference version was published in
2015 at AAAI. Initially, it mostly got traction within computer science but
is deservedly being recognized in the economics literature as well for its innovative approach. Similar approaches have been proposed independently or
subsequently in several other papers.
(6) Y. A. Gonczarowski, N. Nisan, L. Kovalio, and A. Romm. Matching for the
Israeli “Mechinot” gap year: Handling rich diversity requirements. In Proceedings of the 20th ACM Conference on Economics and Computation, pages
321–321, 2019.
The paper exempliﬁes the impact of the ﬁeld by taking the full journey from
practice to theory and then back to practice. It also addresses the issue of
overlapping types and reports on a natural method that was implemented for
the problem encountered while matching students for the Israeli “Mechinot”
gap year.
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(7) T. Nguyen and R. Vohra. Stable matching with proportionality constraints.
Operations Research, 67(6):1503–1519, 2019.
In contrast to quota-based diversity constraints, the paper considered constraints based on maintaining proportions of types. The methods proposed
is based on an extension of Scarf’s lemma. The paper exempliﬁes the application of deep mathematics for an important social problem.
(8) T. Sönmez and M. B. Yenmez. Aﬃrmative action with overlapping reserves.
Manuscript, 2020. URL http://fmwww.bc.edu/EC-P/wp990.pdf.
In a very lucid piece of work, Sönmez and Yenmez distinguish between accounting a student as taking spots of all type she satisﬁes versus taking a spot
reserved for one of the types. For the latter, they propose a smart approach
geared towards achieving optimal diversity. Based on related ideas, a general
approach has recently been proposed for allocating scarce medical resources
(https://www.covid19reservesystem.org/).
(9) O. Aygün and I. Bó➫. College admission with multidimensional privileges:
The Brazilian aﬃrmative action case. American Economic Journal: Microeconomics, 2020.
The paper considers a general model in which each student may have multiple
types and each seat within the same school may have diﬀerent priorities over
students. In their model, there are reserved seats for a distinguished subset of
combinations of types. The authors also show how a careful analysis of existing
systems can uncover adverse incentive and fairness issues.
(10) S. Ahmadi, F. Ahmed, J. P. Dickerson, M. Fuge, and S. Khuller. An algorithm
for multi-attribute diverse matching. In Proceedings of the Twenty-Ninth International Joint Conference on Artiﬁcial Intelligence, IJCAI 2020, pages 3–9,
2020.
Finally, we include a paper in the mix that is diﬀerent from the others in the
list. It takes an optimisation approach to computing diverse matchings where
the overall objective is inspired by the Herﬁndahl index, a statistical measure
of concentration and commonly used in economics.
The list is far from exhaustive and there are many other related and exciting
papers. As a starting point, the interested reader is recommended to explore papers
related to the papers in the list above.
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This is an annotated reading list about simplicity in mechanism design.

1.

INTRODUCTION

Practitioners of market design broadly agree that it matters whether a mechanism is
simple and user-friendly. Simple mechanisms encourage participation, reduce costly
mistakes, and level the playing ﬁeld between naı̈ve and sophisticated participants.
Some mechanisms are intuitively simpler than others, and in controlled experiments
simplicity appears to have large eﬀects on participant behavior.
A mathematical analysis of simplicity requires deﬁnitions that capture our informal
intuitions. Recently, there has been a surge of interest in formalizing what makes
a mechanism simple. This enables us to state testable theories about participant
behavior, that can yield generalizable design recommendations. Moreover, it allows
us to study how simplicity trades oﬀ with other desirable properties of mechanisms.
This reading list provides a starting point for newcomers to this nascent literature.
It includes data to be explained, some theories that explain them, and technical
advances that may aid further work. For brevity, the list omits several noteworthy
results.
2.

READING LIST

Auctions: A Survey of Experimental Research [Kagel 1995] surveys the literature
that studies auctions via real-stakes human-subjects experiments. It documents
numerous anomalies that are not predicted by classical theory. These include
persistent departures from dominant-strategy play in second-price auctions, but not
in ascending auctions.
Obviously Strategy-Proof Mechanisms [Li 2017] deﬁnes an incentive criterion that
strengthens strategy-proofness and depends on the extensive form. This formalizes
the idea that some dominant strategies can be recognized without contingent
reasoning. With one-dimensional types and transfers, obvious strategy-proofness
pins down the extensive form of the clock auction.
Stable matching mechanisms are not obviously strategy-proof [Ashlagi and
Gonczarowski 2018] investigates the design of obviously strategy-proof (OSP) mechanisms for the student-proposing deferred acceptance algorithm. Such mechanisms
exist only when student priority rankings are suﬃciently aligned.
Gibbard-Satterthwaite Success Stories and Obvious Strategyproofness [Bade and
Author’s address: shengwu li@fas.harvard.edu
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Gonczarowski 2017] constructs OSP mechanisms for single-peaked social choice and
for house matching. It proves an impossibility result for eﬃcient OSP auctions with
multiple goods.
A Theory of Simplicity in Games and Mechanism Design [Pycia and Troyan
2019] proposes a family of solution concepts that models players with limited
foresight. It characterizes the OSP extensive-form mechanisms, under a richness
assumption on preferences. With some further structure, it characterizes the random
priority mechanism as the unique mechanism satisfying fairness, eﬃciency, and a
strengthening of OSP.
A revelation principle for obviously strategy-proof implementation [Mackenzie
2020] shows that if there exists an OSP mechanism for some choice rule, there exists
an equivalent OSP mechanism in a smaller class, the gradual revelation mechanisms.
In these mechanisms, every participant plays pure strategies and all moves are public.
This builds on earlier results to simplify the construction of OSP mechanisms.
On the Computational Properties of Obviously Strategy-Proof Mechanisms
[Golowich and Li 2021] studies the problem of deciding whether there exists an OSP
mechanism for a given choice rule. When the choice rule is represented as a table of
induced utilities, it provides a polynomial-time algorithm that decides the problem.
It proves a hardness result for more powerful input languages.
Obvious manipulations [Troyan and Morrill 2020] proposes an incentive criterion
that weakens strategy-proofness, requiring instead that there be no obvious manipulations. It shows that some mechanisms that Pareto-dominate student-proposing
deferred acceptance nonetheless have no obvious manipulations.
Strategically Simple Mechanisms [Börgers and Li 2019] proposes a new simplicity
criterion, namely that each player be able to deduce their optimal strategy using
only their ﬁrst-order beliefs about the other players’ preferences. This is a weaker
criterion than strategy-proofness, that allows additional ﬂexibility when designing
mechanisms for voting and bilateral trade.
Iterative versus standard deferred acceptance: Experimental evidence [Bó and
Hakimov 2020] reports a lab experiment on the deferred acceptance mechanism. It
ﬁnds that participants are more likely to play optimally when facing the iterative
version of the mechanism than when submitting rank-order lists. This is not
explained by the previous theories.
REFERENCES
Ashlagi, I. and Gonczarowski, Y. A. 2018. Stable matching mechanisms are not obviously
strategy-proof. Journal of Economic Theory 177, 405–425.
Bade, S. and Gonczarowski, Y. A. 2017. Gibbard-Satterthwaite Success Stories and Obvious
Strategyproofness. In Proceedings of the 2017 ACM Conference on Economics and Computation.
EC ’17. ACM, New York, NY, USA, 565–565. event-place: Cambridge, Massachusetts, USA.
Bó, I. and Hakimov, R. 2020. Iterative versus standard deferred acceptance: Experimental
evidence. The Economic Journal 130, 626, 356–392.
Börgers, T. and Li, J. 2019. Strategically Simple Mechanisms. Econometrica 87, 6, 2003–2035.
Golowich, L. and Li, S. 2021. On the computational properties of obviously strategy-proof
mechanisms. arXiv preprint arXiv:2101.05149 .
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Economics. Princeton University Press, 501–586.
Li, S. 2017. Obviously Strategy-Proof Mechanisms. American Economic Review 107, 11 (Nov.),
3257–3287.
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and Economic Behavior .
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https://papers.ssrn.com/sol3/papers.cfm?abstract_id=2853563.
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Through a sequence of examples, we survey the main results of “Feasible Joint Posterior Beliefs”
[Arieli, Babichenko, Sandomirskiy, Tamuz 2021]. A group of agents share a common prior distribution regarding a binary state, and observe some information structure. What are the possible
joint distributions of their posteriors? We discuss feasibility of product distributions, correlation
of posteriors in feasible distributions, extreme feasible distributions and the characterization of
feasibility in terms of a “no-trade” condition.
Categories and Subject Descriptors: J.4 [Computer Applications]: Social and Behavioral Sciences—Economics; G.3 [Mathematics of Computing]: Probability and Statistics; I.2.11 [Computing Methodologies]: Distributed Artiﬁcial Intelligence—Multiagent systems
General Terms: Economics
Additional Key Words and Phrases: information design, Bayesian persuasion, social learning,
information structure, posterior belief, splitting lemma, no-trade theorem, extreme point, joint
distribution

Consider a single agent, Alice, who is interested in an uncertain state of the
world ω ∈ {0, 1}, for which she has a prior probability p = P(ω = 1). The state ω
may indicate whether a piece of art being auctioned is a forgery, which of the two
candidates will win an election, or whether a company will default this year. Alice
receives some information about ω, in the form of a signal sA taking values in a
set SA . For example, a signal can be a binary message, a real number, or it may
contain information obtained by Alice during a dynamic learning process, e.g., a
trajectory of stock market quotes. The signal is drawn at random from one of two
distribution, depending on the state: π0 when ω = 0, and π1 when ω = 1. Alice is
Bayes-rational and, hence, upon receiving the signal, updates her belief according
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to Bayes’ Law: her posterior belief about the high state ω = 1 is1
pA (sA ) =

p · π1 (sA )
.
p · π1 (sA ) + (1 − p) · π0 (sA )

The tuple (SA , p, π0 , π1 ) is referred to as an information structure. Unconditional
on the state, the distribution of the signal is π = pπ1 + (1 − p)π0 . Since Alice’s
posterior is a function of the signal, it is also random; its distribution is determined by π, through the application of Bayes’ Law, which maps the signal to the
posterior. We denote this (unconditional) distribution, a probability measure on
the interval [0, 1], by P . And we say that P is implemented by the information
structure (SA , p, π0 , π1 ).
Which posterior belief distributions P are feasible, i.e., implementable by some
information structure? The prior p is assumed to be ﬁxed. In this single agent case,
feasibility is determined by the so-called martingale condition: the expectation of
Alice’s posterior must be equal the prior, EP [pA ] = p. This fundamental result is
known as the Splitting Lemma [Blackwell 1951; Aumann and Maschler 1995] and
is a key tool in the theories of Bayesian persuasion [Kamenica and Gentzkow 2011]
and of games with incomplete information [Aumann and Maschler 1995].
In [Arieli et al. 2020] and [Arieli et al. 2021], we study the question of feasibility
for more than one agent. In this letter we focus on the case of two agents, Alice and
Bob, who share a common prior p and use possibly diﬀerent sources of information
about the state ω. This is modelled by private signals, sA ∈ SA for Alice and
sB ∈ SB for Bob, jointly distributed according to either π0 or π1 , depending on the
state. These distributions are now probability measures on the product SA × SB .
Both agents calculate their posteriors as in the single-agent case, each using her
or his signal. We now denote by P the joint distribution of their posteriors. This
is a distribution on the unit square [0, 1] × [0, 1], which is implemented by the
information structure (SA , SB , p, π0 , π1 ).
The main question that we tackle is the inverse question: given a distribution P
on the unit square, does there exist an information structure that implements P ?
If so, we say that P is feasible. For simplicity, below we focus on the symmetric
prior p = 1/2 and, by feasibility, mean feasibility for this prior.
Example 1. Denote by δ(·) the Dirac measure (a point mass) and consider the
distribution P = 21 δ(0,0) + 21 δ(1,1) , placing equal weight on the two main-diagonal
corners. This distribution represents a situation where both Alice and Bob are
either sure that the state is ω = 1 (their posteriors are pA = pB = 1) or that ω = 0
(pA = pB = 0). This distribution is feasible as it can be generated by revealing
the state to both Alice and Bob. Formally, it is implemented by the information
structure with SA = SB = {0, 1}, π0 (0, 0) = 1 and π1 (1, 1) = 1.
The martingale condition on the marginals, EP [pA ] = EP [pB ] = p, is obviously
a necessary condition for feasibility, but it is insuﬃcient as demonstrated by the
following example.
1 For

a continuum of possible signals and non-atomic π0 , π1 , the ratio is not well-deﬁned and has
to be replaced by the Radon–Nikodym derivative.
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Example 2. The distribution P = 21 δ(0,1) + 21 δ(1,0) , placing equal weight on
the anti-diagonal corners of the square, satisﬁes the martingale condition for the
prior p = 12 . However, P is infeasible. This distribution corresponds to a situation,
where one agent is certain that the state is ω = 1, while the other one is sure that
ω = 0. Such combination of beliefs cannot happen with positive probability. Indeed,
from the deﬁnition of the posteriors, it is easy to deduce that P(ω = 1 | pA = x) = x
for almost all x ∈ [0, 1], i.e., conditional on Alice’s belief being x, the probability
of the high state also equals x. Hence, conditionally on pA = 1, the state ω = 1
almost surely and, similarly, ω = 0 conditionally on pB = 0. Thus the intersection
of events {pA = 1} and {pB = 0} cannot have positive probability, which proves
the infeasibility of P .
Feasible distributions defying intuition
Example 3. Is the uniform distribution on [0, 1]2 feasible? At ﬁrst glance, one
might expect a negative answer. For this distribution, the posterior pA of Alice
reveals to her no information about the posterior pB of Bob (conditionally on pA ,
the distribution of pB remains uniform) and vice versa. Intuitively, since Alice and
Bob form beliefs about the same underlying state, it would be natural to expect
positive correlation between posteriors: when pA is high, the state ω = 1 is more
likely and, hence, pB is also more likely to be high. This intuition turns out to be
wrong.
[Gutmann et al. 1991, Example 2] describe the following information structure
implementing the uniform distribution. The sets of signals are SA = SB = [0, 1].
If the state is ω = 0, a pair of signals (sA , sB ) is drawn in the bottom left triangle
conv{(0, 0), (1, 0), (0, 1)} uniformly at random. For ω = 1, one uses the top right
triangle conv{(1, 1), (1, 0), (0, 1)}; see Figure 1. One can easily check that after
observing sA , Alice’s posterior coincides with the signal,2 i.e., pA = sA ; similarly
pB = sB . The resulting distribution of posteriors (pA , pB ) is uniform on [0, 1]2 .
This example motivates the question: Which other product distributions that are
symmetric with respect to the state and the agents are feasible, and which are not?
[Arieli et al. 2021] give a simple characterization in which the uniform distribution
plays a special role. We say that a distribution ν ∈ ∆([0, 1]) is symmetric with
respect to the state if ν([0, a]) = ν([1 − a, 1]) for every a ∈ [0, 1].
Proposition 1. When ν ∈ ∆([0, 1]) is symmetric with respect to the state, P =
ν × ν is feasible if and only if the uniform distribution on [0, 1] is a mean-preserving
spread 3 of ν.
In other words, Proposition 1 states that the uniform distribution is the most informative among symmetric product distributions. One direction of Proposition 1
2 By

a revelation principle, any feasible distribution can be implemented via a direct information
structure, where signals coincide with induced posteriors. We rely on such information structures
in all the examples.
3 A distribution ν is a mean-preserving spread of ν if ν can be obtained from ν by redistributing
1
2
1
2
the mass of each point x ∈ [0, 1] in a way that the mean is equal to x. Formally, there exists a pair of
random variables (X1 , X2 ) with distributions ν1 and ν2 , respectively, such that E[X1 | X2 ] = X2 .
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Fig. 1. An implementation of the uniform distribution. The distribution of signals is uniform over
the black area for ω = 0 and over the white area for ω = 1.

is simple. [Blackwell 1951] showed that, given an information structure implementing some mean-preserving spread of ν, an information structure implementing ν
can be obtained via garbling: a post-processing of the signal. Hence, if the uniform
distribution is a mean-preserving spread of ν, one can garble the signals in the
information structure from Example 3 for each agent independently and induce the
distribution ν × ν. The opposite direction is more involved.
Example 3 and Proposition 1 indicate that the posteriors of Alice and Bob can be
uncorrelated. Can the posteriors be negatively correlated? The following example
gives a positive answer and the proposition after it provides a limitation.
Example 4. Consider the distribution P = 18 δ( 41 ,1) + 38 δ( 41 , 12 ) + 83 δ( 34 , 21 ) + 81 δ( 34 ,0) depicted in Figure 2. This example features very counter-intuitive beliefs: Whenever
Alice’s posterior is 14 (low), her belief about Bob’s posterior is 34 δ 21 + 14 δ1 (high).
Whenever Alice’s posterior is 43 (high), her belief about Bob’s posterior is 14 δ0 + 34 δ 21
(low). Nevertheless this distribution is feasible. To see this, consider the information structure where at state ω = 0, the pair of signals (sA , sB ) is either ( 41 , 21 ) or
( 34 , 0) with corresponding probabilities 43 and 41 . Similarly, for ω = 1, the signals
(sA , sB ) are either ( 43 , 12 ) or ( 41 , 1) with probabilities 43 and 41 . One can verify that
Alice’s posterior pA = sA and Bob’s pB = sB . Therefore, this information structure
implements the distribution P .
The
for the distribution P in Example 4 is Cov(P ) =
 covariance of posteriors

1
EP (pA − 12 )(pB − 21 ) = − 32
. As we show in [Arieli et al. 2021], this covariance is
the minimal possible for any joint posterior belief distribution with prior p = 21 .
1
for any feasible distribution P .
Proposition 2. Cov(P ) ≥ − 32
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Fig. 2. The distribution P from Example 4 and its implementation. Black points correspond to
posteriors in the state ω = 0 and white points to those in ω = 1.

Extreme points of the set of feasible distributions
The set of feasible distributions is a compact convex set,4 and as such can be
naturally represented via its extreme points. When we optimize a linear (or more
generally, convex) objective over a compact convex set, this representation becomes
especially useful because, by Bauer’s principle, the optimum is always attained at
an extreme point. In particular, extreme points play an important role in Bayesian
persuasion since the sender’s objective is linear in the distribution P of beliefs,
provided that there are no strategic externalities among the receivers.
In the single-agent case, the extreme points of the set of feasible posterior belief
distributions are the binary-support distributions with mean p. As a consequence,
two signals are enough for optimal persuasion of one receiver. For more than one
agent, no simple characterization of the extreme points is known. The following example from [Arieli et al. 2021] shows the existence of extreme points with
countably-inﬁnite support.
Example 5. Figure 3 demonstrates an extreme feasible distribution P together
with its implementation. The intuition for extremality of P comes from having no
ﬂexibility in its implementation: The mass of 31 at the point (0, 37 ) must originate
from state ω = 0 (because Alice has posterior 0). To have a posterior of 73 for Bob at
9 3
this point we must assign the entire mass of 14 at the point ( 13
, 7 ) to state ω = 1. We
proceed inductively and see that the conditional distributions of posteriors given ω
are pinned down uniquely. In [Arieli et al. 2021], we demonstrate that if P was
possible to represent as a convex combination of distinct feasible distributions, the
implementation would not be unique. Since the implementation is unique, P is
extreme.
4 If

P and Q are feasible, then for every α ∈ [0, 1] the information structure that with probability
α reveals information according to P and with probability (1 − α), according to Q, implements
αP + (1 − α)Q. Compactness requires a more elaborate argument.
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Fig. 3. An extreme feasible distribution P of posteriors with countably-inﬁnite support. The
numbers near the points indicate their probabilities. Conditional on ω = 0, the pair of posteriors
belongs to the set of black points and, conditional on ω = 1, to the set of white points.

One may ask whether the uniform distribution (Example 3) is an extreme point.
The following general result implies a negative answer.
Proposition 3. Every extreme point of the set of feasible distributions of posteriors
is supported on a set having zero Lebesgue measure.
Consequently, optimal persuasion can always be achieved using only posteriors
from a Lebesgue-negligible set.
Feasibility, trade, and agreeing to disagree
So far, we saw several examples of feasible distributions, for which feasibility was
shown directly by constructing an information structure implementing the distribution. But how can one prove that a distribution is infeasible? In the case of a
ﬁnite-support distribution, one can write down a linear program for a direct information structure and check its feasibility. But this program can quickly become
very complicated. And what if the distribution has inﬁnite support?

Example 6. Let P be the uniform distribution over [0, 1]2 \ [0, 0.1]2 ∪ [0.9, 1]2 ;
see Figure 4. To show infeasibility of P we introduce the notion of a trade.
Assume, by way of contradiction, that this distribution is feasible. Consider a
hypothetical scenario where ω ∈ {0, 1} is the value of a good. Alice and Bob each
have one copy of this good to trade and their beliefs about the value are distributed
according to P . In addition, there is another party, the “mediator”, who also has
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Fig. 4. The distribution P is uniform over the gray area. The outcome of the mediator’s trading
strategy is indicated in each area.

one copy and observes the private information of Alice and Bob. Consider the
following trading strategy for the mediator:
—Whenever Bob’s posterior pB is less than a half, the mediator buys a good from
Bob at a price of pB .
—Whenever Alice’s posterior pA is more than a half, the mediator sells a good to
Alice at a price of pA .
Both Alice and Bob expected gain is zero, since the price coincides with the expected value of the good given the agent’s information and the oﬀer itself carries
no additional information to what the agent already knows.
Let us evaluate the mediator’s expected revenue from this trading strategy.
9
40
—The expected payment from the mediator to Bob is 98
· 0.05 + 98
· 0.3 = 12.45
98 .
40
9
· 0.7 =
—The expected payment that the mediator gets from Alice is 98 · 0.95 + 98
36.55
98 .
—Whenever the realization of the posteriors is in [0.5, 1]2 \ [0.9, 1]2 , the mediator
has to supply a good to Alice but he does not get one from Bob. Since the good
is worth at most 1, we can bound the mediator’s expected losses in this case by
its probability, which is 24
98 .

>
Summing up, we get that the total revenue of the mediator is at least 36.55−12.45−24
98
0. However, the mediator’s expected gain must equal the agents’ total expected
loss, which we know is zero. This contradiction implies that P is infeasible.
Consider another example where infeasibility can be proved via a no-trade argument.
9
1
1
1
9 1 +
3 1
19
19
Example 7. Let P = 20
δ( 40
,2)
2 δ( 4 , 2 ) + 40 δ( 40 ,0) + 40 δ( 40 ,1) ; see Figure 5. The
trading strategy of the mediator is as follows:

—Whenever Bob’s posterior pB equals 1/2 the mediator buys a good from Bob at
a price of 1/2.
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The distribution P from Example 7.

9 3
, 4 }, the mediator sells a good to Alice at
—Whenever Alice’s posterior pA is in { 40
a price of pA .

A calculation similar to the one above shows that the mediator’s expected gain is
positive, which shows that P is not a feasible distribution.
In Example 7, the mediator’s trading strategy is somewhat sophisticated: the
9
, but does not do so when
mediator sells the good to Alice when her posterior is 40
19
the posterior is 40 , i.e., higher. In particular, the mediator’s strategy does not have
a threshold structure — buying whenever the posterior is below some threshold and
selling whenever the posterior is above some threshold. One can verify that in this
example no threshold trading strategy yields a positive revenue for the mediator.
A main result of [Arieli et al. 2021] is that the above technique can be applied
to demonstrate the infeasibility of any infeasible distribution P . The mediator’s
trading strategy depends on two measurable sets A, B ⊂ [0, 1]:
—The mediator buys a good from Bob whenever Bob’s posterior is in B, for a
price pB .
—The mediator sells a good to Alice whenever Alice’s posterior is in A, for a
price pA .
Denote the marginals of P by P1 , P2 ∈ ∆([0, 1]). The mediator’s expected revenue
is bounded from below by
Z
Z
(1)
x dP2 (x) − P (A × B),
x dP1 (x) −
A

B

where the ﬁrst term is the expected payment of Alice to the mediator, the second
term is the mediator’s payment to Bob, and the third term bounds the mediator’s
loss when he supplies his own good to Alice. If the expression in (1) is strictly
positive for some A and B, we deduce that P is infeasible, by the same logic used
in Examples 6 and 7. We can also swap the roles of Alice and Bob and get a
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(2)

A

Again, the positivity of this expression implies that P is infeasible.
Surprisingly, the requirement that the two expressions in (1) and (2) are nonpositive is not only necessary but also suﬃcient for feasibility of P . Namely, a
distribution is feasible if and only if the mediator cannot extract positive expected
revenue. This provides a no-trade interpretation for a theorem by Dawid, DeGroot,
and Mortera.
Theorem 1 ([Dawid et al. 1995]). A distribution P ∈ ∆([0, 1]2 ) is feasible5 for
some p if and only if
Z
Z
x dP2 (x) ≥ −P (A × B)
x dP1 (x) −
(3)
P (A × B) ≥
A

B

for all measurable A, B ⊆ [0, 1].
In [Arieli et al. 2021], we reinterpret this theorem in the context of Aumann’s
agreement theorem [Aumann 1976]. Inequality (3) can be seen as a quantitative
bound on how much Bayesian agents can agree to disagree. We also show an
extension of the no-trade characterization to more than two agents. In the multipleagent case, more sophisticated trading strategies are required. In particular, to
obtain an if-and-only-if characterization, we allow the mediator to trade fractions
of the good with the agents. An extension beyond binary states appears in the
subsequent paper by [Morris 2020].
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1.

INTRODUCTION

In a recent paper [Balbuzanov and Kotowski 2019a], we introduced the exclusion
core, a cooperative solution concept for discrete exchange economies and allocation
problems. Our objective was to better understand and model economies with complex property relations, such as those seen in the real world. Some goods might be
private property, in the intuitive sense. Others might be jointly owned, perhaps by
spouses or by a community. Still others may be enmeshed in a byzantine hierarchy
of rights and obligations. Examples are common. Co-ownership of real-estate property may take the form of joint tenancy, tenancy in common, or even tenancy by the
entirety. Digital goods, in particular, grant some property rights while withholding
others. Uses of copyrighted e-books or music may be restricted by Digital Rights
Management. Smartphone manufacturers can prevent owners from modifying or
repairing their devices in certain ways. Intellectual property rights also come with
their own complications, such as patent pools, patent thickets, and patent trolling.1
Economists’ interest in property rights is of course nothing new. The “Coase
theorem” [Coase 1960], the property rights theory of the ﬁrm [Grossman and Hart
1986; Hart and Moore 1990], and Ostrom’s [1990] analysis of communal-property
management are all Nobel-winning contributions. Our point of departure and motivation diﬀer from this prior literature. We start by asking how well traditional
solutions to economic models, the core in particular, perform when the property
regime is nudged away from the “standard model.” To the extent predictions diverge from intuition or fail completely, we then ask how the standard framework
1 Heller

and Salzman [2021] provide a popular account of the complexity of property relations.
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can be reinterpreted to facilitate fruitful analysis on the enriched domain. For our
reinterpretation, we draw upon an old and fundamental idea in the legal understanding of property, the right to exclude. The United States Supreme Court has
called this “one of the most essential sticks in the bundle of rights that are commonly characterized as property”2 and it appears in Blackstone’s Commentaries on
the Laws of England, a classic eighteenth-century treatise.3 The right to exclude
permits an owner to prevent others from entering or otherwise using his property.
Our analysis traces the logical implications of the right of exclusion by crafting a
solution concept, which we call the exclusion core. At the heart of our construction
is a reinterpretation of “endowments” in an economy—what agents start out with
before any trade takes place—as a distribution of exclusion rights and not as bundles
of tradable goods. Our analysis also uncovers some surprising connections with
well-known market protocols, such as David Gale’s Top Trading Cycles (TTC)
algorithm [Shapley and Scarf 1974]. We believe our study sheds light on some
conceptual issues in the deﬁnition, operation, and design of successful markets. In
particular, market design exercises should not take “property rights” for granted or
view their deﬁnition as implicitly obvious. Property rights help enable successful
markets and while some market designers may consider them to be a constraint to
accommodate, they may at times be a design variable as well.
In this letter, we aim to introduce our deﬁnitions and to outline some of our
main results. We limit our discussion to the case of a so-called simple economy,
which includes private- and public-ownership economies as special cases. While only
reﬂecting a portion of our research on these topics, we believe this is the easiest
venue to convey the intuition behind our analysis. Unless noted otherwise, proofs
of all results presented below are in Balbuzanov and Kotowski [2019a].
2.

SIMPLE ECONOMIES

In a seminal paper, Shapley and Scarf [1974] introduce the “house-exchange economy.” In their model, there is a set of agents, each of whom initially owns one
indivisible good, called a house. Each agent has use for at most one house, houses
cannot be shared, and there are no other goods. There is no money or other
medium of exchange. If the agents’ preferences diﬀer, it is natural to imagine them
bartering, trading, or swapping houses with the aim of acquiring a more preferable dwelling. Who will (should?) get which house? Perhaps unexpectedly, this
bare-bones model has proven remarkably inﬂuential and adaptable. Applications
such as kidney exchange [Roth et al. 2004], student assignment [Abdulkadiroğlu
and Sönmez 2003], and airport landing-slot allocation [Schummer and Vohra 2013]
all build upon its foundation.
The starting point for our analysis is a generalization of Shapley and Scarf’s
setup. A simple economy is a tuple hI, H, (i )i∈I , ωi. I := {i1 , . . . , in } and H :=
{h1 , . . . , hm } are ﬁnite sets of agents and indivisible objects (“houses”), respectively.
(i )i∈I is a proﬁle of preferences, one for each agent. Each agent’s preference i
is a complete transitive binary relation deﬁned over the set of houses H and an
2 Kaiser

Aetna v. United States, 444 U.S. 164 [1979].
more on the right of exclusion, see Merrill [1998], Merrill and Smith [2001], Balbuzanov and
Kotowski [2019a], and the citations therein.

3 For

ACM SIGecom Exchanges, Vol. 19, No. 1, June 2021, Pages 30–44

Economies with Complex Property Rights

·

32

outside option h0 ∈
/ H that represents “no consumption.” We assume each agent’s
preference is strict and he is never indiﬀerent between two distinct options. We
write h ≻i h′ if i strictly prefers h to h′ ; h i h′ means h ≻i h′ or h = h′ .
Shapley and Scarf [1974] assumed that each agent is initially endowed with one
house. We depart from this assumption as follows. An endowment system ω: 2I →
2H speciﬁes the houses owned by each coalition.4 For example, if there are three
agents and three houses, an endowment system ω might specify that
ω(∅) = ∅, ω(i1 ) = {h1 , h2 }, ω({i1 , i2 }) = {h1 , h2 }, ω({i1 , i3 }) = {h1 , h2 },
ω(i2 ) = ∅, ω(i3 ) = ∅,
ω({i2 , i3 }) = {h3 },
ω({i1 , i2 , i3 }) = {h1 , h2 , h3 }.
(1)
In this case, i1 is endowed with {h1 , h2 }. Agents i2 and i3 own nothing personally, but jointly own h3 . In all results and examples to follow, we maintain the
assumption that the endowment system satisﬁes the requirement of
(NC) Non-contestability: For each h ∈ H, there exists C h ⊆ I, C h 6= ∅, such that
h ∈ ω(C) ⇐⇒ C h ⊆ C.
This property guarantees that each house has a well deﬁned set of one or more
joint owners. We call C h the minimal controlling coalition of h. The (NC) condition is satisﬁed by the plain-vanilla private-ownership economy typical in economic
analysis; it is even satisﬁed by the non-standard endowment system deﬁned in (1)
above.5 Though already a generalization of the usual setup, we must stress that
(NC) is nevertheless a strong assumption. It precludes, for example, cases where
ownership rights are contested, ambiguous, or uncertain. Thus, there is scope for
investigating alternatives to (NC) and we have done so elsewhere.6
Many well-known models satisfy the assumptions we have laid out so far. If
we assume that there are exactly as many houses as agents, each agent owns one
house (i.e., ω(ik ) = {hk } for each k), and all houses are acceptable to all agents (i.e.,
h ≻i h0 for all i and all h 6= h0 ), then we recover Shapley and Scarf’s [1974] privateownership economy. In this case, the aggregate endowment ofS
coalition C is simply
the union of the coalition members’ endowments, ω(C) = i∈C ω(i). We refer
back to this special case in many examples below. Hylland and Zeckhauser [1979]
consider a model that is the polar opposite of Shapley and Scarf’s. In their objectassignment problem, all houses belong only to the social endowment, i.e., ω(C) = ∅
for all C ( I and ω(I) = H. The “house-allocation problem with existing tenants”
[Abdulkadiroğlu and Sönmez 1999] is a hybrid—each house’s minimal controlling
4 We

omit braces when confusion is unlikely, e.g., ω(i) means ω({i}).
break (NC) in (1), one can, for example, replace ω(i2 ) = ∅ with ω ′ (i2 ) = {h2 }.
6 It is worth noting that (NC) implies three weaker properties:

5 To

(A1) Agency: ω(∅) = ∅.
(A2) Monotonicity: C ′ ⊆ C ⇒ ω(C ′ ) ⊆ ω(C).
(A3) Exhaustivity: ω(I) = H.
Our experience suggests that (A1)–(A3) are necessary properties that any reasonable endowment
system should satisfy, even if (NC) is relaxed. In Balbuzanov and Kotowski [2019b] we investigate
an economy satisfying a relaxed version of (NC) called weak non-contestability. A more signiﬁcant
departure from (NC) is found in Balbuzanov and Kotowski [2019a] where we study relational
economies. See Section 6.
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coalition is either a singleton (i.e., the house is privately owned) or the grand
coalition (i.e., the house is part of the social endowment).
An allocation µ: I → H ∪ {h0 } is an assignment of agents to houses such that at
most one agent is assigned to each h ∈ H. It is theS
ﬁnal outcome after any barter,
exchange, and trade has taken place. Let µ(C) := i∈C µ(i) denote the aggregate
allocation of coalition C ⊆ I.
3.

AN EXAMPLE

Which ﬁnal allocations are likely to arise or persist in a market? Two benchmark
answers are provided by the weak and strong cores. Each solution consists of
allocations that cannot be improved upon, or “blocked,” by any coalition via a
reassignment of the goods that it owns. An allocation µ is in the weak core if and
only if there does not exist a nonempty coalition C ⊆ I and an allocation σ such
that (a) σ(i) ≻i µ(i) for all i ∈ C and (b) σ(C) ⊆ ω(C) ∪ {h0 }. When a coalition
C and allocation σ satisfy conditions (a) and (b), we say that C can strongly block
µ (via σ). An economy’s strong core is deﬁned like the weak core except point (a)
is weakened to (a′ ) σ(i) i µ(i) for all i ∈ C with σ(j) ≻j µ(j) for some j ∈ C,
i.e., at least one member of a blocking coalition must be strictly better oﬀ. When
a coalition C and allocation σ satisfy conditions (a′ ) and (b), we say that C can
weakly block µ (via σ).7 In both deﬁnitions, point (b) plays a critical role and is
often taken for granted. It translates the model primitive delineating property, the
endowment system ω, into an understanding about what coalitions can do with the
economy’s goods. In this case, a coalition is restricted to autarkic reallocations of
any goods in its aggregate endowment.
There are many cases where the strong or weak core provide a compelling benchmark for economic analysis. One such case is the Shapley and Scarf [1974] economy
where the (unique) strong core allocation is the consensus selection.8 Nevertheless,
both solutions exhibit weaknesses once we depart from the standard case. The
following example is also discussed in Balbuzanov and Kotowski [2019a].
Example 3.1 The Kingdom. Consider an economy with three agents—peasants
i and j, and their King k—and two indivisible houses—h1 and h2 . Everyone agrees
that h1 is strictly better than h2 . The King is an absolute monarch and owns both
houses: ω(k) = {h1 , h2 } and ω(i) = ω(j) = ∅.
We argue that there are only two allocations that can credibly arise in this small
economy. The King owns both houses and likes h1 more than h2 so he is sure to
take h1 for himself. With his needs met, he no longer needs h2 and so it should be
occupied by either i or j. The remaining agent, j or i respectively, will settle for the
outside option h0 . These two allocations are eﬃcient and respect the Kingdom’s
ownership rights. To us, they appear as the focal outcomes in this economy.
However, neither the strong nor the weak core selects exactly these two outcomes.
The strong core is empty. It is not hard to check that every allocation can be
weakly blocked by a coalition involving the King and an agent originally receiving
7 Admittedly,

the terminology can become confusing. If µ is in the strong core, it is also in the
weak core. If C can strongly block µ (via σ), it can also weakly block µ (via σ).
8 Roth and Postlewaite [1977] and Ma [1994] reinforce the case favoring the strong core in Shapley
and Scarf’s model.
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h0 . The weak core is not empty and includes the two focal allocations we identiﬁed
above. However, it also includes an ineﬃcient allocation that is diﬃcult to justify.
Speciﬁcally, the weak core includes the allocation in which h2 is uninhabited and
both i and j remain homeless. Without externalities, such as the King having an
explicit preference for h2 to remain empty, this allocation seems incredible and may
prove unstable in the long run. A peasants’ revolt may ensue.
The core solutions’ deﬁciencies in the Kingdom can be attributed to an uneasy
interplay between a coalition’s incentive to block an allocation—points (a) or (a′ )
in the deﬁnitions above—and its ability to block an allocation—point (b). The
strong core is empty because coalitions have too much blocking power. They can
always rely on the participation of any agent who is indiﬀerent between the blocked
and blocking allocation. These agents’ membership in a blocking coalition enlarges
the set of houses that can be reallocated. Justifying the participation of indiﬀerent
agents is diﬃcult, however. Sometimes altruism is advanced as a rationale. Joining
a blocking coalition is an ambiguous action, however: it may just as well hurt some
agents while helping others. Another explanation is the possibility of side payments.
Indiﬀerent agents, perhaps, can be “bribed” by those who strictly beneﬁt. If this
is possible, however, a pivotal agent might instead demand payments from those
hurt by the blocking action. Without further restrictions on the existence and
plausibility of side payments, he may even be able to set up a money pump with a
suitably chosen pair of allocations that mutually block each other.
The weak core has the opposite problem: blocking is too hard. A coalition is
limited to reallocating the goods that it owns, but it can form only if all coalition
members are strictly better oﬀ. Even if an alternative allocation is a Pareto improvement, i.e., no one is harmed and someone is strictly better oﬀ, it is impossible
to implement if the (co)owner of the some of the reallocated resources is indiﬀerent.
4.

THE EXCLUSION CORE

The Kingdom identiﬁes some of the core deﬁnitions’ shortcomings. To address
those weaknesses, we rethink the balance between agents’ incentives to block an
allocation and the property rights that they draw upon to do so. Rather than
assuming that a blocking coalition autarkically exchanges its own goods, we show
that the weaker notion of excluding others from those goods is suﬃcient to support
desirable and plausible outcomes.
Towards deﬁning the exclusion core, we will ﬁrst introduce a weaker solution
concept, the direct exclusion core. We do so to better highlight our interpretation of
exclusion rights. The exclusion core proper, deﬁned below, will involve an inductive
extension of the ideas in the following deﬁnition.
Deﬁnition 4.1. An allocation µ is in the direct exclusion core if and only if there
does not exist a nonempty coalition C ⊆ I and an allocation σ such that
(a) σ(i) ≻i µ(i) for all i ∈ C, and
(b) µ(j) ≻j σ(j) ⇒ µ(j) ∈ ω(C).
When there is a coalition C and an allocation σ satisfying (a) and (b), then coalition
C can directly exclusion block µ (via σ).
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Compared to the core deﬁnitions above, the direct exclusion core’s novelty lies in
part (b). It states that if an agent is made worse oﬀ by a blocking coalition, then
that agent must have been evicted, i.e., excluded, from a house owned by the coalition. In other words, a coalition can block an assignment whenever each member
of the coalition beneﬁts from an alternative and any harm caused is legitimately
rooted in the coalition’s right to exclude. A direct exclusion core allocation cannot
be destabilized by a coalition exercising its exclusion rights. This reasoning diﬀers
from the “exchange within a coalition” logic found in the classic formulations of
the core in exchange economies.
The direct exclusion core resolves the Kingdom’s troubles. The example’s direct
exclusion core coincides with the two intuitive and focal allocations identiﬁed above.
The King claims his top choice and the remaining house is occupied. The agent
without a house has no way of dislodging his peer (he lacks the exclusion rights to
do so) and the King would not come to his aid (he does not gain by doing so). The
ineﬃcient weak-core allocation where h2 is unoccupied is not in the direct exclusion
core, either: it can be directly exclusion blocked by either i or j claiming h2 for
himself. In that case, condition (a) of Deﬁnition 4.1 is obviously satisﬁed for the
blocking agent, while (b) holds vacuously as no one is harmed.
A natural question is whether the direct exclusion core solution can be strengthened? One tempting modiﬁcation concerns replacing point (a) of Deﬁnition 4.1
with (a′ ) from the strong core deﬁnition. However, this route runs into the same
problems identiﬁed above. Thus, our proposal for strengthening the direct exclusion core rests on using the interdependencies implied by exchange to increase a
coalition’s blocking power. The following example illustrates the reasoning.
Example 4.2. Consider an instance of the Shapley and Scarf [1974] economy
with ﬁve agents and ﬁve houses. Suppose agent ik privately owns house hk . Table
I summarizes the agents’ preferences, listing houses in each agent’s preferred order.
Table I: Preferences in Example 4.2.
≻i1
h2
h5
h1
.
.
.

≻i2
h3
h1
h2
.
.
.

≻i 3
h4
h1
h3
.
.
.

≻i 4
h2
h5
h4
.
.
.

≻i5
h3
h1
h5
.
.
.

This economy has two direct exclusion core allocations, µ and σ. These are illustrated in Figures 1a and 1b, respectively. In each ﬁgure, there is an arc connecting
each agent to his assignment at the prevailing allocation, e.g., i1 → µ(i1 ) = h2 in
Figure 1a and i1 → σ(i1 ) = h5 in Figure 1b. There is also an arc connecting each
house to its owner, e.g., h1 → i1 in Figures 1a and 1b.
We contend that σ is this economy’s most compelling outcome, while µ hides
an inherent fragility. At µ, agents i2 and i4 have a motive to block since they do
not receive their favorite houses. Agent i2 wants house h3 and i4 wants h2 (Figure
1c). Luckily for i4 , the coalition C = {i2 , i4 } has direct exclusion rights to h2
since ω(C) = {h2 , h4 }. Thus, i4 can legitimately displace i1 , as in Deﬁnition 4.1.
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h3
h3
h1

i2

i3

i5

i1

h2

h4

h5

h1

i2

i3

i1

h2

h4

i5

h5
i4

i4
(a) Allocation µ.

(b) Allocation σ.

h3

h3

h1

i2

i3

i5

h1

i2

i3

i5

i1

h2

h4

h5

i1

h2

h4

h5

i4

i4

(c) Agents i2 and i4 can indirectly exclusion block µ.

(d) Agents i1 and i5 cannot indirectly exclusion block σ.

Fig. 1: Direct exclusion core allocations in Example 4.2.

However, the coalition C = {i2 , i4 } cannot directly exclusion block µ since it lacks
direct exclusion rights to h3 . However, i3 (the owner of h3 ) is assigned h4 at µ.
This house is in the coalition’s endowment. Thus, i3 ’s well-being at µ depends on
the coalition’s endowment and on trade with the coalition. This gives the coalition
leverage over i3 at µ. Agents i2 and i4 may pressure i3 to exclude i5 from h3 —thus,
making it available for i2 —by threatening to exclude him from h4 . Arguably, i3
would accept this demand given his interest in a good acquired from the coalition.
Thus, the pattern of trade deﬁned by µ seems unstable and may unravel.
The allocation σ is immune to the preceding reasoning. Now, i1 and i5 would
like to block the allocation to get h2 and h3 , respectively (Figure 1d). However,
the pattern of trade deﬁned by σ fortiﬁes i2 , i3 , and i4 from any direct or indirect
threats of exclusion originating from i1 or i5 . The assignments of i2 , i3 , and i4 do
not depend on transaction chains that incorporate i1 or i5 ’s endowments at their
root. Accordingly, this allocation appears more likely to prevail in the long term.
Example 4.2 suggests that the right to exclude carries with it direct and indirect
consequences. The latter arises from trade interdependencies. Critical for our analysis is the fact that the logic extends by induction beyond the single step illustrated
in the example. This magniﬁes the exclusion power wielded by a coalition. Starting
with Deﬁnition 4.1, coalition C has direct exclusion rights to all houses in the set
Z0 = ω(C).
At an allocation µ, it enjoys indirect exclusion rights to all houses in the set
Z1 = Z0 ∪ ω(C ∪ µ−1 (Z0 )).
The set ω(C ∪ µ−1 (Z0 )) \ Z0 consists of the additional houses controlled by C
through pressure it potentially exerts on any agent assigned by µ to a house directly
controlled by C. Continuing this reasoning, by relaying exclusion threats to anyone
assigned to a house in Z1 , the coalition’s indirect exclusion rights grow to Z2 =
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Z1 ∪ ω(C ∪ µ−1 (Z1 )). And so on. In general,
Zk = Zk−1 ∪ ω(C ∪ µ−1 (Zk−1 ))
and we call
Ω(C|ω, µ) =

[

Zk

k

the extended endowment of coalition C at allocation µ.9 It encompasses all houses
over which the coalition has both direct and indirect exclusion rights and reﬂects
the coalition’s de facto market power given the prevailing pattern of trade. Observe
that Ω(C|ω, µ) changes with µ.10 Some allocations may expose agents to outside
threats while others provide insulation, a distinction seen in Example 4.2 above.
Replacing ω(·) with Ω(·|ω, µ) in part (b) of Deﬁnition 4.1 leads to a strengthening
of the direct exclusion core.
Deﬁnition 4.3. An allocation µ is in the indirect exclusion core, or simply the
exclusion core, if and only if there does not exist a nonempty coalition C ⊆ I and
an allocation σ such that
(a) σ(i) ≻i µ(i) for all i ∈ C, and
(b) µ(j) ≻j σ(j) ⇒ µ(j) ∈ Ω(C|ω, µ).
When there is a coalition C and an allocation σ satisfying (a) and (b), then coalition
C can indirectly exclusion block µ (via σ).
Proposition 4.4. The exclusion core is a subset of the direct exclusion core.
Moreover, all exclusion core allocations are Pareto eﬃcient and belong to the weak
core.
The ﬁrst part of this proposition follows from the fact that ω(C) ⊆ Ω(C|ω, µ).
The second part is equally simple. If σ is a Pareto-improvement over µ, then it
would satisfy both conditions in Deﬁnition 4.3. Condition (a) is satisﬁed since
σ(i) ≻i µ(i) for some i while (b) is vacuously true. Thus, µ cannot be in the
exclusion core. The ﬁnal part is less immediate. Suppose allocation µ is not in
the economy’s weak core. Thus, some coalition C can assign itself the houses in
ω(C) ∪ {h0 } in a way that leaves everyone in the coalition strictly better oﬀ. The
same coalition can directly or indirectly exclusion block µ. If i ∈ C receives a house
originally assigned to some other j ∈ C, then no harm is done and this change is
admissible. If i ∈ C receives a house originally assigned to some j ∈
/ C, then the
disruption is permissible since µ(j) ∈ ω(C) ⊆ Ω(C|ω, µ).
The relationship between the exclusion core and the strong core is more nuanced.
Sometimes the strong core is empty while the exclusion core is not. This occurs in
the Kingdom example above.11 There are also examples where the exclusion core
9 This

deﬁnition of the extended endowment is more tractable than the one in Balbuzanov and
Kotowski [2019a]. The two deﬁnitions are equivalent [Balbuzanov and Kotowski 2019b].
10 To see how sensitive Ω(C|ω, µ) is to the allocation µ, consider the case of the Shapley and Scarf
[1974] economy, which we deﬁned in Section 2. If µ is the “no trade” allocation where each agent
keeps his endowment, i.e., µ(ik ) = ω(ik ) for all k, then Ω(ik |ω, µ) = ω(ik ). If instead µ involves
all agents trading in one cycle, e.g., µ(i1 ) = h2 , µ(i2 ) = h3 , . . . , µ(in ) = h1 , then Ω(ik |ω, µ) = H.
11 In the Kingdom the direct and indirect exclusion cores are the same.
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is a strict subset of the strong core [Balbuzanov and Kotowski 2019a]. Equivalence
occurs in some special cases that we discuss below.
We have already seen how some familiar solutions may be empty, despite the
relatively restrictive setting of a simple economy. There are sound reasons to doubt
whether an exclusion core allocation exists as well. Coalitions are unusually powerful with inductively inﬂated extended endowments. Moreover, extended endowments are functions of the prevailing allocation. Blocking cycles therefore are a
real possibility. Surprisingly, perhaps, this does not occur. The right pattern of
exchange can entirely neutralize agents’ ability to gain from excluding others.
Theorem 4.5. The exclusion core of a simple economy is not empty.
In Balbuzanov and Kotowski [2019a] we prove Theorem 4.5 constructively using a
generalization of the TTC algorithm. The TTC algorithm was proposed by David
Gale to Shapley and Scarf as a way to identify a price equilibrium in their houseexchange economy. Our algorithm builds upon earlier extensions of this market
protocol in applications such as student assignment [Abdulkadiroğlu and Sönmez
2003] or transplant organ allocation [Roth et al. 2004].
To appreciate the link between trading cycles and the exclusion core, it is best
to specialize to the Shapley and Scarf [1974] house-exchange economy. In this case,
our algorithm reduces to that of the classic TTC algorithm, which identiﬁes this
economy’s unique strong core allocation [Roth and Postlewaite 1977].
Algorithm 4.6 Top Trading Cycles. All agents and houses start oﬀ unassigned.
In each step of the algorithm, each unassigned agent “points” to his most preferred
unassigned house and each unassigned house “points” to its owner. There are
ﬁnitely many agents and houses so there exists at least one cycle of alternating
houses and agents, such as h → i → · · · → h′ → i′ → h. (The cycle may potentially
consist of a single agent pointing to the house he owns.) Choosing any one of the
resulting cycles, we assign each agent in the cycle to the house he is pointing to.
Removing thus assigned agents and houses, we iterate the process with the next
step. The algorithm terminates when all agents and houses have been assigned.
Proposition 4.7. In the Shapley and Scarf [1974] economy, the strong core and
the exclusion core coincide. Thus, the unique exclusion core allocation is identiﬁed
by the TTC algorithm.
An informal graphical sketch of the proposition’s proof is possible. First, without loss of generality, we can restrict attention to allocations where each agent is
assigned to a house.12 Such assignments partition the set of agents and their privately owned houses into disjoint cycles. The agents within a cycle swap houses
among themselves. Now consider the particular allocation µ that is illustrated in
both panels of Figure 2. It has ﬁve cycles K1 , . . . , K5 .13 As in Figure 1, each house
in a cycle is “pointing” to its owner, i.e, hk → ik , and each agent is “pointing” to
12 By assumption, all houses are acceptable to all agents. If µ(i) = h for some i, agent i can
0
weakly block µ since ω(i) ≻i h0 . Agent i can also exclusion block µ by claiming an unoccupied
house. Thus, µ cannot be in the strong core or in the exclusion core.
13 Agent i
12 receives his endowment and forms a cycle by himself.
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i9

i9
h10
K1
i1

i8

h8

i7

h5
i4

h4
K2
i3

h3

K3
i5

h7
h6

i1

h11

i6

i10
h2

i12

(a) If µ can be exclusion blocked, then it
can also be weakly blocked.

i8

h8

i4

h4
K2
i3

h3

i11
h11
i7

h5

h12
K5

K4

K1

i11

i10
h2

i2

h1

K4

h9

h10

h9

i2

h1

K3
i5

h7
h6

i6

h12
K5
i12

(b) If µ can be weakly blocked, then it
can also be exclusion blocked.

Fig. 2: An allocation µ that is neither in the strong nor exclusion core.

his assigned house, i.e, ik → µ(ik ). We will explain that if µ is not in the exclusion
core, then it cannot be in the strong core, and vice-versa.
Suppose coalition C = {i2 , i5 , i11 } (boxed in Figure 2a) can indirectly exclusion
block µ via σ. For concreteness, suppose this alternative allocation involves
σ(i2 ) = h10

σ(i5 ) = h2

σ(i11 ) = h7 ,

as illustrated by the bolded links in Figure 2a.14 Among these houses, the coalition
only owns h2 outright. It must access the others indirectly. In this case, h7 is
part of the same cycle as i5 and a path of exchanges links i7 to i5 ’s endowment.
Likewise, h10 belongs to i10 who receives h11 from i11 in cycle K4 . Thus, h2 , h7
and h10 all belong to the coalition’s extended endowment as required by indirect
exclusion blocking. Examining this situation, however, reveals that the coalition
C ′ = {i2 , i5 , i7 , i8 , i10 , i11 } can weakly block µ. The agents can exchange the houses
in their endowment ω(C ′ ) in a cycle so that i2 , i5 , and i11 are strictly better oﬀ
than at µ and i7 , i8 , and i10 are no worse oﬀ (follow the dashed links in Figure
2a to trace this cycle). Thus, if µ can be exclusion blocked, then it can be weakly
blocked as well. Hence, the strong core is contained in the exclusion core.
Now consider the converse. Suppose µ can be weakly blocked by a coalition C
via σ ′ . Without loss of generality we can assume coalition C cyclically exchanges
the houses in its endowment ω(C).15 In Figure 2b we posit such a cycle involves
coalition C = {i1 , i6 , i7 , i10 , i11 }. The bolded dashed arrows identify each coalition
member’s assignment at σ ′ . Some members of this blocking coalition are strictly
better oﬀ (e.g., i1 ) while others’ assignments are unchanged (e.g., i6 ).16 Suppose
agent ik is strictly better oﬀ. There are two cases. First, if σ ′ (ik ) = hℓ is in the same
cycle as ik at µ, then hℓ is in i’s extended endowment at µ. We can trace a path
from ω(ik ) = {hk } back to the assignment of agent iℓ = ω −1 (hℓ ). Second, if instead
hℓ is in a diﬀerent cycle than ik , then as clear in Figure 2b there is some im ∈ C who
is in that cycle and for whom σ ′ (im ) ≻im µ(im ) as well. Accordingly, the agents
who strictly improve can together indirectly exclusion block µ. In the case of Figure
14 The

rest of σ does not matter.
there are multiple cycles, they are disjoint and we may focus on any one of them.
16 Preferences are strict. Thus, if i is part of a blocking coalition, σ ′ (i) 6= µ(i) ⇒ σ ′ (i) ≻ µ(i).
i
15 If
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2b, coalition C ′ = {i1 , i7 , i10 } (boxed in the ﬁgure) can indirectly exclusion block
µ via σ ′ .17 Thus, if µ can be weakly blocked, then it can be indirectly exclusion
blocked as well. Hence, the exclusion core is contained in the strong core.
5.

PRIVATE AND PUBLIC OWNERSHIP ECONOMIES

The coincidence of the strong and exclusion cores in the Shapley and Scarf [1974]
economy reﬂects a deeper relationship between these solutions in a private-ownership
economy. In a private-ownership economy, the minimal controlling coalition of each
house is a singleton though a particular agent may own multiple houses, as in the
Kingdom.
Proposition 5.1. If the strong core of a private-ownership economy is not
empty, then it coincides with the exclusion core.
In a public-ownership economy all houses belong only to the social endowment.
As no particular agent has any a priori claim to any particular house, the usual
objective in such a market is to ensure a Pareto eﬃcient assignment.
Proposition 5.2. In a public-ownership economy, the exclusion core equals the
set of Pareto eﬃcient allocations.
The proof of this proposition follows from the observation that exclusion blocking
always allows a coalition to block via a Pareto-improving allocation. When no one
is harmed, point (b) of Deﬁnition 4.3 is moot. A Pareto eﬃcient allocation in a
public ownership economy cannot be exclusion blocked. Doing so would necessarily
impose harm which is illegitimate since Ω(C|ω, µ) = ∅ if C 6= I. The strong core
of a public-ownership economy also equals the Pareto frontier. However, the weak
core may include Pareto-inferior outcomes.18
It is simple to construct a Pareto-eﬃcient allocation algorithmically using a serial
dictatorship. Agent i1 picks his favorite house. Then, agent i2 picks his favorite
among whatever is left. And so on. Changing the order in which agents pick may
change the identiﬁed assignment. All Pareto eﬃcient allocations can be identiﬁed
by iterating through all n! orders in which the agents might pick.
As a ﬁnal case, we can consider a hybrid situation where some houses are privately
owned and some are part of the social endowment. This case was introduced by
Abdulkadiroğlu and Sönmez [1999] and is called the “house-allocation problem
with existing tenants.” A subset of agents Iˆ = {i1 , . . . , iℓ } are existing tenants and
each is assumed to privately own a single distinct house, i.e., ω(ik ) = {hk } for all
k = 1, . . . , ℓ. Thus, Ĥ = {h1 , . . . , hℓ } are privately owned houses. The remaining
agents I \ Iˆ = {iℓ+1 , . . . , in } have nothing in their personal endowments. And, the
remaining houses H \ Ĥ = {hℓ+1 , . . . , hn } belong solely to the social endowment.
The minimal controlling coalition of each h ∈ H \ Ĥ is the grand coalition.
The challenge in the house allocation problem with existing tenants is to assign
the houses eﬃciently while respecting existing tenants’ property rights. An existing
17 Agent

i11 is also strictly better oﬀ. We can include him in C ′ without changing the argument.
allocation where at least one agent, say i, receives his favorite house is in the weak core,
even if every other agent receives his least-preferred assignment. Since i cannot be made strictly
better oﬀ, he will never participate in any blocking coalition. But this implies every other coalition
has no houses to reallocate making strong blocking impossible.
18 Any
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tenant may wish to upgrade his assignment by trading with another current owner
or by opting for an unoccupied house in the social endowment. If he opts for an
unoccupied house, his old house can be assigned to someone else. Motivating applications include oﬃce or dorm-room (re)assignment. Transplant organ exchanges
exhibit some of this problem’s key features as well [Roth et al. 2004].
Abdulkadiroğlu and Sönmez [1999] propose an ingenious algorithm to solve this
allocation problem. Their “You Request My House—I Get Your Turn” (YRMHIGYT) mechanism combines the features of the TTC and the serial dictatorship.19
This mechanism always identiﬁes a Pareto-eﬃcient allocation, ensures each existing
tenant gets an assignment at least as good as his original house, and is strategyproof. This ﬁnal property means that if agents’ preferences must be solicited, then
no agent can improve his assignment by falsifying his preference ranking. Since
the YRMH-IGYT mechanism incorporates features from a serial dictatorship, its
output will generally depend on an (exogenous) ordering of agents.
Proposition 5.3. The exclusion core of the house allocation problem with existing tenants equals the range (over all orderings of agents) of Abdulkadiroğlu and
Sönmez’s [1999] YRMH-IGYT mechanism.
6.

OPEN QUESTIONS AND CONCLUSION

The complexity of real-world property rights is undeniable. However, our ability
to model such rights and to formally understand their implications is surprisingly
limited. In our work, we have sought take a step toward enriching the classic model
of an exchange economy by considering less standard property arrangements. To do
so, we have built our analysis around the right of exclusion. This is a very limited
interpretation of property, even among legal scholars. Nevertheless, our analysis
suggests that it can have wide-ranging consequences.
The key step for our analysis is the reinterpretation of endowments in an economic
model as distributions of exclusion rights rather than as bundles of goods to trade.
This point of view oﬀers great ﬂexibility that, regrettably, the simple economy
exposited above may unintentionally conceal. Logically, multiple agents may hold
exclusion rights to the same good, the exercise of this right might require collective
action, and exclusion rights can be deﬁned for both tangible and intangible goods,
such as ideas (e.g., patents) or software (e.g., licensing and copyright).
There are numerous avenues for further research. One extension we have investigated is the possibility of production. In Balbuzanov and Kotowski [2019b] we
maintain the basic setup of a simple economy, but we allow for the existence of
ﬁrms that transform inputs into outputs. An output of one ﬁrm may be an input
of another, thereby forming supply chains or production networks. A production
connection is essentially a trading relationship among ﬁrms and it too can transmit
exclusion threats, exactly like in the analysis above. We argue that production networks further expand coalitions’ extended endowments and their conﬁguration at
an exclusion core outcome will need to strike a delicate balance. On one hand, they
need to be expansive to assure the production and supply of desirable goods. On
19 It reduces to the TTC if all houses have existing tenants. It reduces to a serial dictatorship if
all houses are part of the social endowment.
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the other hand, they must be suﬃciently insulating to ensure ﬁrms are not beholden
to opportunistic threats of hold-up. We identify suﬃcient conditions ensuring the
exclusion core of a production economy is not empty. Our analysis points to two
distinct types of criteria. Either there is suﬃcient integration or concentration of
ownership rights within a supply chain or there is suﬃcient opportunity for multisourcing. As a technical contribution, we also propose an extension of the trading
cycles algorithm to account for production.
A number of open questions about the exclusion core of simple economies remain.
For example, the exclusion core as deﬁned, may be empty if agents are allowed to
consume multiple houses. Discrete exchange economies with multi-unit demand are
known to be intractable—even their weak core may be empty [Konishi et al. 2001].
Nevertheless, there may be an appropriate reformulation of the exclusion core that
preserves its intuition while also delivering useful predictions in these cases.20
A challenging problem concerns complex within-coalition relations when goods
are jointly owned. Like all core-like deﬁnitions, Deﬁnition 4.3 requires coalitionunanimity to block an outcome. However, in practice weaker requirements, e.g.,
majority rule, are common. Admitting majority rule in our model eﬀectively dispenses with the (NC) assumption and risks the emergence of Condorcet cycles.
The exclusion core may be empty as diﬀerent majorities cycle through blocking
allocations.
Some features of joint ownership require a formal extension of the model to
study adequately. For instance, in Balbuzanov and Kotowski [2019a] we examine a
variant of the Kingdom economy from Example 3.1 called the Diarchy. In this case,
two equally-powerful Kings co-own both houses. Surprisingly, there is no natural
speciﬁcation for the endowment system ω(·) such that the exclusion core consists
only of the two intuitive outcomes where the Kings get both houses. An extension
of our framework to so-called relational economies (see below) lets us resolve this
situation by making exclusion rights conditional on particular outcomes. In the
Diarchy, a King can always exclude the peasant, but never his co-monarch.21
Another interesting extension concerns dynamic, or multi-period, markets. Dynamic variants of the house allocation problem have been studied before (see Kurino
2014, among others). An interesting question in such markets concerns what exactly is traded. Are the exclusion rights to a house exchanged or is only its use
temporarily reassigned? The former, like buying or selling, sets agents’ (future)
outside options; the latter, like renting, aﬀects only (current) welfare. Are some
market protocols, like the TTC, better at handling one type of exchange or another? Can exclusion rights be created or destroyed over time?22 A single-period
economy obscures many of the dynamic questions closely tied to property.
Finally, one may ask a more fundamental question: where does an economy’s
endowment system, and the rights it implies, come from? Is it derived from some
20 In Balbuzanov and Kotowski [2019b] we accommodate multi-unit consumption by introducing
“ﬁrms” that produce notional goods that represent agent-speciﬁc bundles of goods.
21 Other possible complications resulting from jointly-owned goods in simple economies have been
examined by Sun et al. [2020].
22 In practice, the answer to this question is “yes.” Privatization and nationalization are examples
of this process in action. Parsimoniously modeling this phenomenon as an equilibrium process
seems challenging.

ACM SIGecom Exchanges, Vol. 19, No. 1, June 2021, Pages 30–44

43

·

I. Balbuzanov and M.H. Kotowski

other primitive describing society?23 For example, the exercise of property rights
is often mired by formal and informal hierarchies. Common examples include a
contractual right of ﬁrst refusal or the challenges of shared ownership with (strongwilled) family members. These situations often lead to qualiﬁed exclusion rights
or rights that are conditional on particular outcomes. These far more complicated
forms of property relations can also be studied in our framework. In Balbuzanov
and Kotowski [2019a] we introduce and examine relational economies where the
endowment system is replaced by a priority structure that deﬁnes hierarchies among
agents. The economy’s endowment system, which is a necessary parameter for the
exclusion core’s deﬁnition, is then derived from these priorities. Necessarily, there
are many ways in which this can be done and each leads to a diﬀerent version of
the exclusion core. Under appropriate conditions—an acyclicicty restriction on the
priority structure—the close connection between the exclusion core and a trading
cycles mechanism is maintained.
There is much left for us to explore about the exclusion core solution. However,
our hope is that our proposal will encourage broader investigation of the questions
that initially led us down this path. The deﬁnition, meaning, and interpretation
of property rights in economic models has been taken for granted, deemed “obvious,” or has often been imprecisely formulated. Translating the complexities of
real-world property arrangements and understanding their economic implications
is undoubtedly important. We believe the exclusion core solution oﬀers a valuable
lens for understanding some of these implications given its connection to a very
basic understanding of property rights. We look forward to the development of
other solutions and approaches that may improve upon its insights.
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The Nash social welfare problem asks for an allocation of indivisible items to agents in order
to maximize the geometric mean of agents’ valuations. We give an overview of the constantfactor approximation algorithm for the problem when agents have Rado valuations [Garg et al.
2021]. Rado valuations are a common generalization of the assignment (OXS) valuations and
weighted matroid rank functions. Our approach also gives the ﬁrst constant-factor approximation
algorithm for the asymmetric Nash social welfare problem under the same valuations, provided
that the maximum ratio between the weights is bounded by a constant.
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1.

INTRODUCTION

Given a set G of m indivisible items and a set A of n agents with valuations vi :
2G → R+ , we need to allocate the items to the agents in a fair and eﬃcient manner.
Diﬀerent allocations (S1 , . . . , Sn ) will result in diﬀerent values vi (Si ) for the agents.
How should we allocate the items to balance fairness and eﬃciency?
A common measure of eﬃciency is maximizing P
the utilitarian social welfare, i.e.,
ﬁnding an allocation (S1 , . . . , Sn ) that maximizes i∈A vi (Si ). Naturally, eﬃciency
comes at the expense of fairness: in an optimal utilitarian social welfare allocation
some agents might receive no items.
On the other side, maximizing fairness is often associated with maximizing the
minimum value across all agents, i.e., max(S1 ,S2 ,...,Sn ) mini∈A vi (Si ). This is also
known as max-min fairness or the Santa Claus problem. Fairness comes at the
expense of eﬃciency: we might have to assign most of the items to an agent with
low valuation of all subsets of G when compared to the valuations of other agents.
An objective that lies between fairness and eﬃciency is the Nash social welfare,
deﬁned for an allocation (S1 , . . . , Sn ) as the geometric mean of agents’ valuations.
Authors’ addresses: jugal@illinois.edu, e.husic@lse.ac.uk, l.vegh@lse.ac.uk
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The corresponding (symmetric) NSW problem is
o
n Q
1/n
: {Si }i∈A is a partition of G .
max
i∈A vi (Si )
A distinctive feature of the NSW objective is invariance under scaling of the
valuations. That is, unlike the utilitarian social welfare and the max-min fairness,
the set of optimal allocations in the NSW problem remains unchanged even if the
valuations of the agents are scaled by arbitrary positive constants.
More generally, in our paper [Garg et al. 2021], we study the asymmetric NSW
problem in which agents might have diﬀerent importance. Here, next to the valuation vi : 2G → R+ , each agent i is also given a weight wi and the goal is to maximize
the weighted geometric mean of agents’ valuations, i.e.,
o
n Q
 P
wi 1/ i∈A wi
:
{S
}
is
a
partition
of
G
.
(NSW)
v
(S
)
max
i
i∈A
i
i
i∈A
Origins. The Nash social welfare is a natural concept that was discovered independently as the unique solution to a bargaining game [Nash 1950; Kaneko and
Nakamura 1979], competitive equilibrium with equal incomes [Varian 1974], and
proportional fairness in networking [Kelly 1997]. These papers considered the symmetric NSW objective. The asymmetric objective has also been well-studied since
the seventies [Harsanyi and Selten 1972; Kalai 1977] with applications in bargaining
theory, water resource allocation, and climate agreements.
Previous work. From a computational perspective, the NSW problem is NP-hard
already for additive valuations. For the symmetric NSW problem with additive
valuations a variety of methods have been used. The seminal paper by Cole and
Gkatzelis [2018]1 gave the ﬁrst constant-factor approximation algorithm by rounding a spending-restricted market equilibrium. This was followed by a constant-factor
approximation algorithm built on the theory of real stable polynomials [Anari et al.
2017]. The state-of-the-art approximation factor is 1.45 based on local search [Barman et al. 2018]. These approaches have been extended to constant-factor approximation algorithms for mild generalizations of additive valuations [Garg et al.
2018; Anari et al. 2018; Chaudhury et al. 2018; Garg et al. 2021].
2.

OUR MAIN RESULT

Our main focus is on the following subclass of submodular valuations. We propose the name “Rado valuations” in honor of Richard Rado, who ﬁrst studied the
independent matching problem [Rado 1942].
Deﬁnition 2.1. For the set of items G, we consider a bipartite graph (G, V ; E)
with a cost function c : E → R+ on the edges, and a matroid M = (V, I). For a
subset of items S ⊆ G, the Rado valuation v(S) is deﬁned as the maximum cost of
a matching M in (G, V ; E) such that δG (M ) ⊆ S and δV (M ) ∈ I, i.e.,
P
.
v(S) := max
e∈M c(e) : M is a matching, δG (M ) ⊆ S, δV (M ) ∈ I
Our main contributions are a constant-factor approximation algorithm for the
symmetric NSW problem under Rado valuations, and a constant-factor approxima1 Also

discussed in SIGecom Exchanges [Cole and Gkatzelis 2015].

ACM SIGecom Exchanges, Vol. 19, No. 1, June 2021, Pages 45–51

Approximating Nash Social Welfare under Rado Valuations

·

47

tion algorithm for asymmetric NSW provided the ratios between the weights are
bounded. Namely, our approximation factors depend on γ, for γ := 1 + maxi∈A wi .
Theorem 2.2. There is a polynomial-time 256e3/e ≈772-approximation algorithm
for the symmetric Nash social welfare problem under Rado valuations. For the
asymmetric problem, there is a 256γ 3 -approximation algorithm for Rado valuations,
and a 16γ-approximation algorithm for additive valuations.
Our algorithm is based on a careful rounding of a mixed integer programming
relaxation in multiple stages. An enticing feature of our algorithm is modularity:
out of the ﬁve phases, only one requires properties of Rado valuations, and all
other steps work for general subadditive valuations, assuming they are given with
a suitable convex extension.
We note that even if the weights of the agents are bounded, an O(1)-approximation
for the symmetric case does not yield an O(1)-approximation to the asymmetric case. To illustrate this point, consider two items {a, b} and two agents with
weights w1 = 1, w2 = 2 and additive valuations v1 (a) = M + 1, v1 (b) = 1,
v2 (a) = M , v2 (b) = 1 for M ≫ 1. The unique optimal solution to the symmetric case (w1′ = w2′ = 1) allocates a to agent 1 and b to agent 2. However, this
returns an NSW value (M + 1)1/3 for the original weights. This is worse by factor
≈ M 1/3 than the NSW value M 2/3 obtainable by assigning b to 1 and a to 2.
Li and Vondrák recently contributed two exciting developments in this context.
e3
In [2021b], they gave a (e−1)
2 -approximation of the optimum Nash social welfare
value for a broad class of submodular valuations, including the cone generated by
Rado valuations. Even though this is a broader class and the approximation ratio
is signiﬁcantly better, the paper does not yield a polynomial-time algorithm to ﬁnd
a corresponding allocation. The approach is based on real stable polynomials.
Subsequently, in [2021a] they gave a signiﬁcant extension of our paper to obtain
a 380-approximation algorithm for arbitrary monotone submodular valuations.
3.

RADO VALUATIONS: CONTEXT AND EXAMPLES

In the simplest case when M is the free matroid on V , i.e., I = 2V , the value of
a set S is the maximum cost matching in the subgraph induced by S ∪ V . Such
valuations are known as assignment valuations or OXS valuations.
Shapley [1962] gave a nice interpretation of assignment valuations. Assume that
each agent is a company. Furthermore, assume that the items G are workers and
V is the set of jobs within a particular company. The edge set represents the
possibilities (willingness) of assigning workers to jobs, and the cost cjk is value
the company gets by assigning worker j to job k. By the deﬁnition of assignment
valuations, the value of a subset S ⊆ G of workers for the company is the maximum
possible value the company gets by assigning workers S to jobs V .
The same interpretation extends to Rado valuations with the additional possibility that the occupied set of jobs must be an independent set in matroid M. E.g.,
the company may partition the set of all jobs V into certain types, and require that
at most one job of each type to be assigned—a partition matroid constraint.
As another example of Rado valuations, consider the case where V is a copy
of the set of items G, with each j ∈ G having a corresponding j ′ ∈ V , and let
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E = {(j, j ′ ) : j ∈ G}. Let g : G → R, and cjj ′ = gj for all j ∈ G, and let r be rank
function of M. In this case the v(S) is a weighted matroid rank function (WMR).
Relations between popular classes of valuations are:
Additive ( SPLC (

OXS
( Rado ( GS ( Submodular ( Subadditive .
WMR

Construction of substitutes. Assignment valuations and weighted matroid rank
functions are well-known examples of gross substitutes valuations (GS). This is true
for all Rado valuations. Frank asked in 2003 whether the converse is also true: is
the class of gross substitute valuations the same as those of Rado valuations? We
show that this is not the case. The reason is that, unlike gross substitute, Rado
valuations are not closed under endowment operation.
′
For v : 2G → R and T ⊆ G, we deﬁne the endowed valuation v ′ : 2G \T → R+ as
v ′ (X) = v(X ∪ T ) − v(T ). Endowment can be seen as a minor operation. We say
that v is a Rado minor valuation if it is an endowed Rado valuation. We propose a
natural reﬁnement of the conjecture that also generalizes matroid based valuations
conjecture [Ostrovsky and Paes Leme 2015].
Conjecture 3.1. Every gross substitutes valuation is a Rado minor valuation.
4.

MAIN STEPS OF OUR APPROACH

The valuations in the NSW problem are deﬁned on subsets of G. Any arguments based on convex relaxations require a continuous (concave) extension of
the valuations to RG
+ . We provide such an extension for Rado valuations. Here,
ν : [0, 1]G → R+ is a concave extension of v : 2G → R+ if ν is concave, and ν and v
take the same value on integer points. Concave extensions exist for GS valuations
but not for submodular valuations in general.
Theorem 4.1. Let v : 2G → R+ be a Rado valuation, and let r be the rank
function of M. The concave extension of v is deﬁned for x ∈ [0, 1]G as
P
v(x) := max
(j,k)∈E cjk zjk
P
∀j ∈ G
s.t.:
k∈V zjk ≤ xj
(Rado ext)
P
z
≤
r(T
)
∀T ⊆ V
j∈G,k∈T jk
z ≥ 0.

Now, we can relax the initial problem. The natural relaxation of (NSW) has unbounded integrality gap already for additive valuations. Instead, we propose a
mixed integer programming relaxation. For a set of items H ⊆ G, we consider the
relaxation where H is allocated integrally and the rest fractionally.
 P
Q
wi 1/ i wi
v
(x
)
max
i
i
i∈A
P
∀j ∈ G
s.t.:
i∈A xij ≤ 1
(Mixed relaxation)
xij ∈ {0, 1}
∀j ∈ H, ∀i ∈ A
x ≥ 0.
Our algorithm will construct a set H and an allocation x ∈ {0, 1}A×G such that x
is 256γ 3 -approximate solution of (Mixed relaxation). This is proved in ﬁve phases.
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Phase I: Finding the item set H

We ﬁnd a matching τ with the highest NSW. This can be achieved by solving the
maximum weight assignment problem in the complete bipartite graph between A
and G with edge weights ωij = wi log(vi (j)) for every i ∈ A, j ∈ G. Let τ : A → G
be an optimal matching represented as a mapping, i.e., τ (i) is the item matched to
agent i ∈ A. We deﬁne H := τ (A), i.e., H is the set of the items assigned by τ .2
4.2

Phase II: Reduction to the mixed matching relaxation

We approximate (Mixed relaxation) by a second mixed integer program.
wi 1/ Pi wi
Q
max
i∈A vi (yi ) + viσ(i)
P
∀j ∈ G \ H
s.t.:
i∈A yij ≤ 1
(Mixed+matching)
yij ≥ 0
∀j ∈ G \ H, ∀i ∈ A
σ : A → H is a matching.
(Mixed+matching) diﬀers from (Mixed relaxation) in two respects. Firstly, the
utility is evaluated separately on H and G \ H in the objective. Secondly, H is
allocated to the agents by a matching. This is not a relaxation of (NSW) as the
optimal integer solution may allocate multiple items in H to the same agent. The
eﬀect of both these changes is limited.
Theorem 4.2. Let H ⊆ G with |H| = |A|. If (y, σ) is an α-approximate solution
of (Mixed+matching) then (y, σ) is a 2αγ-approximate solution of (Mixed relaxation).
4.3

Phase III: Approximating the mixed matching relaxation

To approximate (Mixed+matching) we ﬁrst remove H. Consider the “naı̈ve” relaxation restricted to G \ H, and taking the logarithm of the objective. This is the
classical Eisenberg–Gale convex program that computes an equilibrium in Fisher
markets with divisible items for homogeneous concave valuations [Eisenberg 1961].
P
max
i∈A wi log(vi (yi ))
P
(EG)
∀j ∈ G \ H
s.t.:
i∈A′ yij ≤ 1
y ≥ 0.

Given an agent-wise α-approximate solution of (EG) we can ﬁnd an 2α-approximate
solution to (Mixed+matching) by optimally reassigning H.
Theorem 4.3. Let y ∗ be an optimal and y be a feasible solution for (EG) such
that vi (yi ) ≥ α1 vi (yi∗ ) for all i ∈ A. Let π be a maximum weight assignment in the
bipartite graph with parts A and H, and edge weights ωij = wi log (vi (yi ) + vij ) for
i ∈ A, j ∈ H. Then, (y, π) is 2α-approximate solution to (Mixed+matching).
4.4

Phase IV: A sparse approximate solution for the mixed matching relaxation

Assuming the agents have Rado valuations, we can ﬁnd an approximate solution
of (Mixed+matching) with a strong sparsity property.
2 Interestingly,

in the case of symmetric agents with additive valuations the set H contains all
items with price at least one in a spending restricted equilibrium as in [Cole and Gkatzelis 2018].
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Theorem 4.4. Suppose that vi are Rado valuations. We can ﬁnd a 4-approximate
feasible solution (y, π) to (Mixed+matching) with |supp(y)| ≤ 2n + m.
For Rado valuations, we ﬁrst prove that an optimal solution of (EG) can be found in
polynomial time: using (Rado ext) we show that (EG) is a rational convex program,
and use the variant of the ellipsoid method for rational polyhedra. Second, we
show that |supp(y ∗ )| ≤ n + 2m for any basic optimal solution y ∗ of (EG). Finally,
we show that any such solution can be further sparsiﬁed to obtain y such that
|supp(y)| ≤ 2n + m, and in the process we lose at most the half of the value for
each agent. Theorem 4.4 then follows from Theorem 4.3.
4.5

Phase V: Rounding the mixed integer solution

We start with a mixed integer solution (y, π) as in Theorem 4.4. We round (y, π)
to (y r , π) obtained as follows. For each j ∈ G \ H, we pick an arbitrary agent i ∈ A
such that yij > 0 and assign j to i. By the bound on |supp(y)|, this amounts to
setting ≤ 2n values yij to 0. By combining the matching π in (y, π), and the initial
matching τ from Phase I we obtain ρ in the following lemma.
Lemma 4.5. Let H = τ (A) and (y r , π) be as above. Then we can ﬁnd a matching
ρ : A → H such that (y r , ρ) is an 128γ 2 -approximate solution to (Mixed+matching).
By Theorem 4.2 and Lemma 4.5 we obtain Theorem 2.2; the result for additive
valuations requires a stronger bound in each of the above theorems and lemmas.
5.

CONCLUSION AND OPEN PROBLEMS

We gave a constant-factor approximation algorithm for the asymmetric NSW problem with Rado valuations, assuming that γ is a constant. The algorithm is based on
a mixed integer programming relaxation, and decomposes into a number of phases.
Most reduction steps are applicable for more general settings. We only require
Rado valuations for Phase IV, to obtain a solution with a small support.
Case in point, Li and Vondrák [2021a] very recently obtained a 380-approximation
algorithm for the symmetric NSW problem under submodular valuations. This is
obtained by strengthening and extending our approach, with important new techniques in Phases III and IV to deal with multilinear extension of submodular
valuations. Even though submodular valuation functions do not have a concave
extension, in Phase III they use an iterated continuous greedy method to approximately solve the non-convex program using the multilinear extension.
This settles the constant-factor approximability of the symmetric problem as an
O(n1−ε ) approximation for the problem under subadditive valuations would require
an exponential number of oracle queries for any ﬁxed ε > 0 [Barman et al. 2020].
The constant-factor approximability of the asymmetric NSW problem remains
open even for additive valuations. We note that in our approach, for additive
valuations, the factor γ only appears in the reduction in Phase II, where we
restrict each agent to receiving only a single item from the set H.
Our work also highlights Rado valuations as an interesting class of gross substitutes valuations; this could be relevant also for other problems in mechanism design:
it is a broad class including most common examples such as weighted matroid rank
functions and OXS valuations, yet it has a rich combinatorial structure that can be
exploited for algorithm design.
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Transaction Fee Mechanism Design
TIM ROUGHGARDEN
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Demand for blockchains such as Bitcoin and Ethereum is far larger than supply, necessitating a
mechanism that selects a subset of transactions to include “on-chain” from the pool of all pending
transactions. EIP-1559 is a proposal to make several tightly coupled changes to the Ethereum
blockchain’s transaction fee mechanism, including the introduction of variable-size blocks and a
burned base fee that rises and falls with demand. These changes are slated for deployment in
Ethereum’s “London fork,” scheduled for late summer 2021, at which point it will be the biggest
economic change made to a major blockchain to date. This short note provides an overview of
recent work by the author that formally investigates and compares the incentive guarantees oﬀered
by Ethereum’s current transaction fee mechanism and the new mechanism proposed in EIP-1559.
Categories and Subject Descriptors: F.0 [Theory of Computation]: General
General Terms: Economics; Security; Theory
Additional Key Words and Phrases: Mechanism Design, Blockchain, Cryptocurrencies, Ethereum

1.
1.1

OVERVIEW
Background

Real estate on a major blockchain is a scarce resource. For example, Bitcoin [Nakamoto
2008] and Ethereum [Buterin 2013], the two biggest blockchains, process roughly 5
and 15 transactions per second on average, respectively. Demand for these blockchains is far larger, necessitating a mechanism that selects a subset of transactions
to include “on-chain” from the pool of all submitted transactions.
Most blockchain protocols, including Bitcoin and Ethereum, employ a pay-asbid transaction fee mechanism. Every transaction is submitted with a bid (in
the blockchain’s native currency), the miner of a block decides which transactions
should be included in it, and upon publication of that block, the bid of each included
transaction is transferred from its creator to the miner. We follow blockchain
convention and refer to this mechanism as a ﬁrst-price auction (FPA).
FPAs are natural enough and are currently the dominant paradigm in blockchain
protocols, but are they really the best we can do? For example, could a diﬀerent
transaction fee mechanism oﬀer stronger incentive guarantees?
These questions are addressed at length in a recent paper by the author [Roughgarden 2021]; this short note provides a brief overview of its primary contributions.1
1.2

Transaction Fee Mechanism Design

The ﬁrst goal of the paper [Roughgarden 2021] is to frame the questions above as
a mechanism design problem, while taking into account the many idiosyncrasies
1 See

also Roughgarden [2020] for a longer report written for a general audience.
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of the blockchain setting relative to more traditional applications of the ﬁeld. For
example:
(1) The miner of a block has dictatorial control over its contents, and in particular
may deviate from the allocation rule intended by the protocol designer.
(2) The miner of a block can costlessly include fake transactions that are indistinguishable from real transactions.
(3) Payments should be computable from “on-chain” data, which typically discloses
no information about losing bids.
(4) Miners and users can easily collude oﬀ-chain to manipulate a transaction fee
mechanism.
The sequential and repeated nature of the blockchain setting also oﬀers some
advantages to the mechanism designer. For example:
(5) The choice of mechanism (such as a reserve price) for a given block could be
informed by the (publicly visible) outcomes for previous blocks.
(6) Revenue from a block need not be transferred directly to the block’s miner and
could instead be redirected, for example to the miners of future blocks.
1.3

Assessing EIP-1559

In addition to its scientiﬁc interest, the problem of transaction fee mechanism design is central to a debate that is currently raging over the future of the Ethereum
blockchain (see e.g. Beiko [2020]). EIP-1559 is the name of a proposal, developed
by Ethereum’s founder [Buterin 2018], that suggests several tightly coupled changes
to the transaction fee mechanism (which is currently an FPA), including the introduction of variable-size blocks and a burned “base fee” that acts as a reserve
price and rises and falls with demand.2 (See Roughgarden [2021] for a mathematical description of the proposed mechanism.) While not without critics, this
mechanism is slated for deployment in Ethereum’s “London fork,” scheduled for
late summer 2021, at which point it will be the biggest economic change made to a
major blockchain to date. The second goal of the paper [Roughgarden 2021] is to
formally investigate the game-theoretic properties of the transaction fee mechanism
proposed in EIP-1559 and identify a precise sense in which it has superior incentive
guarantees to the current FPA.3
1.4

Alternative Designs

The third goal of the paper is to explore two designs that oﬀer beneﬁts incomparable to those of the mechanism proposed in EIP-1559. One design—the tipless
mechanism—strengthens the incentive-compatibility guarantee for users while sacriﬁcing some resistance to oﬀ-chain collusion by miners and users. The second—the
ℓ-smoothed mechanism—pays base fee revenues forward rather than burning them,
thereby favoring miners relative to passive holders of Ethereum’s currency.
2 “EIP”

stands for “Ethereum improvement proposal.”
framework proposed in this report can also be used to assess other transaction fee mechanisms
that have been proposed in the literature, such as those in Basu et al. [2019] and Lavi et al. [2019].
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A TASTE OF THE RESULTS

The paper [Roughgarden 2021] proposes three types of incentive-compatibility guarantees for transaction fee mechanisms: one for the creators of transactions; one for
miners; and one for cartels of users and miners.
(1) Dominant-strategy incentive-compatibility (DSIC). This condition states that
users should be incentivized to bid their true valuation for transaction inclusion.
(2) Incentive-compatibility for myopic miners (MMIC). This condition states that
a miner of a block maximizes its revenue from that block by following the
intended allocation rule.
(3) OCA-proofness. This condition states that there is never a way for a miner of
a block to collude with the creators of outstanding transactions that strictly
increases the cartel’s joint utility. (“OCA” stands for “oﬀ-chain agreement.”)
FPAs are, of course, not DSIC. The VCG mechanism is not MMIC, as a miner
can typically boost its revenue under that mechanism through the creation and
inclusion of fake transactions. Still other natural mechanism formats fail OCAproofness. One of the main results in Roughgarden [2021] clariﬁes the extent to
which the transaction fee mechanism proposed in EIP-1559 satisﬁes these incentivecompatibility guarantees:
Theorem (Informal): The transaction fee mechanism proposed in EIP-1559
is MMIC and OCA-proof, and is DSIC outside of periods of rapidly increasing
demand.
When there is a sudden and sharp increase in demand for the Ethereum blockchain,
the transaction fee mechanism proposed in EIP-1559 eﬀectively reverts to a FPA
while the mechanism’s internally computed base fee increases to an appropriate
level. An interesting open question is whether there is a transaction fee mechanism
that always satisﬁes all three incentive-compatibility guarantees.
3.

CONCLUSION

The work described in Roughgarden [2020; 2021] is only the tip of the iceberg for
applications of mechanism design to blockchain protocol design, and there remain
many opportunities for the SIGecom community to shape the evolution of the next
generation of blockchains.
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